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Abstract

A Low-threshold Analysis of Data from the

Cryogenic Dark Matter Search Experiment

by

Raymond A. Bunker III

Although dark matter appears to constitute over 80% of the matter in the

Universe, its composition is a mystery. Astrophysical observations suggest

that the luminous portions of the Galaxy are embedded in a halo of dark-

matter particles. Weakly Interacting Massive Particles (WIMPs) are the most

studied class of dark-matter candidates and arise naturally within the context

of many weak-scale supersymmetric theories. Direct-detection experiments like

the Cryogenic Dark Matter Search (CDMS) strive to discern the kinetic energy

of recoiling nuclei resulting from WIMP interactions with terrestrial matter.

This is a considerable challenge in which the low (expected) rate of WIMP

interactions must be distinguished from an overwhelming rate due to known

types of radiation.

An incontrovertible positive detection has remained elusive. However, a

few experiments have recorded data that appear consistent with a low-mass

WIMP. This thesis describes an attempt to probe the favored parameter space.

To increase sensitivity to low-mass WIMPs, a low-threshold technique with

improved sensitivity to small energy depositions is applied to CDMS shallow-

site data. Four germanium and two silicon detectors were operated between

December 2001 and June 2002, yielding 118 days of exposure. By sacri�cing

some of the CDMS detectors’ ability to discriminate signal from background,

energy thresholds of �1 and �2 keV were achieved for three of the germanium

and both silicon detectors, respectively. A large number of WIMP candidate

events are observed, most of which can be accounted for by misidenti�cation

of background sources. No conclusive evidence for a low-mass WIMP signal is

ix



found. The observed event rates are used to set upper limits on the WIMP-

nucleon scattering cross section as a function of WIMP mass. Interesting pa-

rameter space is excluded for WIMPs with masses below �9 GeV/c2. Under

standard assumptions, the parameter space favored by interpretations of other

experiments’ data as low-mass WIMP signals is partially excluded, and new

parameter space is excluded for WIMP masses between 3 and 4 GeV/c2.
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Chapter 1

Introduction

Throughout history the scienti�c community has endeavored to unravel the

mysteries of the Universe, often with no better motivation than simple human

curiosity. The focus of this thesis is one such pursuit of the unknown, an

attempt to experimentally observe a new form of matter. Although motivated

by a healthy dose of curiosity, the true impetus behind this investigation is

nearly a century’s worth of compelling scienti�c evidence for the existence of

an exotic form of matter in the Universe.

In this chapter I brie
y review the fundamental constituents of the known

forms of matter, as well as the Universe in which they exist. The former is

well described by the Standard Model (SM) of particle physics, while a consis-

tent picture of the latter has come to be termed the Standard Cosmology [1].

The theoretical framework and general features of the Standard Cosmology are

presented, followed by a detailed discussion of several types of supporting as-

trophysical data. When interpreted in the context of the Standard Cosmology,

the observational data make a compelling case for the existence of a non-SM

form of matter known as \dark matter" [2].
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CHAPTER 1. INTRODUCTION

1.1 The Standard Model

Most ordinary (stable) matter is in the form of interstellar and intergalactic

hydrogen and helium (often referred to simply as \gas"), while common terres-

trial matter and star-stu� are far less abundant. At the heart of all ordinary

matter are bound states of a surprisingly small number of subatomic particles:

electrons and up- and down-type quarks. Furthermore, the mass of conven-

tional matter is principally in the form of quark bound states called nucleons,

with an insigni�cant (<0.03%) contribution from electrons. This is remark-

able; nearly all the (known) matter in the Universe can be attributed to two

quark types and the gluon-mediated interactions that bind them into nucleons.

Lets review the components of the SM theory that so successfully describes

these particles and (by extension) >99.97% of the known (stable) matter in

the Universe.

The SM is a quantum �eld theory that describes the properties of a rela-

tively small number of fundamental fermions and their gauge-boson-mediated

interactions. The composite particles that are the building blocks of ordinary

matter, as well as higher order resonant states (produced during particulate

collisions either in the laboratory or in nature) are understood as bound states

of these fermions. The bound state con�gurations, quantum numbers, lifetimes,

and probabilities to decay into other states can be predicted according to their

SM boson-mediated interactions.

The SM’s fundamental fermions are summarized in Table 1.1 and occur

in three families, or generations, of leptons and quarks. The �rst generation

fermions include the stable particles from which all known matter is comprised,

while the second and third generations consist of more massive (and generally

transient) particles.

The quarks interact with one another via the gluon-mediated strong force.

The strong-force part of the SM, known as quantum chromodynamics (QCD),

is an SU(3) gauge theory. Quarks therefore carry one of three possible strong-

force charges, called color. The symmetry of the gauge group implies that color

is carried from one quark (or antiquark) to another via eight types of massless

2



1.1. THE STANDARD MODEL

Table 1.1: The fundamental fermions of the Standard Model (SM) of particle
physics. Ordinary (stable) matter occurs primarily in the form of baryonic
bound states of the �rst-generation quarks (nucleons). For more details re-
garding SM fermions and the bosons that mediate their interactions see [3].

Generation I II III

Quarks
Up (u) Charm (c) Top (t)

Down (d) Strange (s) Bottom (b)

Leptons
e-Neutrino (�e) �-Neutrino (��) � -Neutrino (�� )

Electron (e) Muon (�) Tau (�)

gluon (one less than nine due to unitarity). A phenomenon known as color

con�nement prevents objects with a net color from existing in nature, with the

(probable) exception of the few moments following the Big Bang during which

the Universe was dense and hot enough to disfavor color-neutral bound states.

At the present epoch, all colored objects are bound into color-neutral composite

particles known as hadrons, which consist of either a quark and an antiquark

(mesons), three quarks (baryons), or three antiquarks (antibaryons). Hadronic

states of the heavier quark generations tend to decay into leptons, photons,

and lighter �rst-generation quark states. First-generation quarks are found in

nature in the form of the lightest baryonic states: the proton and the neutron

(nucleons). Since the rest mass of ordinary matter is almost entirely accounted

for by the mass of these baryons, conventional matter is often referred to as

baryonic matter.

The total symmetry of the SM can be understood as a product of gauge the-

ories: SU(3)
 SU(2)
 U(1), where SU(3) is the QCD part of the theory, and

SU(2)
 U(1) is the electroweak part known as the Glashow-Salam-Weinberg

theory (GSW). GSW theory describes additional fermion-fermion interactions

with four massless bosons. In nature the symmetry of the electroweak gauge
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CHAPTER 1. INTRODUCTION

group is spontaneously broken (electroweak symmetry breaking), causing the

electroweak force to split into two lower-energy e�ective forces: the weak and

the electromagnetic forces. The resulting weak-force carriers are the massive

W � and Z bosons, while the electromagnetic force is propagated via the mass-

less photon.

It is (strongly) speculated that electroweak symmetry breaking is driven

by the Higgs mechanism and gives rise to an additional boson called the

Higgs [4, 5, 6]. The Higgs is a sort of Holy Grail of particle physics as it

is the only (fundamental) particle of the theory that has yet to be observed. It

is unique in that it is the SM’s only fundamental scalar and is the mechanism

by which the theory’s fermions acquire mass. The existence of a Higgs boson

also explains why the photon is massless while the weak bosons are massive. It

is possible that the Higgs has been generated in colliders but overlooked due to

the low production rate relative to competing background processes. If true,

its discovery at the Large Hadron Collider (LHC) should be imminent [7, 8].

It is worth emphasizing that the SM contains stable fermions that only inter-

act via the weak force. When �rst postulated, the three neutrino 
avors were

believed to be massless particles. Large-volume neutrino observatories have

since successfully con�rmed the existence of neutrino mass through measure-

ments of neutrino mixing [9]. In other words, the neutrino 
avor eigenstates

listed in Table 1.1 do not diagonalize the neutrinos’ time-evolution Hamil-

tonian. Rather, each 
avor oscillates into the other 
avors according to a

time-dependent probability and is related to the time-stable (mass) eigenstates

through a mixing matrix whose o�-diagonal elements have been measured to

be nonzero. Weakly interacting and massive, SM neutrinos are therefore a type

of dark matter.1 However, as will be discussed in more detail in Section 2.4.2,

they account for only a trivial fraction of the nonbaryonic dark matter in the

Universe. Nonetheless, neutrino mass establishes an interesting precedent for

the existence of stable weakly-interacting particles with nonzero mass.

1Although SM neutrinos are technically massless, neutrino mass can be included in the
SM with a relatively simple extension [10, 11]. It is therefore (often) not thought of as physics
beyond the SM.
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1.2. THE STANDARD COSMOLOGY

1.2 The Standard Cosmology

In relatively small quantities ordinary matter arranges itself according to

the subatomic physics of the SM, with little regard to gravitational e�ects.

As greater and greater quantities of matter are brought together, however,

the gravitational force becomes increasingly important and eventually causes

matter to clump, a process that occurs at almost all astrophysical length scales.

Physical cosmology is the branch of physics that attempts to understand the

large-scale structure of matter (and radiation) in the Universe and how it has

evolved from its origins to present day, as well as what its eventual fate will be.

Theoretical cosmological models are tested against astrophysical observations

in the hope that a progressively more accurate picture of the Universe will

emerge. As I will discuss shortly, although the Universe’s baryonic matter and

SM radiations play critical roles in our current understanding, they represent

minority components of the Universe, acting like tracers for far more abundant

but unknown forms of exotic matter and energy.

Einstein’s formulation of general relativity marked the beginning of mod-

ern cosmology by establishing a robust framework with which to understand

the dynamical evolution of spacetime, matter, and radiation [12]. Since then,

the fundamental ingredients of any serious cosmological model have included:

1)Einstein’s equation which relates the geometry of the Universe with its mat-

ter and energy content; 2)a metric which describes the symmetries of the

model; and 3)an equation of state which speci�es the physical properties of

the model’s matter and energy content. Dozens of cosmological models have

been constructed according to this recipe. Though instructive, nearly all have

been systematically eliminated as inconsistent with the observed Universe and

therefore unphysical.

In this section I review the construction of and evidence supporting the

most successful cosmological model to date. The Lambda-Cold Dark Matter

model (�CDM) [13, 14] of Big Bang cosmology has become known as the Stan-

dard Cosmology because it is the simplest model that is in general agreement

with astrophysical observations [15, 16]. By incorporating dark matter and a

5



CHAPTER 1. INTRODUCTION

cosmological constant into the Big Bang scenario, it (generally) succeeds in de-

scribing the Universe’s thermal history, light-element abundances, accelerating

expansion, electromagnetic background radiation, and large-scale structure.

1.2.1 Theoretical Framework

The �rst ingredient of the Standard Cosmology is the Einstein gravita-

tional �eld equation of general relativity, which can be succinctly expressed as

a second-order di�erential equation of tensors [12]:

R�� �
1

2
g��S = �8�GN

c4
T�� + �g�� : (1.2.1)

R�� and S are the Ricci tensor and scalar (obtained through contraction of the

Riemann curvature tensor, see [17] for example), while g�� is the metric tensor

in which the properties of spacetime are encoded. The left-hand side of the

Einstein equation describes the evolution of g�� and therefore spacetime itself.

GN is Newton’s constant, and T�� is the energy-momentum tensor. � is an

allowed constant term known as the cosmological constant. As will be discussed

in more detail below, despite its somewhat sorted history, the cosmological

constant is an accepted (and unknown) ingredient of the Standard Cosmology.

The right-hand side of Equation 1.2.1 can be thought of as a collection of

source terms; spacetime evolves according to the energy content on the right-

hand side. For a more complete discussion of Einstein’s equation see [17] or

[18].

The second ingredient is e�ectively a well motivated ansatz for the space-

time metric g�� . The simplifying principles of spatial homogeneity and isotropy

are combined to yield the most general form for g�� that respects the implied

spacetime symmetries, regardless of general relativity theory. Spatial homo-

geneity is a form of the Copernican principle in which we admit that our

particular position within the Universe is not specially distinguished in any

way, and nor are any other spatial locations. Spatial isotropy (essentially)

imposes spherical symmetry about any given observational position. Spatial

homogeneity and isotropy are closely connected concepts for which there is
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1.2. THE STANDARD COSMOLOGY

(so far) no evidence to suggest they are not valid principles of symmetry in

the Universe when it is viewed on a suitably large scale. While it is di�cult

to measure homogeneity, spatial isotropy is strongly supported by measure-

ments of the temperature of the cosmic background radiation, which is the

same to one part in 104 everywhere in the sky (see Section 1.3.2 for further

details). The resulting Robertson-Walker metric (named for Robertson [19]

and Walker [20] for being the �rst to derive it) is traditionally expressed as the

line element

ds2 = �c2dt2 + a (t)2

�
dr2

1� kcr2
+ r2

�
d�2 + sin2 �d�2

��
: (1.2.2)

Equation 1.2.2 represents the squared distance between two in�nitesimally sep-

arated points in a four-dimensional spacetime that includes a single time di-

mension t and three spatial dimensions r, � and �. The principles of homo-

geneity and isotropy have determined g�� up to three possibilities (kc = �1,

0 or 1) and an arbitrary (positive) function a (t). For kc = 0 the spatial

part is easily recognized as the line element for a 
at three-dimensional space

(expressed in spherical coordinates), where r is a positive number that runs

from 0 to 1, and � and � are the usual azimuthal and polar angles, re-

spectively. The spatial parts for kc = 1 and kc = �1 represent the anal-

ogous spherical coordinates for closed and open spaces, respectively. In the

closed case, the coordinate r is cyclic and runs from 0 to 2� as well. The

role of the function a (t) can easily be understood if one considers two co-

moving spatial points at some initial time t1 separated by a distance d1. At

an arbitrary time later, t = t1 + �t, the distance between the two points

is given by d (t) = a (�t) d1. a (t) is therefore a time-dependent scale fac-

tor.

We can learn more about the evolution of the scale factor by substituting

the Robertson-Walker metric into Equation 1.2.1 and applying the same prin-

ciples of homogeneity and isotropy to the energy-momentum tensor. One of

the resulting equations is (see [18] for a full derivation)

H2 (t) =

�
_a

a

�2

=
8�GN

3
�total �

kcc
2

a2
; (1.2.3)

7
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where �total represents the average energy density of the Universe (including

contributions from the cosmological constant as well as from all forms of matter

and radiation). H (t) is called the Hubble parameter (de�ned as the ratio of _a (t)

to a (t)) and is a measure of the rate at which spacetime is expanding or con-

tracting. Equation 1.2.3 is typically referred to as the Friedmann equation de-

spite di�ering from the forms Friedmann originally considered in [21] and [22].2

It is interesting to note that there is a particular value of �total that results

in a 
at (kc = 0) Universe for all values of the Hubble parameter at all times;

the \critical density"

�c �
3H2

8�GN

: (1.2.4)

It is customary to rewrite the Friedmann equation in terms of the critical

density by de�ning the parameter 
0 � �total=�c, yielding


0 � 1 =
kcc

2

H2a2
: (1.2.5)

This form is instructive as it allows us to draw the following conclusions re-

garding the relationship between the Universe’s energy content and its spatial

curvature: 1)if the energy density exceeds the critical density (
0 > 1), the

spatial curvature is closed because kc is strictly positive and the kc = 1 metric

applies; 2)if the energy density equals the critical density (
0 = 1), the Uni-

verse is 
at because kc = 0; and 3)if the energy density is less than the critical

density (
0 < 1), the spatial curvature is open because kc is strictly negative

and thus the kc = �1 metric is the correct solution.

To see how the energy content of the Universe evolves according to the Fried-

mann equation, it is common practice to split 
0 into its constituents (matter,

radiation and cosmological constant) and express Equation 1.2.5 in terms of

the redshift parameter z. For radiation emitted far from our observation point

here on Earth, the redshift parameter relates the observed wavelength �obs to

2Both Equation 1.2.2 and 1.2.3 are commonly attributed to Alexander Friedmann,
Georges Lemâ�tre, Howard Percy Robertson and Arthur Geo�rey Walker (FLRW, FRW,
RW or FL metric and equation) in deference to the signi�cant contributions each made to
the development of the Standard Cosmological model [1].
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1.2. THE STANDARD COSMOLOGY

the emitted wavelength �emit and provides a measure of the distance to the

radiation source. The di�erence in the scale factor a (t) between the source

and observation points can also be expressed in terms of z:

z � �obs

�emit

� 1 =
a (tobs)

a (temit)
� 1: (1.2.6)

Following the derivation in [23], the Friedmann equation can be rewritten as

H2 (z)

H2
0

=
�

� + 
K (1 + z)2 + 
M (1 + z)3 + 
R (1 + z)4� ; (1.2.7)

where 
M, 
R and 
� refer respectively to the present-day matter, radia-

tion, and cosmological-constant (fractional) densities and sum to 
0. 
K =

�kcc
2=a2

0H2
0 is simply a convenient form for the curvature-sensitive part of the

equation. H0 is the present day value of the Hubble parameter (see Figure 1.1)

and is typically measured in km per second per megaparsec (km s�1 Mpc�1).

To distinguish it from H(t), H0 is usually referred to as the Hubble constant.

Almost by sleight of hand, the third and �nal ingredient necessary for a

complete cosmological model has been introduced; to obtain Equation 1.2.7

the equations of state for the model’s energy content have been applied. An

equation of state is typically expressed as the dimensionless ratio of pressure,

p, to energy density, �; w = p=�. The energy density evolves as a function of

the scale factor and w:

� / a�3(1+w): (1.2.8)

For nonrelativistic matter (e.g., baryons in stars and cosmic gas) w = 0 and

�M / a�3, leading to the z3 dependence of the matter term in Equation 1.2.7;

the density of matter dilutes (increases) in direct proportion to the expanding

(contracting) volume it occupies. This makes intuitive sense; if the amount of

matter is held constant, its density should scale according to the volume. The

equation of state for ultra-relativistic matter (e.g., photons and neutrinos) is

w = 1=3. Since �R / a�4, 
R evolves with an extra factor of z in Equation 1.2.7;

radiation not only dilutes (increases) proportional to the volume expansion

(contraction), but its wavelength redshifts (blueshifts) as well.

9
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Figure 1.1: Combined measurement of the cosmological constant’s equation of
state (w) and the present day value of the Hubble parameter (H0). An analysis
of the WMAP 7-year cosmic microwave background data [24] (see Section 1.3.2)
provides a degenerate constraint (outermost contours) that is improved by the
measurement of H0 (nearly vertical solid lines), 73:8 � 2:4 km s�1 Mpc�1, by
the SH0ES II program [25], resulting in the two innermost contours and corre-
sponding to w = �1:08�0:10. Also shown are similar contours derived from the
previous SH0ES result [26] and the Hubble Key Project (HKP) [27]. The 68.3%
and 95.4% con�dence-level regions are given for each combination as similarly
colored inner and outer contours, respectively. Figure adapted from [25].

Equation 1.2.7 assumes that the cosmological constant is true to its name

and has a w = �1 equation of state. As demonstrated in Figure 1.1, current

astrophysical evidence is consistent with this assumption. The cosmological

constant’s de�ning characteristic is that its density either does not vary with

time or varies so slowly that it appears to be constant. Often referred to as

zero-point or vacuum energy, it has come to be known colloquially as \dark

energy" [28], and measuring its equation of state as precisely as possible is

an active �eld of research [29]. Evidence that w is not exactly �1 or that it

varies slowly with time could provide a clue to understanding the (as yet) un-

known mechanism behind the present-day nonzero value of 
�. One possibility

known as \quintessence" posits that the dark energy is a slowly evolving, self-

interacting scalar �eld for which w 2 (�1; 0) [30]. Current constraints on the

time varying component of w are discussed further in Sections 1.3.3 and 1.3.5.
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1.2. THE STANDARD COSMOLOGY

Figure 1.2: Radiation, matter and dark energy densities as a function of red-
shift, illustrating how the Universe is �rst radiation dominated (large redshifts
to the left), then matter dominated, and �nally dark-energy dominated (slightly
positive and negative redshifts to the right). The dark-energy density is as-
sumed to be constant (w = �1) with a possible 20% uncertainty indicated by
the shaded region. Figure taken from [31].

1.2.2 Thermal History

The di�ering z dependencies in Equation 1.2.7 for matter, radiation and

the cosmological constant provide a method for disentangling their respective

contributions to 
0 through astrophysical observations at di�erent redshifts.

As is illustrated in Figure 1.2, the history of the Universe therefore divides into

three distinct epochs during which a di�erent component of 
0 dominates the

evolution of the scale factor.
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Radiation Dominated

Radiation (e.g., photons and neutrinos) dominated the evolution of the

scale factor in the earliest moments following the Big Bang3 (z & 3000), and its

strictly positive equation of state results in a Universe that expanded more and

more slowly as a function of time (a / t1=2, therefore �a < 0). The exact nature

of the energy density directly following the Big Bang is not well understood, but

is believed to have been in the form of an extremely dense, relativistic plasma

in which the gravitational, strong, and electroweak forces had equal (or at least

similar) strengths. A proper description of this single, ultra-high-energy force

is the goal of grand uni�ed theories (e.g., SO(10) [34] or trini�cation [35]). As

the Universe cooled the forces separated and following electroweak symmetry

breaking the energy density became well described by the SM. Furthermore,

baryogenesis [36, 37] created a matter-antimatter asymmetry that provided

nucleons (instead of antinucleons) for the formation of hydrogen and other

light elements. During this �rst period several signi�cant events occurred (all

three of which are discussed in more detail in Section 1.3):

� Neutrino Decoupling : Although large-volume neutrino observatories have

successfully measured and con�rmed the existence of neutrino mass [9],

since neutrino energies were much greater than their rest masses in the

early Universe, they were e�ectively a form of massless radiation. Neutri-

nos were in thermal equilibrium up to approximately one tenth of a sec-

ond following the Big Bang, at which time the rate of their interactions

with the other weakly-interacting matter in the thermal bath dropped

below the rate at which the scale factor was expanding. The tempera-

ture of the Universe at this time was �3.5�1010 K, and kT was therefore

�3 MeV [38]. A signi�cant consequence of neutrino decoupling is that

3Part of the Standard Cosmology is the popular conjecture that the Universe underwent
an in
ationary period [32] of exponential expansion during the �rst fraction of a second fol-
lowing the Big Bang, successfully explaining the simultaneous size, isotropy, homogeneity
and 
atness of the Universe without violating causality. If true, the Universe was tem-
porarily matter dominated during the in
ationary expansion, becoming once again radiation
dominated through the reheating caused by the decay of the in
aton [33].
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the weak processes that maintain thermal equilibrium between protons

and neutrons quickly turned o� as the decoupled neutrinos continued to

cool (T� / 1=a). Approximately one second later, the neutron-to-proton

ratio became �xed (save for a gradual decrease due to the �15 minute

neutron half-life) and played a critical role in the next stage.

� Nucleosynthesis : Light nuclei began to form once the temperature of the

Universe cooled to less than 2.23 MeV, or �2.6�1010 K, below which the

average nucleon energy is less than the deuteron binding energy and the

crucial reaction

p + n �! D + 
 (1.2.9)

can occur. However, due to the large number density of the photon back-

ground, it was not until the universe cooled to �1 MeV (or �1�109 K)

that the number of deuteron-dissociating photons fell below the number

of nucleons and Equation 1.2.9 could produce a stably increasing deuteron

density [38]. Most nucleosynthesis occurred approximately 100 s after the

Big Bang, and the abundances of light nuclei (e.g., D, He and Li) even-

tually stabilized, or \froze-out" after roughly half an hour (right side of

Figure 1.3). These abundances place strong constraints on the baryonic

contribution to 
M (see Section 1.3.1 for further details).

� Recombination: As the Universe cooled to below the electron binding

energy of hydrogen (13.6 eV), neutral hydrogen began to form out of the

plasma of electrons and protons. The rate of photodissociation was �-

nally outpaced by the expansion at a characteristic temperature of about

0.3 eV, resulting in the recombination of protons and electrons into neu-

tral hydrogen (and traces of other light elements) several hundred thou-

sand years after the Big Bang [39]. Prior to recombination the Universe

was e�ectively opaque to electromagnetic radiation due to Thomson scat-

tering of the photon background by free electrons. Following recombina-

tion the free-electron density dropped dramatically, causing an equally

dramatic increase in the photon mean free path and resulting in a Uni-

verse that is (now) transparent to light. Recombination is often referred

13



CHAPTER 1. INTRODUCTION

to as the surface of last scattering since the photons that emerge from

this event traverse the Universe largely unmolested. Due to the relentless

expansion of spacetime, the surface of last scattering is visible today as

a uniform glow of microwave photons with a characteristic temperature

of �23.5 meV, or roughly 2.73 K, and is referred to as the Cosmic Mi-

crowave Background (CMB) radiation. Furthermore, CMB 
uctuations

(�T=T ) on the order of one part in 100,000 have been measured and pro-

vide the earliest glimpse of matter-density 
uctuations in the Universe

(see Section 1.3.2 for further details).

Matter Dominated

Matter (e.g., baryons and dark matter) dominated the evolution of the scale

factor for redshifts between roughly 3000 and 0.5. The Universe expanded

more rapidly than during the radiation-dominated epoch, with a / t2=3. The

density perturbations from the surface of last scattering continued to grow,

eventually condensing into stars and galaxies. Between recombination and the

formation of the �rst stars|a prolonged period of a few hundred million years

commonly referred to as the \dark ages"|the only signi�cant source of light

was the (now di�use) CMB radiation. The �rst stars, galaxies and quasars

to form radiated energetically enough to initiate a period of neutral hydrogen

reionization that lasted for hundreds of millions of years (zreion ’ 10). By this

time, the expansion had diluted the distribution of matter su�ciently for the

Universe to remain largely transparent to light despite the reionized hydrogen.

However, reionization caused an �10% opacity that can be seen in the pattern

of CMB 
uctuations we observe today. Supernovae that occurred late in the

matter-dominated epoch provide some of the most convincing evidence that the

expansion of the Universe deviates from Hubble’s law [40], in which a galaxy’s

redshift is linearly proportional to its distance (see Section 1.3.3 for further

details). In fact, the present-day expansion is accelerating, indicating a need

for a nonzero cosmological constant and leading to the following epoch.
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Dark Energy Dominated

The evolution of the scale factor appears to have transitioned into a dark-

energy-dominated era at z ’ 0:5. During this phase the expansion accelerates,

eventually yielding to an a / eHt behavior. If the dark energy’s equation of

state is truly constant ( _w = 0), the Universe will continue expanding in this

manner for time eternal. The evolution of gravitationally bound structures

(e.g., galaxies) will become increasing more complicated and nonlinear, while

unbound structures (e.g., galaxy superclusters) will gradually disperse until all

the matter of the Universe is (e�ectively) isolated into highly evolved, causally

disconnected island galaxies with vast gulfs of empty space in between. Obser-

vations of the distribution of matter at dark-energy-dominated redshifts (see

Section 1.3.4 for further details) compliment observations of light streaming

from the previous two epochs, helping to unravel the composition of 
0, and

suggesting that the Universe is a surprisingly dark place.

1.3 Observational Evidence

In Section 1.2.1 the three basic ingredients of the Standard Cosmology were

combined to yield a prescription for the evolution of the energy content of the

Universe (Equation 1.2.7) and how it relates to and a�ects the geometry (and

evolution) of spacetime. An assumption regarding the model’s energy content

was made, and it was segregated into three pieces: radiation (
R), matter (
M)

and a cosmological constant (
�). This division is well motivated by observa-

tional evidence and delineates even further upon closer inspection. Perhaps the

most remarkable aspect of the Standard Cosmology is that �95% of its energy

content is of an unknown and dark composition. In this section I review some

of the astrophysical measurements supporting the Standard Cosmology and its

somewhat peculiar energy budget, with emphasis on its so-called dark sector.
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1.3.1 Big Bang Nucleosynthesis

Big Bang nucleosynthesis (BBN) is a standardized theoretical framework

with which the abundances of light nuclei formed in the early Universe can

be predicted with high reliability. BBN converts the roughly equal number of

protons and neutrons that existed just moments after the Big Bang (t� 0:1 s)

and transforms them into (e�ectively) stable densities of 4He, deuterium (D),
3He, and 7Li several minutes later (t ’ 30 minutes). Aside from the well

known nuclear cross sections involved, BBN abundance calculations depend

solely on the baryon number density nb, and can therefore be compared to

experimental observations of the light-element abundances to constrain the

baryonic component of 
M. Since more detailed and pedagogical discussions

of BBN can be found elsewhere (see, e.g., [41], [42] or [43]), I will simply review

a few of the basic concepts here.

Standard BBN calculations rely on the following simplifying, but reasonable

assumptions [44]:

� The expanding Universe following the Big Bang is spatially isotropic and

homogeneous. It is in a radiation-dominated epoch during which contri-

butions to 
0 from dark matter and dark energy are negligible.

� The Universe starts out hot enough for the protons and neutrons to be in

thermal equilibrium, such that there are an approximately equal number

of each nucleon (explained below).

� The fundamental particles and their interactions are governed by the

SM (discussed in Section 1.1), and the baryon asymmetry (absence of

antibaryons) already exists. Furthermore, photons, neutrinos, and (for a

limited time) electrons and positrons dominate 
0.

� Nuclear and fundamental particle properties (e.g., masses, couplings,

cross sections and lifetimes) are the same today as they were in the early

Universe when BBN took place.
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Since the early Universe was radiation dominated, the equation of state

(and therefore the expansion rate and temperature) depended on the number

of relativistic degrees of freedom g� [45], which in turn determined when certain

processes could and could not occur. BBN is thus sensitive to the number of

relativistic particle species present in the early Universe. Photons and the three

SM neutrino species contribute to g� throughout BBN, whereas electrons and

positrons contribute for only the �rst second. This dependence on g� led to one

of the early successes of BBN theory; BBN calculations accurately predicted the

number of light-neutrino species [46, 47] well before it was precisely measured

from the invisible width of the Z boson at electron-positron colliders many

years later [48, 49, 50, 51].

The �rst stage of BBN involves the determination of the neutron-to-proton

ratio (n=p). At su�ciently high temperatures (kT � 1 MeV), neutrinos are

in thermal equilibrium and the following processes readily proceed in either

direction:

n + e+  ! p + �e

n + �e  ! p + e�

n  ! p + e� + �e: (1.3.1)

These processes �x the nucleon number densities and are highly sensitive to

the �15 minute neutron half-life. While kT � 1 MeV, neutrinos interact fre-

quently enough to maintain (n=p) ’ 1. As indicated by the left-most vertical

band in Figure 1.3, when the rate of weak interactions becomes outpaced by

the expansion �0.1 s after the Big Bang, neutrinos chemically decouple. At a

characteristic temperature of approximately 0.8 MeV, the processes in Equa-

tion 1.3.1 turn o� and after �1 s (n=p) freezes out and can be estimated by the

Boltzmann factor,

(n=p) = e��mc2=kT ’ 1

5
; (1.3.2)

where �m is the di�erence in mass between the two nucleons (�1.3 MeV).

This stage is often referred to as (n=p) decoupling (second vertical band from

the left in Figure 1.3). At roughly the same time electrons and positrons
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Figure 1.3: Evolution of the abundances of light elements as a function of
time (top axis) and characteristic temperature (bottom axis). From left
to right, the blue bands indicate signi�cant stages in Big Bang nucleosyn-
thesis: neutrino decoupling, freeze-out of the neutron-to-proton ratio, the
deuteron bottleneck, and freeze-out of the light-element abundances. The
proton (H) and neutron (N) abundances are given relative to the total num-
ber of baryons, and Yp denotes the 4He mass fraction. Figure adapted
from [44].

annihilate, and the e� degrees of freedom no longer contribute to g�, slowing

the expansion and reheating the photon background. Although the average

temperature is now below the deuteron binding energy, the temperature pro�le

of background photons has a tail of photons energetic and numerous enough to

photodissociate deuterons nearly as fast as they can be produced. The overall

e�ect is a prolonged period of relative inactivity following (n=p) decoupling that

lasts for �100 s. As the photons continue to lose energy to the expansion, the

decay of neutrons causes (n=p) to fall to about 1=7 before deuteron production

truly takes o�.
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At a characteristic temperature of �100 keV BBN enters a stage referred

to as the deuteron bottleneck, indicated in Figure 1.3 by the third vertical

band from the left. All nuclei heavier than a deuteron depend directly on

the deuteron number density. Once it is su�ciently large, the reactions that

produce helium and lithium nuclei ignite, and free neutrons are very quickly

bound (primarily) into 4He nuclei. To surprisingly good accuracy, the 4He mass

fraction (Yp) can be estimated from (n=p):

Yp ’
2(n=p)

1 + (n=p)

����
kT ’100 keV

=
1

4
: (1.3.3)

To a lesser extent, 3He and 7Li are produced, and a few light radioactive nuclei

are formed as well (e.g., tritium, 7Be and 6Li). Production of heavier elements

(A > 7) is highly suppressed because the Coulomb barrier to such reactions is

simply too large. Half an hour after the Big Bang the nuclear reactions turn o�

and the light-element abundances freeze-out. The BBN process from beginning

to end is summarized in Figure 1.3.

BBN predictions of the abundances of light nuclei are typically calculated as

a function of the baryon-to-photon ratio, a quantity that e�ectively tracks the

baryon density in the early Universe. It is precisely known from measurements

of the CMB (discussed in more detail in the next section):

� =
nb � nb

n


’ nb

n


= (6:23� 0:17)� 10�10; (1.3.4)

where nb, nb, and n
 are the baryon, antibaryon and photon number densi-

ties, respectively [52]. Figure 1.4 gives a compilation of BBN predictions as

a function of � for the abundance of 4He in terms of mass fraction (Yp) and

for the abundances of D, 3He, and 7Li in terms of number densities relative to

hydrogen. The central predictions are indicated by black curves surrounded

by semi-horizontal 1� uncertainty bands. The uncertainties are dominated by

eleven (key) strong-interaction rates and the uncertainty in the neutron life-

time [56]. The 1� uncertainty on the value of � quoted in Equation 1.3.4 is

indicated by the vertical band. The CMB measurement of � coupled with such

precise BBN predictions results in a fully (and tightly) constrained theory for
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Figure 1.4: BBN predictions for the abundances of light elements as a func-
tion of the baryon-to-photon ratio (bottom axis) and baryon density (top axis).
The 4He abundance (Yp) is given in terms of its baryonic mass fraction, while
the others are in terms of number densities relative to hydrogen. The semi-
horizontal bands represent the BBN predictions’ (black lines) 1� uncertainties,
while the vertical band represents the uncertainty in the baryon density in-
ferred from the WMAP 5-year CMB data [52]. The black boxes indicate the
1� con�dence intervals associated with recent measurements. Figure taken
from [45] and augmented with recent measurements from (top to bottom)
[53, 45, 54, 55].

the light-element abundances. Also indicated in Figure 1.4, measurements of

these four abundances provide a powerful test of the theory.

Direct measurements of the deuterium abundance can be made through ob-

servations of its isotope-shifted Lyman-� absorption. The most reliable abun-
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dance measurement comes from observations of seven low-metallicity, high-

redshift-quasar absorption systems, and yields a value for D/H of (2:82 �
0:21)�10�5 [57]. Following [45], a somewhat larger uncertainty derived from

the sample variance seems appropriate to account for systematic errors, yield-

ing the 1� con�dence interval D/H = (2:82 � 0:53)�10�5. This measure-

ment is indicated by the smallest black box in Figure 1.4 and compares favor-

ably with the prediction inferred from the CMB measurement of �; D/H =

(2:49� 0:17)�10�5 [58].

The data used to measure the 4He abundance are far more rich and easily

obtained since the value of Yp is so large, yet yield a less precise determination

of � (and therefore 
b). The measurements are complicated by production and

ejection of 4He by stellar processes. Traditionally, metal-poor regions absent

of star formation such as clouds of ionized hydrogen (known as H II regions) in

dwarf galaxies are the most reliable. Observations of the emissions from ionized
4He recombining in these gas clouds yield a value of Yp = 0:249 � 0:009 [53],

which is remarkably close to the rough estimate given in Equation 1.3.3. As

can be seen in Figure 1.4, it also agrees well with the BBN prediction based on

the CMB value of �; Yp = 0:2486� 0:0002 [58].

The primordial 7Li abundance presents somewhat of a mystery; there is a

signi�cant discrepancy between the observed value and the CMB-assisted BBN

prediction that might be an indication of new physics or nontrivial systematics.

Aside from its production during BBN, low levels of lithium are produced via

cosmic-ray-assisted �-particle fusion and in Type II supernovae [59]. Further-

more, the amount of stellar nonprimordial lithium appears to correlate with

a star’s metallicity. Consequently, the Milky Way’s metal-poor Pop II stars4

exhibit the most consistently low levels of lithium, a phenomenon usually re-

ferred to as the \Spite plateau" [60]. Fitting a model for the total lithium as

4Generally the stars within the Milky Way are classi�ed according to their heavy-element
abundance, or metallicity. Roughly 2% are Population I (Pop I) stars that tend to occupy
positions within the galactic disk and have relatively high metallicities. They tend to be
young, hot and luminous. Population II (Pop II) stars are at the other end of the spectrum
and tend to populate the stellar halo surrounding the center of the galaxy (often referred to
as the bulk or bulge).
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a function of metallicity to observations from both low- and high-metallicity

stars, the primordial 7Li abundacne can be estimated by extrapolating the �t

to zero metallicity, resutling in a value for 7Li/H = (1:23+0:34
�0:16)�10�10 [55]. As is

clear from Figure 1.4, the discrepancy with the CMB-assisted BBN prediction

is severe, 7Li/H = (5:24+0:71
�0:62)�10�10 [58]. The resolution to this apparent con-

tradiction is an active area of research. Possibilities include systematic investi-

gations into stellar-temperature estimates (upon which the lithium abundance

is highly sensitive|see, e.g., [61, 62]) and 7Li depletion in the surface of stars

via convective dynamics [63]. More intriguing is the possiblity that this lithium

problem is an indication of the type of new physics beyond the SM (such as

supersymmetry, see Section 2.5) that also produces a particulate dark-matter

candidate [64].

Although 3He is more abundant than 7Li, when coupled to BBN predic-

tions it provides a far less reliable measurement of the baryon density. Like
4He, the abundance can be estimated from observations of H II regions. The

authors in [54] �nd a range for 3He/H = (0:9{1:9)�10�5, which is consistent

with the CMB-assisted BBN prediction (see Figure 1.4). However, unlike 7Li,

the chemical evolution of 3He since it was originally produced during BBN is

unknown. Without a working model for its post-BBN production or deple-

tion, 3He abundance measurements from nearby H II regions are not useful for

predicting the primordial abundance. The 3He abundance is instead used to

better understand stellar evolution by nailing down its primordial value using

the CMB value of � and comparing observations of H II regions to planetary

nebulae.

In summary, BBN refers to a set of highly constrained calculations for

predicting the abundances of light nuclei (A < 8) as a function of a single

parameter, the baryon-to-photon ratio. Based on a minimal set of well sup-

ported assumptions, during a period of approximately 30 minutes beginning

a split second after the Big Bang, BBN consolidates a fraction of the Uni-

verse’s baryons (primarily in the form of free nucleons) into stable abundances

of helium, lithium, and deuterium nuclei. Observations of these abundances

today can be used to place constraints on the contribution to 
M from bary-

22



1.3. OBSERVATIONAL EVIDENCE

onic matter. Measurement of the deuterium abundance provides the tightest

and most reliable constraint, implying a value of 
b ’ 0:035{0:052. As will

be discussed in the following section, analysis of CMB data provide tighter

constraints, but are more model dependent. When combined with measure-

ments of the total matter density 
M, the BBN prediction for 
b provides

one of the most compelling arguments for the existence of nonbaryonic dark

matter.

1.3.2 The Cosmic Microwave Background Radiation

Perhaps the richest source of cosmological information and consequently

the most convincing body of support for the Standard Cosmology is derived

from observations of the cosmic microwave background radiation. Penzias and

Wilson’s original (somewhat accidental) discovery in 1965 of a uniform glow of

microwaves with a characteristic temperature of T = 3:5� 1:0 K everywhere in

the sky revolutionized the �eld of cosmology, lending credence to concepts like

spatial isotropy, the Big Bang and in
ation [65]. A rich history of theoretical

speculation and experimental discovery followed their groundbreaking achieve-

ment, including a re�nement of the CMB temperature (T ’ 2:73 K) and the

de�nitive discovery of a CMB anisotropy (�T=T ’ 6�10�6) by the COBE

satellite nearly 30 years later [66].

In the last two decades, re�ned measurements of the CMB anisotropy

and its polarization modes by ground-based telescopes (e.g., VIPER [67] and

TOCO [68]) , interferometers (e.g., CBI [69] and DASI [70]), as well as balloon-

born instruments (e.g., MAXIMA [71] and BOOMERANG [72]) have (ar-

guably) turned experimental cosmology into a precision science. However, while

these technologies continue to make signi�cant contributions to the �eld, only

the satellite-born Wilkinson Microwave Anisotropy Probe (WMAP) [73] has

provided a detailed all-sky map of the anisotropy with which the Standard

Cosmology can be comprehensively tested. In this section I review how ob-

servations of the CMB can be interpreted to measure the basic cosmological

parameters, with emphasis on recent measurements based on the WMAP 7-
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year data. My treatment of this subject is necessarily brief; an entire Ph.D.

thesis could be devoted to understanding and interpreting WMAP data and

it would still be only a partial survey of the subject. I refer the interested

reader to a series of papers by the WMAP collaboration that explore the col-

lection, processing and implications of their 7-year CMB data in far greater

detail [24, 74, 75, 76, 77, 78].

Before jumping into cosmological-parameter measurements, we must �rst

understand a little about what CMB data is and how it is obtained. In the

case of the WMAP satellite, microwave radiation is collected with a pair of

back-to-back &2 m2 Gregorian-style telescopes that feed a series of horns at-

tached to radiometers designed to make multifrequency di�erential measure-

ments of the CMB radiation [79]. Rather than measure the absolute tem-

perature of the CMB �a la Penzias and Wilson, CMB temperature di�erences

between two points in the sky separated by 180� are measured to approxi-

mately �K accuracy. The instrument aboard WMAP is commonly referred

to as a di�erential microwave radiometer (DMR). The DMR design has the

obvious advantage that it is largely insensitive to the temperature or radia-

tive properties of its host satellite (similar to how the noise performance of a

transistor-based ampli�er is improved when the transistors share a common

substrate and therefore temperature), making it largely insensitive to a variety

of nontrivial systematic temperature variations. WMAP orbits the Sun in the

Sun-Earth L2 Lagrange point where it is partially shielded from solar radia-

tion, and where it rotates and precesses quickly enough for its DMR to scan

microwave-temperature di�erences over �30% of the sky every hour. Due to

its orbit, however, the instrument requires six months in order to access the

entire sky, resulting in highly redundant scans of the entire sky in �ve di�er-

ent frequencies. The WMAP collaboration have released data four times, once

after the �rst fully operational solar orbit (WMAP �rst-year data [73]) and

once every two years since then (WMAP 3-year [80], 5-year [81], and 7-year

data [74]).
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Figure 1.5: The Wilkinson Microwave Anisotropy Probe 5-year data all-sky
map of the cosmic microwave background primary anisotropy. A Mollweide
equal-area projection is used to display the entire sky in galactic coordinates,
with temperature di�erences given in units of thermodynamic temperature.
The most recent primary anisotropy maps from the 7-year data release tend to
be published in the form of di�erences relative to this map (see, e.g., Figure 2
in [77]). The di�erences are consistent with pixel noise, slight calibration errors
and an expected change in the Earth’s dipole signature; by eye they are nearly
indistinguishable. Figure taken from [81].

The data for each frequency band are converted to an all-sky map that

is typically displayed in a Mollweide equal-area projection5 in Galactic co-

ordinates, with the temperature di�erences given in units of CMB thermo-

dynamic temperature [82]. At this stage, the maps not only include the

primordial-temperature di�erences from the surface of last scattering (\pri-

mary anisotropy"), but also include features due to di�use galactic emission,

point sources such as planets and nearby galaxies, and a large dipole signature

caused by the motion of the Earth relative to the cosmic rest frame. The reason

5The Mollweide projection is a type of coordinate transformation commonly used for
maps of the globe or the sky. It accurately represents area while tending to distort angles
and shapes. For CMB anisotropy maps, the galactic plane runs horizontally through the
middle of the map.
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the maps are recorded at �ve di�erent frequencies is to remove these foreground

features. The technique for extracting the primary anisotropy is described in

[83] and results in a single map like the one shown in Figure 1.5.

In order to �t a cosmological model to CMB data, the primary-anisotropy

map is (typically) decomposed into spherical harmonics, Ylm;

T (bn) =
X

l;m

almYlm(bn); (1.3.5)

where bn is a unit direction vector and represents the angular position of a

map pixel. The angular power spectrum at multipole moment l is given by an

average over the moments m;

Cl =
1

2l + 1

lX

m=�l

jalmj2 : (1.3.6)

The power spectrum is usually plotted as a function of l in terms of the squared

temperature anisotropy

(�Tl)
2 = l(l + 1)Cl=2�: (1.3.7)

The error bars in Figure 1.6 show the power spectrum derived from the WMAP

7-year CMB data for multipoles up to &1000 [24], augmented with higher mul-

tipole moments derived from data obtained by the ACBAR [84] and QUaD [85]

experiments. The spectrum can be thought of as the amount of power stored

in small- and large-scale 
uctuations in the CMB temperature, where low mul-

tipole moments represent large angular scales (e.g., l < 100 corresponds to

� & 2�) and high multipole moments represent relatively small angular scales

(e.g., l > 1000 corresponds to � . 0:2�). Since these temperature di�erences

represent 
uctuations in the temperature of the surface of last scattering, they

correspond to the matter-density 
uctuations in the early Universe that even-

tually evolved into the structures we see today.

Prior to discussing the details of the best-�t cosmological model shown in

Figure 1.6, it is instructive to qualitatively explore the structure of the power

spectrum. For the �rst two thousand multipole moments the shape is primarily
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Figure 1.6: The angular power spectrum of the CMB primary temperature
anisotropy as a function of multipole moment. The black error bars up to
l ’ 1200 are derived from the WMAP 7-year data [76], while the lighter colored
error bars for l � 690 are derived from data obtained by the ACBAR [84]
and QUaD [85] experiments. The WMAP errors for l up to about 600 are
consistent with cosmic variance, while those for larger multipoles are dominated
by instrument noise. The solid curve represents the best-�t �CDM model to
only the WMAP data. Figure taken from [24].

due to three e�ects: the Sachs-Wolfe e�ect [86], acoustic oscillations, and Silk

damping [87]. The following discussion follows the review by Scott and Smoot

in [88].

The power spectrum is approximately 
at for (nearly) the �rst hundred mul-

tipole moments and corresponds to gravitational 
uctuations on scales larger

than the cosmic horizon. Two points in space separated by a distance greater

than the horizon scale are not causally connected within the age of the Uni-

verse. Such large-scale 
uctuations have therefore had no time to evolve; they

re
ect the nature of the earliest gravitational perturbations. These perturba-

tions cause slight gravitational redshifts and blueshifts to the CMB photons

at the surface of last scattering due to corresponding matter overdensities and

underdensities, resulting in a weak CMB anisotropy for l < 100 commonly

referred to as the Sachs-Wolfe e�ect [86]. The shape of the power spectrum
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for l < 100 has sensitivity to a cosmological parameter known as the spectral

index of density perturbations, ns; if ns ’ 1 then the initial perturbations are

scale-invariant and result in a CMB power spectrum that is nearly constant for

large angular scales. This feature between l of 10 and 100 is commonly referred

to as the Sachs-Wolfe plateau.

For multipoles less than l = 10, there is a related contribution to the power

spectrum caused by the integrated Sachs-Wolfe e�ect. At the largest scales

there is a bit of extra power in the CMB anisotropy due to gravitational red-

shifting and blueshifting of the CMB photons as they travel between the surface

of last scattering and the Earth, causing a gentle rise in the power spectrum as

l decreases from 10 down to 1. In a Universe without a cosmological constant

the equation of state following recombination is e�ectively zero and unchang-

ing. The gravitational potentials that the CMB photons encounter on their

way to our instruments do not evolve signi�cantly as the photons pass through

them. Consequently, CMB photons will gain (blueshift) and lose (redshift)

equal but opposite gravitational kicks as they pass through these wells, re-

maining unchanged overall. In a dark-energy-dominated Universe, however,

the cosmological constant causes the gravitational wells (voids) to evolve, and

the CMB photons receive a net gain (loss) as the wells (voids) become shal-

lower (deeper) during their passage. The overall e�ect is that if the CMB

photons traverse a dark-energy-dominated period before they are detected, the

CMB anisotropy will have some sensitivity to 
� in the low l part of the power

spectrum.

The peaked structure of the power spectrum for l & 100 is due to acoustic

oscillations in the baryon-photon 
uid prior to recombination. Acoustic oscil-

lations can be understood as a competition between the tendency for baryonic

matter to clump as it falls into gravity wells caused by the initial gravitational

perturbations, and the tendency for the radiation pressure of the tightly coupled

photon background to oppose the clumping. These prerecombination harmonic

oscillations in the baryon-photon 
uid cause time variations in the 
uid tem-

perature with a frequency characteristic of the speed of sound (or acoustics)

in the 
uid. Following recombination, the photon background decouples and
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the phases of the acoustic oscillations freeze out, resulting in the pattern of

harmonic peaks we see in the CMB power spectrum.

The power spectrum’s acoustic peaks are sensitive to several cosmological

parameters. The curvature of spacetime depends on the peaks’ angular po-

sitions and is sensitive to 
K (and under some scenarios to 
0). An open

(kc = �1) Universe has peaks shifted toward higher multipoles relative to a

closed (kc = 1) geometry. The peaks’ amplitudes relative to the Sachs-Wolfe

plateau provide a measure of the reionization optical depth � . The scatter-

ing of 100�% of the CMB photons following reionization (z < zreion) partially

erases the CMB anisotropy for angular scales less than a few degrees, causing

a reduction of the acoustic peaks’ amplitudes by a factor of e�2� relative to

the Sachs-Wolfe plateau. Furthermore, the absolute and relative amplitudes of

the �rst three peaks is highly sensitive to the baryonic (
b) and nonbaryonic

(
c) matter densities in the early Universe. For example, a larger value of


b causes the baryon-photon 
uid to fall deeper into the initial gravitational

perturbations, thereby enhancing the compressional acoustic oscillations (odd

numbered peaks) relative to the anticompressional acoustic oscillations (even

numbered peaks).

Acoustic peaks at higher and higher l exhibit a damped behavior, eventually

dying out for multipoles greater than �2000. This is a direct consequence

of the nonzero time scale over which recombination occurs and is called Silk

damping [87]. E�ectively, the surface of last scattering has a thickness. CMB

observations measure the average temperature of photons from throughout this

thickness, which tends to smear out the small-scale anisotropies and therefore

dampen the power spectrum for angular scales less than about a tenth of a

degree.

Fitting a speci�c cosmological model to the CMB power spectrum is com-

plicated by the subtle interplay of the many e�ects that give rise to its shape.

Cosmologists have developed a number of sophisticated computer programs to

calculate theoretical models and perform likelihood �ts to the power spectrum

(e.g., cmbfast [89], camb [90], and recfast [91]). The best-�t curve in Fig-

ure 1.6 makes use of several such codes in concert to �nd the simplest known
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model that reasonably �ts the WMAP 7-year power spectrum (dark error bars

up to l ’ 1200 only). The so-called minimal �CDM is a six-parameter model

for which the geometry of the Universe is assumed to be 
at (
K = 0), 
� is

nonzero, the dark-energy equation of state is a constant (w = �1), and 
M

has a nonbaryonic and cold dark-matter (CDM) component (
c) in addition to

a baryonic component (
b).
6 The model derives its name from the latter two

assumptions and has become the reference cosmology against which ideas for

new physics are tested. Table 1.2 summarizes the best-�t parameters as well a

few derived quantities.

For the purposes of this thesis, the most important results from Table 1.2 are

the values of 
b and 
c. If we ignore the 7Li anomaly, the value of 
b coupled

with BBN predictions and observations of the light-element abundances �rmly

establish the amount of baryonic matter in the Universe at roughly 5% of the

critical density. However, to fully explain the pattern of temperature 
uctua-

tions that was imprinted upon the sky when the primordial photon background

emerged from the surface of last scattering requires a signi�cant|23% of the

critical density|nonbaryonic-matter density 
c. Furthermore, this nonbary-

onic matter cannot have coupled strongly to the baryon-photon 
uid prior to

recombination or have been moving at relativistic speeds, implying that 
c is

comprised of a non-SM type of nonrelativistic (cold) and nonluminous (dark)

matter, or cold dark matter.

1.3.3 Type Ia Supernovae

While �ts to the CMB power spectrum provide support for the Standard

Cosmology through observations of the early Universe (z > 1000), there is

also a large body of corroborating evidence from a type of (relatively) nearby

astrophysical source (z . 2) known as a Type Ia supernova (SNe Ia) [92]. As

the name implies, SNe Ia are a subcategory of exploding stars believed to be the

result of binary systems in which a white dwarf accretes mass from a companion

6Fits to the WMAP 7-year power spectrum in which additional �CDM parameters are
allowed to 
oat (such as 
K and w) are consistent with the minimal, 6-parameter �CDM
model assumptions, but yield less accurate values of the basic parameters [76].
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Table 1.2: The six best-�t parameters of the minimal �CDM model for the
�t to the WMAP 7-year power spectrum shown in Figure 1.6, as well as a
few derived parameters. h = H0=(100 km/s/Mpc) is a unitless form of the
Hubble constant and is implicitly determined by the 
at spacetime constraint
(
b + 
c + 
� = 1) imposed by the �t. Values and their 1� errors taken
from [76].

Symbol Description Best-�t Value

Model parameters

102
bh
2 Baryon density 2:249+0:056

�0:057


ch
2 Dark-matter density 0:1120� 0:0056


� Dark-energy density 0:727+0:030
�0:029

109�2
R Curvature perturbation amplitude 2:43� 0:11

ns Spectral index 0:967� 0:014

� Reionization optical depth 0:088� 0:015

Derived parameters

t0 Age of the Universe (Gyr) 13:77� 0:13

H0 Hubble parameter (km s�1 Mpc�1) 70:4� 2:5


b Baryon density 0:0455� 0:0028


c Dark-matter density 0:228� 0:027

zeq Matter-radiation equality redshift 3196+134
�133

zreion Reionization redshift 10:6� 1:2
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star until it nears the Chandrasekhar limit of 1.38 solar masses (M�) [93]. As

the mass approaches 1.38M�, the electron degeneracy pressure that prevents

a white dwarf from collapsing further can no longer balance the star’s inward

gravitational self-attraction. The white dwarf collapses, initiating a brief but

intense period (typically a few seconds) during which its core material (typically

carbon and oxygen) undergoes a runaway fusion reaction that generates enough

energy to completely unbind the star. Since the accretion mechanism causes

the build up of a consistent amount of stellar material before the 1.38M� limit

is reached, the peak light output (or luminosity) of the subsequent explosion

is highly uniform from one SNe Ia to the next. This makes SNe Ia excellent

\standard candles" with which to test the Universe’s distance versus redshift

relation [94].

The idea is to compare the light observed (or 
ux, F ) for a series of ob-

jects known to have similar intrinsic luminosities (L) at a variety of cosmic

distances (or redshifts). In a geometrically 
at Universe, the observed 
ux is

directly proportional to the luminosity and inversely proportional to the square

of the distance to the object. More generally, the observed 
ux depends on the

curvature of spacetime; lower (higher) 
ux is observed for an open (closed)

geometry. One can de�ne the luminosity distance

dL(z) �
r

L

4�F
= (1 + z)r(z); (1.3.8)

where r(z) is the comoving distance to an object at redshift z and depends on

the curvature parameter kc:

r(z) = c

Z z

0

dz
0

H(z0)
(kc = 0); or

r(z) = X

�p
jkcjc

Z z

0

dz
0

H(z0)

�
=
p
jkcj (kc 6= 0); (1.3.9)

where X(x) = sin(x) for kc = 1, and X(x) = sinh(x) for kc = �1 [31]. The

relationship between 
ux and redshift for a collection of standard candles with

known intrinsic luminosities (like SNe Ia) is therefore sensitive to a number
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of cosmological parameters. This is most easily demonstrated for a 
at Uni-

verse for which the dark-energy equation of state is a constant (e.g., w = �1).

Combining Equations 1.2.7, 1.3.8, and 1.3.9 for kc = 0 yields,

dL(z) =
c(1 + z)

H0

Z z

0

dz
0

p

� + 
M(1 + z0)3 + 
R(1 + z0)4

: (1.3.10)

Since the value of 
R is well known from measurements of the CMB, distances

to standard candles (for this particular example) depend on 
M, 
� and H0.

Furthermore, for z � 1 and 
R � 1, to leading order in z Equation 1.3.10

reduces to

dL(z) ’ c(1 + z)

H0

Z z

0

dz
0

p
1 + 3z0
M

=
2c(1 + z)

3
MH0

hp
1 + 3z
M � 1

i

’ cz

H0

(1 + z): (1.3.11)

This is easily recognized as Hubble’s law in which the comoving distance is

directly proportional to redshift: r(z) = cz=H0 [40]. For nearby SNe Ia

(z . 0:1) the relationship between distance and redshift is therefore sensi-

tive to only H0. Measuring H0 with low-z standard candles was the Hubble

Space Telescope’s so-called \key project" [27]. More recently, the SH0ES pro-

gram used several hundred Cepheid variable stars7 to calibrate nearby SNe

Ia luminosities and estimate H0 = 73:8 � 2:4 km s�1 Mpc�1 [25] (see Fig-

ure 1.1).

SNe Ia are usually discovered with optical telescopes (e.g., the Hubble Space

Telescope [27]) by scanning known galaxies and galaxy clusters for brightening

7Cepheid variables are very bright, pulsating stars whose luminosity varies periodically
with time. Cepheids are commonly categorized into several subclasses according to their
masses, metallicities, and evolutionary histories. Classical (Type II) Cepheids are massive
(low mass) Pop I (Pop II) stars that pulsate with a periodicity ranging between days and
months. Their intrinsic luminosities can be reliably measured based on their pulsation pe-
riods, making them excellent standard candles for measuring cosmic distances out to a few
tens of megaparsecs. Hubble’s discovery in 1929 that the Universe is expanding was based
on Cepheids [40].
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point sources that mark the beginning of supernovae explosions. Once a can-

didate event has been identi�ed, several multicolor (or photometric) followup

observations are made|ideally several times over the course of a few months|

to measure its apparent magnitude as a function of time, or \light curve." Due

to the highly uniform mechanism by which SNe Ia light is produced, their

light curves share a common (characteristic) shape, which is what makes them

suitable for use as standard candles. Through comparison to other SNe Ia, a

candidate’s light curve is used to validate its intrinsic luminosity and measure

its apparent magnitude. Spectrographic observations of the candidate’s host

galaxy are typically used to estimate its redshift.

In addition to the experimental challenge of picking these somewhat rare

events out of the sky, using SNe Ia as standard candles is complicated by a

number of systematic uncertainties that can a�ect the observational data. Sys-

tematics include but are not limited to: light contamination from the host

galaxy, light absorption by interstellar material in the host and Milky Way

galaxies, light extinction by the Earth’s atmosphere, distortion due to gravi-

tational lensing, and instrumental aberrations. Due to the z dependencies in

Equation 1.3.10, relatively high-z (z & 0:5) SNe Ia are required to gain sensitiv-

ity to cosmological parameters other than H0. Many of the systematic e�ects

are increasingly di�cult to handle for high-z observations. Consequently, con-

vincing evidence (based on SNe Ia) for a nonzero 
� did not emerge until 1998

when techniques for observing and analyzing SNe Ia matured su�ciently for

surveys to include redshifts up to z . 1 (e.g., the High-z Supernova Search

Team [95] and the Supernova Cosmology Project [96]).

Further systematics arise when combining data sets from di�erent teams’

observations to form a high statistics sample over a broad range of redshifts.

There have been several e�orts to compile SNe Ia data into self-consistent and

systematic-free catalogs suitable for measuring cosmological parameters (see,

e.g., [106, 105, 114, 99, 98, 115, 116]). The most recent and comprehensive

such collection (the \Union2.1" compilation [110]) is shown in Figure 1.7 in

terms of a quantity known as the distance modulus, �0. �0 is de�ned as the

di�erence between an object’s apparent (mmag) and absolute magnitudes (M),

34
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Figure 1.7: The Hubble diagram (distance modulus versus redshift) for the
Union2.1 Type Ia supernovae compilation. The curve represents the best-�t
minimal �CDM cosmological model and is consistent with the �CDM �t to
the CMB power spectrum shown in Figure 1.6. The references for the di�erent
colored error bars are (listed from left to right and top to bottom as authors
and years) [97, 98, 99, 100, 101, 102, 103, 104, 105, 106, 107, 108, 96, 95, 109,
110, 111, 112, 113]. Figure adapted from [110].

and is related to the luminosity distance;

�0(z) � mmag �M = 5log10(dL=10 pc); (1.3.12)

where mmag and M are proportional to the logarithms of the object’s observed


ux (F ) and intrinsic luminosity (L), respectively. In terms of redshift and the

comoving cosmic distance r(z), Equation 1.3.12 can be recast as

�0(z) = 5log10 [(1 + z)r(z)=pc]� 5; (1.3.13)

a relationship commonly referred to as the Hubble diagram. Figure 1.7 is the

most complete SNe Ia-based Hubble diagram to date.

The curve in Figure 1.7 represents the best-�t minimal �CDM cosmological

model (
at geometry and constant dark-energy equation of state w = �1) to
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Figure 1.8: Two-dimensional constraint on the dark-energy equation of state
from a cosmological-model �t to Type Ia supernovae data, indicating consis-
tency with the minimal �CDM model in which w0 = �1 and wa = 0. A
nonzero wa would indicate that the dark-energy equation of state evolves as a
function of redshift. The contours (from small to large) are the 1�, 2� and 3�
con�dence level regions. Figure adapted from [114].

the SNe Ia data. The best-�t values for the total amount of matter and dark

energy in the Universe are


M = 0:295+0:043
�0:040; and


� = 0:705+0:040
�0:043; (1.3.14)

where the errors are 68.27% con�dence intervals and include both statistical

and systematic uncertainties [110]. Comparing these values to those in Ta-

ble 1.2, the CMB and SNe Ia best-�t �CDM models are consistent to within

the measurement errors, despite the use of such completely di�erent techniques.

SNe Ia data can also be used to constrain the dark energy’s equation of

state w. A �t to SNe Ia data in which w is allowed to 
oat (a constant possibly

di�erent from �1) yields somewhat less accurate but consistent values of 
M

and 
�, and w = �1:001+0:348
�0:398. Though not terribly accurate, such tests of w
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are anticipated to be a useful tool for learning more about the nature of dark

energy [29]. The problem generalizes further if one allows w to vary with time.

A common parameterization is to expand w in terms of the scale factor a:

w(a) = w0 + wa(1� a); (1.3.15)

where w0 and wa are constants [117]. Rewriting w in terms of z, Equation 1.3.10

becomes

dL(z) =
c(1 + z)

H0

Z z

0

dz
0

q

�e3W (z0 ) + 
M(1 + z0)3 + 
R(1 + z0)4

; (1.3.16)

where W (z) =
R z

0

�
1 + w0 + wa

�
z

0

=(1 + z
0

)
�� �

1 + z
0
��1

dz
0

[88]. Consequently,

if the value of w depends on redshift, it might be possible to discover a nonzero

wa with a larger sample of high-z SNe Ia. Current constraints based solely on

SNe Ia are rather loose and still consistent with the minimal �CDM model for

which (w0; wa) = (�1; 0). An example from [114] in which a modest SNe Ia

compilation is used in combination with an assumed value of the matter density

(
M = 0:27 � 0:03) is given in Figure 1.8. These contours can be tightened

by including constraints from other astrophysical evidence (e.g., �ts to the

CMB power spectrum). In general, combining constraints from multiple types

of astrophysical evidence tends to yield more precise cosmological-parameter

estimates (see, e.g., Figure 1.1). I explore this further in Section 1.3.5.

1.3.4 Baryon Acoustic Oscillations

Baryon acoustic oscillations (BAO) typically refers to the clustering of

nearby galaxies at certain length scales caused by gravitational perturbations

in the early Universe. That is, the acoustic peaks in the CMB power spec-

trum (see, e.g., Figure 1.6) are also visible as baryon overdensities at relatively

nearby redshifts in the form of distance and redshift correlations in the spatial

distribution of the number of galaxies.

Consider for example a single spherical gravitational 
uctuation prior to

recombination; the early Universe is well approximated by a linear superposi-

tion of many such perturbations. The perturbation begins as a collection of
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similarly sized overdensities of baryons, photons, and dark matter. Prior to

recombination (zrec < 1100) the baryons and photons are tightly coupled into

a relativistic 
uid with a characteristic speed of sound cs determined by the

ratio of their densities [52]:

cs =
cp

3(1 + Rb=
)
; (1.3.17)

where c is the speed of light and

Rb=
 � 3�b=4�
 =
3

4


b



(1 + z)
: (1.3.18)

The overdensity of photons causes a build up of radiation pressure that forces a

baryon-photon acoustic wave to travel outward in the form of a spherical shell

of overdensity, leaving behind a dark-matter core. Following recombination the

photon background decouples and the radiation pressure drops; the expanding

baryon acoustic wave stalls while the CMB photons continue on. The acoustic

wave therefore reaches a maximum radius that is imprinted on the distribution

of baryonic matter as a spherical shell of excess density. Over the course of

the next few hundred million years, the shell of baryonic matter and the dark-

matter core interact gravitationally. Some dark matter is pulled out to the

shell boundary, while a large fraction of the baryonic matter is \dragged" back

toward the center of the perturbation. This period is commonly referred to as

the baryon-drag epoch [118]. By the end of the dark ages (z ’ 10) there is an

increased probability that stars and galaxies will form in the center and along

the outer layer of the expanded acoustic oscillation, increasing the odds of �nd-

ing galaxies separated by a distance corresponding to its radius. Consequently,

there is a characteristic BAO scale sbao that can be used as a \standard ruler"

for measuring cosmological parameters since it persists in the distribution of

galaxies across a wide range of redshifts.

The BAO scale is set by the size of the sound horizon at recombination;

sbao =

Z 1

zrec

cs

H(z)
dz (1.3.19)
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and can be estimated from CMB-derived cosmological parameters. Assuming

that the contribution from dark energy is negligible, the Hubble parameter can

be written (approximately) as

H(z) ’ H0

p

M(1 + z)3 + 
R(1 + z)4

=
q


MH2
0 (1 + z)3

s
1 +

1 + z

1 + zeq

; (1.3.20)

where zeq = 
M=
R is the redshift of matter-radiation equality. Integrating

Equation 1.3.19 gives

sbao ’
1

H0

p

M

2cp
3zeqReq

ln

"p
1 + Rrec +

p
Rrec + Req

1 +
p

Req

#
; (1.3.21)

where Rrec and Req are the baryon-to-photon density ratios at recombination

and matter-radiation equality, respectively [119]. Using the values for zeq and


b from Table 1.2, Req can be estimated from the present-day photon density

with Equation 1.3.18. 

 is known from the blackbody temperature of the

CMB; for Tcmb = 2:725 K and h = 0:7, 

 = 4:988�10�5 [24], and Req ’ 0:22.

Similarly, based on zrec = 1090 [24], Rrec ’ 0:63. The remaining parameters

required to evaluate Equation 1.3.21 are available in Table 1.2 and give a value

for sbao ’ 146 Mpc.

The true scale is somewhat larger because subsequent to recombination the

momentum of the baryons causes the acoustic waves to continue to expand for

a short time. The redshift zd at which the acoustic waves �nally reach their

maximum size (corresponding to the beginning of the baryon-drag epoch) is also

well determined by the CMB power spectrum; zd ’ 1020 [52]. Substituting Rd

for Rrec in Equation 1.3.21 yields sbao ’ 153 Mpc.

Measurements of the clustering of nearby galaxies provide a complimen-

tary probe of the BAO scale. Clustering can be measured along (k) and

across (?) the line of site, translating into redshift (�z) and angular (��)

scales, respectively. As a function of redshift, the BAO scale is given by

sbao = c�z=H(z) [120]. The redshift clustering scale �z therefore constrains

the product of sbao and H. To understand the angular BAO measurement the
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concept of angular diameter distance dA is useful. If an object of size D is

aligned perpendicularly to our line of site and subtends an angle � at our point

of observation, dA is simply the ratio of D to �. In general, dA depends on

the cosmology of the Universe and is related to the comoving and luminosity

distances (Equation 1.3.8);

dA(z) =
dL(z)

(1 + z)2
=

r(z)

(1 + z)
: (1.3.22)

In terms of dA, the BAO scale is sbao = dA(1 + z)�� [120]. The angular clus-

tering scale �� therefore constrains the ratio of sbao to dA. The combined

measurement of the redshift and angular scales (in the form of �z=��) con-

strains the product of H and dA, and is known as an Alcock-Paczy�nski (AP)

test [121]. At nearby redshifts (z < 1) this product has very little sensitivity to

the radiation density and is given approximately by (for a 
at geometry with

constant dark-energy equation of state w = �1)

H(z)dA(z) ’ c
p

1 + 3
Mz +O(z2)

1 + z

Z z

0

dz
0

p
1 + 3
Mz0 +O((z0)2)

; (1.3.23)

which depends entirely on 
M. More generally, AP tests are also sensitive to

the geometry of spacetime and the properties of the dark energy [119]. However,

dark-energy sensitivity requires relatively high-z BAO observations for which it

is considerably more di�cult to acquire large data sets [122, 123]. At present, it

is the AP test’s 
M sensitivity through low-z measurements of galaxy clustering

that are the most cosmologically signi�cant.

At nearby redshifts the BAO scale manifests itself as an increased proba-

bility (relative to a random distribution) for �nding two galaxies in the sky

separated by �153 Mpc. A common method for searching for this �10% e�ect

is to measure the two-point correlation function �(r), a statistical measure of

the excess clustering of baryonic matter on a given scale relative to a uniform

distribution of matter with the same average density. To better understand the

meaning of �, consider a 
uctuation in the baryon density �(~x) = (�(~x)��b)=�b,

where �b is the average density and �(~x) is the density at spatial location ~x.
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�(~x) represents the fractional deviation of the baryon density as a function

of spatial position. The two-point correlation function is then simply an av-

erage over all space of this density times itself displaced by some distance

�~x;

� = h�(~x)�(~x + �~x)i : (1.3.24)

Spatial homogeneity ensures that the two-point correlation function depends

on only the spatial separation �~x and not the particular position ~x, while

the spherical symmetry implied by spatial isotropy removes the angular de-

pendence in �~x. � is therefore a function of the scalar separation j�~xj,
which I will simply call r. Since r can extend either along or across the

line of site, � is commonly referred to as the spatial-redshift correlation func-

tion.

There have been a number of attempts (with mixed results) to measure the

spatial-redshift correlation function using spectrographic (multicolor) galaxy

surveys (see, e.g., [124, 125, 126, 127, 128]). The earliest surveys revealed that

� is well approximated by a power law at short distance scales:

�(r) =
�r1

r

��

; (1.3.25)

where r1 ’ 7:5 Mpc and � ’ 1:8 [18]. Evidence for acoustic oscillations at

scales larger than �15 Mpc was at �rst subtle, with � deviating only slightly

from Equation 1.3.25 in a manner sensitive to the value of 
M [129].

The expected �153 Mpc feature in the correlation function was not found

until the advent of two very large, modern photometric galaxy surveys: the

Sloan Digital Sky Survey (SDSS) [130] and the Two-degree Field Galaxy Red-

shift Survey (2dFGRS) [131]. The goal of these kinds of surveys is to identify

and measure the redshifts for as many galaxies as possible, over as much of the

sky as possible. The SDSS accomplishes this with an automated 2.5 m tele-

scope at the Apache Point Observatory in New Mexico. With a 3� �eld of view

capable of simultaneous observations of &600 objects at a time, it operates in

a search-followup mode similar to the technique used to �nd SNe Ia; the sky

is scanned to locate galaxies and then followup photometric observations are

41



CHAPTER 1. INTRODUCTION

made with a spectrograph to measure their redshifts. The SDSS project in-

tends to eventually characterize roughly one million galaxies over �10,000 deg2

(out of 41,253 deg2), or 1=4 of the sky. The 2dFGRS used the 2� degree �eld of

view on the Anglo-Australian Telescope (capable of �400 simultaneous obser-

vations) and a similar technique to obtain redshifts for �250,000 galaxies over

approximately 1500 deg2.

Using a subset of nearly 50,000 luminous red galaxies (LRG) from the

SDSS main galaxy sample [132], the authors in [129] �nd clear evidence for

a peak in the spatial-redshift correlation function between roughly 140 and

155 Mpc. Their LRG sample includes redshifts from 0.16 to 0.47 and covers

nearly 4000 deg2. � as a function of comoving distance (in terms of the di-

mensionless Hubble constant h) for their LRG selection is compared to a few

di�erent cosmological models in Figure 1.9. The models with both baryons

and dark matter follow the data at all scales, while a model with no baryonic

matter (and therefore no acoustic oscillations) fails to reproduce the peak.

More recently the authors in [118] have derived improved BAO-based con-

straints by combining a truly staggering number of galaxies from the 2dFGRS

catalog and an updated SDSS catalog. They select �700,000 nearby galax-

ies (hzi = 0:12) from the seventh SDSS data release [133], as well as �80,000

LRGs covering a range of redshifts from 0.2 to 0.5. To increase galaxy statis-

tics for z < 0:3, nearly 150,000 galaxies from the 2dFGRS catalog are also

included. In total, just under 900,000 galaxies covering 9100 deg2 of the sky

were analyzed. The data are presented in terms of the residual power spec-

trum of galaxy density 
uctuations in overlapping redshift slices in Figure 1.10.

The power spectrum is simply the Fourier transform of the correlation func-

tion:

P (k�) =

Z
d3r�(r) exp

�
�i~k� � ~r

�
; (1.3.26)

where k� = j~k�j is the wavenumber and is typically measured in units of

h Mpc�1. When expressed in terms of P (k�), the peak in Figure 1.9 mani-

fests as a modulation with a characteristic wavelength of �2�=(153 Mpc) ’
0:06 h Mpc�1. This wavenumber modulation is visible in Figure 1.10 and com-

42



1.3. OBSERVATIONAL EVIDENCE

Figure 1.9: The spatial-redshift correlation function as a function of comoving-
distance scale (in terms of the dimensionless Hubble constant h) for a subset
of the Sloan Digital Sky Survey main galaxy sample [132]. The characteristic
baryon acoustic oscillations scale is clearly visible as a peak at &100 h�1 Mpc.
The curves correspond to �CDM models with di�ering baryon and dark-
matter densities. The top three have �5% baryons and 
Mh2 = 0:12 (top,
green), 
Mh2 = 0:13 (red), and 
Mh2 = 0:14 (bottom with peak, blue),
while the bottom curve without the peak has no baryons and 
Mh2 = 0:105.
Clearly, both baryons and dark matter are required to reproduce the data.
Note that the vertical scale is both logarithmic (top two thirds with 2-
digit axis labels) and linear (bottom third with 3-digit axis labels). The
inset gives a zoomed in view of the linear region. Figure adapted from
[129].

pares favorably to the �CDM model shown (for which h = 0:72, 
b = 0:043

and 
M = 0:25). The data in both Figures 1.9 and 1.10 show clear signs of the

�153 Mpc BAO scale in the clustering of nearby galaxies and are consistent

with a signi�cant nonbaryonic contribution to 
M.
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Figure 1.10: The residual power spectrum of density 
uctuations in the spatial-
redshift distribution of nearby galaxies compared to the power spectrum for a
�CDM cosmological model with 
b = 0:043, h = 0:72, and 
M = 0:25. The
smooth component of the �CDM model has been divided out to make the
modulation due to the characteristic scale of baryon acoustic oscillations more
apparent. The upper panel shows the residuals for �900,000 galaxies with
redshifts between 0 and 0.5 selected from the Sloan Digital Sky Survey [133]
and Two-degree Field Galaxy Redshift Survey [131] catalogs, while the lower
panel shows the residuals for an �70,000 galaxy subset with redshifts between
0.3 and 0.5. Figure adapted from [118].

1.3.5 Cosmic Concordance

Neither SNe Ia data nor observations of the BAO scale are individually

sensitive enough to fully constrain the minimal �CDM cosmological model. As

discussed in the previous two sections, BAO data are primarily sensitive to


M, whereas SNe Ia data are primarily sensitive to the properties of the dark

energy. Fits to the CMB power spectrum are capable of fully constraining

all six �CDM parameters, but only with precision when zero spatial curva-

ture (
K = 0) and a constant dark-energy equation of state (w = �1) are
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assumed. To probe these assumptions and constrain additional cosmological

parameters, it is common practice to combine constraints derived from several

data sources. The resulting parameter estimates are not only more precise, but

also serve as powerful consistency checks in those cases where the parameters

are overconstrained.

At the time of this writing the most up-to-date and �CDM-sensitive astro-

physical measurements are:

� CMB: The CMB anisotropy power spectrum derived from the WMAP

7-year data and shown in Figure 1.6 (Larson et al. 2011 [76]).

� SNe: The Hubble diagram shown in Figure 1.7 for the Union2.1 compi-

lation of Type Ia supernovae (Suzuki et al. 2011 [110]).

� BAO: The residual power spectrum of nearby density 
uctuations de-

rived from a 2dFGRS and SDSS combined galaxy sample and shown in

Figure 1.10 (Percival et al. 2010 [118]).

� H 0: SH0ES II program estimate of the present-day value of the Hubble

parameter derived from Cepheid-calibrated nearby SNe Ia and shown in

Figure 1.1 (Riess et al. 2011 [25]).

In the context of the minimal �CDM model, combining all four yields esti-

mates of the total matter and dark-energy densities that are twice as precise as

the CMB-only estimates in Table 1.2, and nearly a factor of three better than

the SNe Ia-only estimates in Equation 1.3.14:


M = 0:271� 0:014; and


� = 0:729� 0:014; (1.3.27)

where the errors represent 1� con�dence intervals.8 The individual and com-

bined 
� versus 
M constraints are shown in Figure 1.11 and demonstrate

an astonishing consistency that is sometimes referred to as cosmic concor-

dance [134]; a mutually consistent overlap region was not guaranteed a priori.

8Throughout this thesis all errors represent 1� con�dence intervals unless otherwise stated.
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Figure 1.11: Individual (colored contours) and combined (gray contours)
cosmological constraints based on cosmic microwave background (CMB, or-
ange) [76], Type Ia supernovae (SNe, blue) [110], and baryon acoustic os-
cillations (BAO, green) [118] data. The right panel shows minimal �CDM
constraints in the 
� versus 
M plane, while the left panel shows wCDM con-
straints in the w versus 
M plane. The contours represent (big to small) 99.7%,
95.4% and 68.3% con�dence regions. Figure adapted from [110].

Combining the CMB, BAO and H0 results yields improved estimates of the

baryon and cold dark-matter densities [24]:


b = 0:0458� 0:0016; and


c = 0:229� 0:015: (1.3.28)

Ignoring the 7Li anomaly, Equation 1.3.28 is also consistent with the value of 
b

derived from comparing BBN predictions with measurements of the primordial

abundances of light nuclei (Figure 1.4). As evidence for a signi�cant cold

dark-matter density, Equations 1.3.27 and 1.3.28 and Figure 1.4 are extremely

compelling.

As discussed toward the ends of Sections 1.2.1 and 1.3.3, it is possible that

the dark-energy equation of state is neither constant nor exactly equal to �1.
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Figure 1.12: wzCDM wa versus w0 combined constraints based on cosmic
microwave background [76], Type Ia supernovae [110], baryon acoustic os-
cillations [118], and H0 [25] data, with (solid black contours) and without
(shaded contours) SNe Ia systematic errors. The region above the dotted line
(w0 +wa > 0) violates early matter domination. The contours represent (big to
small) 99.7%, 95.4% and 68.3% con�dence regions. Figure adapted from [110].

Furthermore, it might also be true that the Universe has a nonzero spatial

curvature. The CMB, SNe, BAO and H0 data can be combined to constrain

w0, wa and 
K using the following, slightly extended �CDM models:

� o�CDM: 
K is allowed to be nonzero (w0 = �1 and wa = 0).

� wCDM: w is a constant not necessarily equal to �1 (
K = 0 and wa = 0).

� wzCDM: w is allowed to vary with time (
K = 0).

� owzCDM: 
K is allowed to be nonzero, and w can vary with time.

The o�CDM and wCDM constraints are entirely consistent with the minimal

�CDM model and yield 
K = 0:002 � 0:005 and w0 = �1:013+0:068
�0:073, respec-

tively [110]. The combined and individual w versus 
M wCDM constraints

are shown in Figure 1.11. The wzCDM constraints are also consistent with the

minimal �CDM model and show no evidence for a time varying dark-energy
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equation of state. Figure 1.12 gives the wa versus w0 contours in the context

of the wzCDM model. The combined owzCDM constraints provide the �rst

hint that the minimal �CDM model’s curvature and dark energy assumptions

might be invalid [110]:


K = 0:027+0:012
�0:011;

wo = �1:198+0:100
�0:112; and

wa = 1:19+0:13
�0:13: (1.3.29)

While intriguing, these estimates are slightly misleading. The authors in [110]

note that in some cases the con�dence intervals have signi�cant non-Gaussian

tails. For example, while the 1� lower limit on wa is well above zero at 1.06,

the 2� lower limit is well below zero at -1.21. The owzCDM constraints are all

within 2� of the minimal �CDM parameters and are therefore consistent with

statistical 
uctuations.
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Dark Matter

The Standard Cosmology and supporting observational evidence discussed

in the previous chapter argue strongly in favor of the existence of dark mat-

ter, but suggest very little regarding its exact nature; the dark matter has a

signi�cant nonbaryonic component (
c) that is largely nonrelativistic at re-

combination and does not couple very strongly with baryons or photons in

the early Universe. Aside from (maybe) neutrinos (a possibility addressed in

Section 2.4.2), there are clearly no stable Standard Model particles that meet

these requirements, begging the question: what exactly is the dark matter?

This unresolved mystery is generally referred to as the dark-matter problem.

Historically, the dark-matter problem predates the emergence of the Stan-

dard Cosmology, going back to the 1930s and Fritz Zwicky’s early observations

of the Coma galaxy cluster [135, 136]. In this chapter I will discuss this as well

as a few other types of observational evidence that have traditionally been as-

sociated with the dark-matter problem. While these dark-matter-speci�c forms

of evidence can be used for only very rough estimates of the amount of dark

matter, they tend to be more direct and less model dependent than those of the

previous chapter. They also provide fairly convincing evidence that dark mat-

ter populates our galaxy and solar neighborhood, where it might be detectable

by terrestrial detectors.

In the second half of the chapter I survey potential solutions to the dark-

matter problem, including a few of the most popular dark-matter candidates.
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Despite the nearly irrefutable cosmological evidence that the dark matter is

primarily nonbaryonic, both baryonic and nonbaryonic explanations are ex-

plored. The chapter ends by introducing the Weakly Interacting Massive Par-

ticle (WIMP) [137], followed by a review of supersymmetry as a theory beyond

the SM that naturally contains a WIMP candidate, the neutralino [2, 138, 139].

2.1 Mass-to-Light Ratios

The oldest and perhaps most fundamental argument for the existence of

dark matter is based on observations of mass-to-light ratios. The mass-to-light

ratio � is the ratio of a system’s mass M to its luminosity L and is typically

measured in solar units:

�� �
M�

L�

; (2.1.1)

where M� = 1:99�1030 kg and L� = 3:85�1026 W are the solar mass and

luminosity, respectively [3]. � measurements depend strongly on the distance

scales over which they are measured [140], with compact systems (e.g., the solar

neighborhood and galactic cores) tending to yield lower values than the largest

gravitationally bound objects (e.g., galaxy clusters). The usual interpretation

is that the smaller objects are dominated by their visible-matter densities (e.g.,

baryons in stars and interstellar gas), while the larger systems have an addi-

tional dark component (e.g., nonbaryonic dark matter) contributing to their

matter densities but not to the their luminosities; there is more mass than can

be seen.

At �rst glance, any discrepancy between large- and small-scale � measure-

ments might seem contradictory. All light-emitting structures within a �CDM

Universe form from dark-matter density perturbations and should therefore

include both visible and dark-matter components. The resolution to this ap-

parent paradox has to do with how dark matter is spatially distributed relative

to visible matter. As will be discussed in Section 2.2.1, dark matter appears to

occupy very large volumes (e.g., spherical halos hundreds of kiloparsecs across),

whereas visible matter tends to concentrate into more compact objects (e.g.,
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galactic discs tens of kiloparsecs across). Consequently, on short distance scales

the dark matter is e�ectively a homogeneous energy density that is so sparsely

distributed relative to visible matter that it does not factor signi�cantly into

mass (or density) estimates. Mass-to-light ratios for smaller systems are in-

dicative of the Universe’s visible-matter density and can provide only lower

bounds on the total matter density 
M. As larger and larger volumes are con-

sidered, the enclosed dark-matter density becomes increasingly in
uential, and

the corresponding mass-to-light ratios are more representative of 
M. Di�er-

ences between large- and small-scale � measurements can therefore be used to

infer the presence and rough amount of dark matter in the Universe’s largest

structures.

To this end, it is useful to de�ne the critical mass-to-light ratio �c, the

ratio of the critical density �c to the average luminosity density of the Universe.

Introduced in Section 1.2.1, the critical density is

�c �
3H2

0

8�GN

= 2:77� 1011h2M� Mpc�3 ’ 6 keV=c2/cm3; (2.1.2)

where h = 0:738 is the dimensionless Hubble constant. The average lumi-

nosity density can be measured from galaxy surveys like those mentioned in

Section 1.3.4 (see [18] for a detailed discussion). Based on a subset of nearby

(z = 0:1) galaxies from the SDSS catalog, the average luminosity density is [141]

L = (1:84� 0:04)� 108hL� Mpc�3: (2.1.3)

Hence, the critical mass-to-light ratio in units of �� is

�c =
�c

L ’ 1500h��: (2.1.4)

Comparing a system’s mass-to-light ratio to this reference value yields an es-

timate of the Universe’s matter density under the assumption that the system

is representative of the Universe as a whole;


M;system =
�system

�c

= �system=�c: (2.1.5)
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This technique for estimating the mass-density parameter is known as the Oort

method [142, 143]. Again, due to di�erences in the spatial distributions of vis-

ible and dark matter, Oort-method estimates are typically lower limits. Fur-

thermore, the method is highly sensitive to the value of L, and the galaxies

from which L is estimated are (somewhat na��vely) assumed to fairly sample the

luminosity of the Universe without regard to their surrounding environments.

Despite these shortcomings, the Oort method still provides a useful tool for

inferring the presence of dark matter. The precise values obtained for 
M,

however, should be taken with a grain of salt.

The mass-to-light ratio for the local stellar neighborhood, for which matter

and luminosity densities can be measured speci�cally for the stellar component,

provides a rough estimate of the Universe’s luminous-matter density. The stars

and gas within �1 kpc of the Sun form a column of stellar and gaseous bary-

onic matter that spans the Milky Way’s galactic disc and is commonly referred

to as the \solar cylinder." Integrating the volumetric mass and luminosity

densities along the height of the solar cylinder yields surface densities for the

local galactic disc. The methodology for extracting these surface densities

from luminosity and astrometry catalogs of nearby stars is a well developed

science (see, e.g., [144, 145, 146]). Thanks primarily to improved stellar dis-

tance measurements made by the Hipparcos satellite [147] and Hubble Space

Telescope [27], the surface mass density of the solar cylinder is known to within

�10% of 50M� pc�2 [148]. The gas fraction (�14M� pc�2 [149]) is thought

to be particular to our local neighborhood and therefore not necessarily rep-

resentative of baryons at large. The stellar component (�36M� pc�2), how-

ever, can be considered more universal and has a surface luminosity density

of �24 L� pc�2 [150]. The luminous mass-to-light ratio for the solar neighbor-

hood is therefore �� ’ 1:5 ��, where the � deontes stellar material. Assuming

�� is representative of luminous matter everywhere, we can extrapolate to the

Universe as a whole to obtain an estimate of its luminous-matter density:


� =
��

�c

’ 0:001 h�1; (2.1.6)

or &0.1% of the critical density. Although baryons comprise about 5% of the
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Table 2.1: Mass-to-light ratio (�) ranges are listed for several classes of dif-
ferently sized objects in units of the solar mass-to-light ratio �� and (in most
cases) in terms of the dimensionless Hubble constant h. Each system’s corre-
sponding matter density relative to the critical density is also listed. \Luminous
Cores" refers to the bright central parts of galaxies, while \Small Groups" refers
to bound objects consisting of a small number of galaxies like binary systems.
� values taken from [151].

System Mass-to-Light Ratio, �=�� 
M;system = �=�c

Solar Neighborhood 1{3 0.0009{0.0027

Luminous Cores (10{20) h 0.0067{0.0133

Elliptical Galaxies (30-200) h 0.02{0.13

Small Groups (60{180) h 0.04{0.12

Galaxy Clusters (200{500) h 0.13{0.33

Universe’s energy density, only a small fraction are bound into stars and are

actively luminous. Even assuming a 100% error on ��, Equations 1.3.28 and

2.1.6 indicate that &95% of the Universe’s baryons are dark. As we will see

later in this chapter, many are found in clouds of interstellar and intergalactic

gas. These baryons are not truly dark thanks to a variety of electromagnetic

interactions that result in observable photons, often at nonoptical wavelengths

and emitted in far lower levels than stellar photons. However, when interpreting

astrophysical evidence that directly suggests the gravitational in
uence of dark

matter, it is prudent to consider dark baryons as a possible (even if only partial)

explanation.

The mass-to-light ratios for larger systems vary depending on their sizes

as well as the methods used to estimate their masses and luminosities. The

details for some of these methods are explored for galaxies and galaxy clus-

ters in Sections 2.2 and 2.3, respectively. Table 2.1 summarizes approximate
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� ranges and corresponding matter densities (relative to the critical density)

for a variety of object classes. If these systems were composed primarily of

baryonic matter, one would expect the mass-to-light ratios to be more similar.

The small- to large-scale progression in the inferred matter densities clearly in-

dicates an increasingly signi�cant dark component. Considering the combined

cosmological constraint on 
b from the previous chapter (Equation 1.3.28), the

case for nonbaryonic dark matter in galaxies and clusters is almost undeni-

able.

2.2 Galactic Dark Matter

The formation of structure in the Standard Cosmology suggests (some-

what indirectly) that gravitationally bound systems grow from dark-matter

density 
uctuations in the early Universe. The most ubiquitous visible struc-

tures (larger than stars) at the present epoch are galaxies, numbering well

over 100 billion and visible in all directions in the sky. If the Standard Cos-

mology is an accurate description of the Universe, in addition to their stellar

and gaseous content, galaxies should harbor signi�cant (even dominant) dark-

matter components. Evidence for galactic dark matter (speci�cally Milky Way

dark matter) is critical if the dark matter is to be detected by terrestrial de-

tectors. In this section I review the observational evidence that the luminous

portions of galaxies are embedded in dark-matter halos. Where appropriate,

speci�c evidence for the Milky Way will be discussed.

Although dark matter cannot (yet) be observed directly, the principle be-

hind inferring its presence in galaxies is simple. Imagine a gravitational po-

tential resulting from a system of bound matter. The depth and extent of the

potential depend on both the amount and spatial distribution of the system’s

matter content. If a test particle is placed within the potential and allowed

to gravitationally stabilize into an orbit at some distance r from the center, it

will rotate with a velocity that depends on the total amount of matter M(r)
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contained within the sphere de�ned by the orbit;

v(r) =

r
GNM(r)

r
: (2.2.1)

The more matter (whether luminous or dark) that is distributed interior to

the test particle’s orbit, the greater its velocity. The distribution of matter

in a gravitational potential can therefore be inferred by observing the ve-

locities of test particles as a function of their distances from the center of

the system. In the case of galaxies, stars and gas can be used as test parti-

cles; if dark matter makes a signi�cant contribution to a galactic gravitational

potential, it should be detectable in the galaxy’s stellar and gaseous veloci-

ties.

Inferring the presence of dark matter in galaxies is (in practice) a bit more

complicated than the procedure outlined above. I will restrict the following

discussion to the two most common galaxy morphologies: spiral galaxies (like

the Milky Way) and elliptical galaxies. In each case I review techniques for

probing galactic gravitational potentials, summarizing with mass-to-light ratio

estimates for comparison with the values in Table 2.1.

2.2.1 Spiral Galaxy Rotation Curves

Pioneering Work

The earliest evidence for the presence of dark matter in spiral galaxies is

based on spectrographic observations of gas in the nearby Andromeda Galaxy

(also called M31) by Vera Rubin and Kent Ford in the early 1970s [152, 153].

M31 was easily the best candidate for these early studies. While a detailed

understanding of the Milky Way would be ideal, observations of the Milky

Way are more di�cult due to our position within it. M31 is close enough for

the ground-based (optical) telescopes of the 1970s (and earlier) to spatially

resolve individual regions, making it possible to map its velocity �eld as a

function of position. M31 is also a spiral galaxy whose mass is similar to the

Milky Way. Any conclusions based on one should therefore (roughly) extend

to the other.
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Rubin and Ford’s measurements rely on spectroscopy of speci�c optical

lines (e.g., H� and H� emission due to electronic transitions in hydrogen) from

several dozen distinct regions (e.g., H II gaseous regions) that are spatially

distributed along M31’s visible disc and beyond. If a region is moving toward

(away from) our point of observation, the optical lines observed from it are

blueshifted (redshifted) in proportion to its velocity. After correcting for the

motion of M31 as a whole|moving toward the Milky Way on average|and any

nonradial component, each region’s circular velocity is plotted as a function of

its distance from the center of the galaxy. The resulting relation is commonly

referred to as a galactic rotation curve. Rubin and Ford’s M31 rotation curve

is shown in Figure 2.1.

The interesting feature of Figure 2.1 is that the circular velocities appear

to approach a constant very far from the center of the M31 (&15 kpc); the

rotation curve is said to be 
at. This is intriguing considering the regions

furthest from the center of M31 are well separated from its visible disc and

bulge. The discs and bulges of spirals are their dominant visible structures

and tend to fall o� exponentially as a function of distance from the galactic

center [154]. Judging from Figure 1 in [152], M31’s visible matter becomes

subdominant at a distance of �12 kpc from its center. If M31’s luminous mat-

ter were the only contributor to its gravitational potential, the rotation curve

would exhibit a 1=
p

r \Keplerian" fall-o� in accordance with Equation 2.2.1.

Instead, the rotational velocities of M31’s large-radius gaseous regions appear

to be elevated, implying (somewhat marginally) the presence of a dark-matter

component.

To be fair, Rubin and Ford’s optical measurements were preceded by low-

resolution radio-telescope observations of the 21 cm hydrogen line [155, 156].

The lowest electron-orbital state of neutral hydrogen exhibits hyper�ne split-

ting due to the spins of the proton and electron. The state in which their spins

are aligned has slightly more energy|equivalent to a photon with a 21 cm

wavelength|than the ground state in which their spins are antiparallel. Al-

though the spin-
ip transition from one hyper�ne level to the other is highly

suppressed, it is easily observable by radio telescopes due to the large quantities
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Figure 2.1: Early rotation curve for the Andromeda Galaxy (M31) in which
the rotational velocities of several dozen distinct gaseous regions are plotted
as a function of distance to the center of the galaxy in units of minutes of
arc (kiloparsecs) along the bottom (top). The open circles are derived from a
narrow N II emission line (658.3 nm), while the �lled in squares and circles are
primarily derived from H� emission. The NE versus SW distinction between
the �lled circles and squares indicates the direction away from the center of
M31 along which the corresponding gaseous regions were observed. The solid
and dashed curves are polynomial �ts to the data. Note how the �ts turn up at
large distances (as required by the data), indicating a 
at rotation curve and
hinting at the presence of dark matter. Figure taken from [152].

of neutral hydrogen in the Universe and, in particular, in galaxies. The low

probability of the transition gives the 21 cm line a very narrow natural width,

making it ideal for extracting velocities due to doppler shits. The angular reso-

lution of radio telescopes prior to Rubin and Ford’s measurements were still too

crude to compete with their optical counterparts. Early M31 rotation curves de-

rived from 21 cm observations generally agreed with the data in Figure 2.1, but

were too coarse to rule out a Keplerian fall-o�. However, radioastronomy has

come a long way in the past several decades; modern rotation curves rely heav-
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ily on the 21 cm technique when optical wavelengths are obscured or too weak,

as is the case far from galactic centers as well as for much of the Milky Way.

The Universal Rotation Curve

Although the early evidence for galactic dark matter was tentative and

largely qualitative, it spawned a rich and active �eld of research into the na-

ture and distribution of matter (both luminous and dark) in galaxies (see,

e.g., [157, 158, 159, 160]). While there is some disagreement regarding modeling

techniques, irregular cases and speci�c conclusions (see, e.g., [161, 158, 162],

respectively), galactic rotation curves (typically) exhibit a few common fea-

tures: 1)their pro�les depend primarily on total galactic luminosity; 2)they

are (approximately) 
at well beyond the edge of the galactic disc, implying the

presence of a dark halo (DH); and 3)interior to the edge of the visible disc, they

are dominated by the DH for the lowest-luminosity spirals and by the disc for

the highest-luminosity spirals. As a case study, the following discussion focuses

on Persic and Salucci’s 1996 seminal work on universal rotation curves (URC)

for spiral galaxies [163].

The dominant visible feature of (most) spiral galaxies is a thin, luminous

disc (LD) of stars and gas that rotates about a central axis perpendicular to the

disc.1 If r is the galactocentric radius, the disc of a typical spiral exhibits a sur-

1A common spiral harbors a variety of visible structures that are usually subdominant (in
terms of mass) to its luminous disc. Most contain a tightly packed|typically no more than
a few kiloparsecs in diameter|central halo of older stars referred to as a galactic bulge and
thought to be the result of galaxy-galaxy interactions. On average, galactic bulges contribute
negligibly to a spiral’s rotation curve at large radii; for simplicity bulges are not included
in this section’s URC discussion. However, they can be important when interpreting an
individual spiral’s rotational velocities. Some spirals also possess a central, gravitationally
unstable bar-like structure that is a roughly linear concentration of stars and gas spanning
a few kiloparsecs in the plane of the disc. A bar can be treated as a perturbation to a
spiral’s disc [164], a perturbation that is neglected here because it should smooth out when
averaging over an ensemble of galaxies. The Milky Way appears to have a bar [165] that may
be responsible for the dip in its rotation curve at �3 kpc (see, e.g., Figure 2.3 and [164]).
Extended regions of neutral atomic hydrogen (H I regions) are common to spirals as well and
are often found at large radii. Their low densities contribute negligibly to rotation curves,
but are useful tracers due to spectral emissions such as the hydrogen 21 cm line.
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face brightness that falls o� exponentially as r increases (see, e.g., Figure 3.12

in [18]) and is reasonably well described by

Ild(r) / e�r=rD ; (2.2.2)

where rD is the disc scale. rD is often expressed in terms of a galaxy’s optical

radius ropt � 3:2rD, the radius that contains 83% of its light. Although the

optical radii of spiral galaxies vary from a few kiloparsecs to several tens of

kiloparsecs, a characteristic spiral has ropt ’ 10 kpc and a total luminosity

L� ’ 2:5�1010 L�. Assuming the matter density of a spiral’s disc follows

its surface brightness and falls o� exponentially with the same characteristic

scale, an expression for the LD mass as a function of radius can be obtained

by integrating over the disc;

Mld(r) =

Z r
0
�r

�ld(r
0

) dA =

Z 2�

0

d�

Z r

0

r
0

�0e�r
0
=rDdr

0

= 2��0r2
D

�
1� e�r=rD � r

rD

e�r=rD

�
; (2.2.3)

where �0 is the central areal matter density. The contribution to a spiral’s

galactic rotation curve from its LD is now easily obtained by substituting this

expression for Mld(r) into Equation 2.2.1;

vld(r) = rD

�
2��0GN

r

�
1� e�r=rD � r

rD

e�r=rD

���1=2

; (2.2.4)

which falls o� as 1=
p

r for radii beyond the edge of the disc.

A 
at rotation curve beyond ropt implies a mass component that increases

linearly with radius beyond the extent of the disc and is therefore inconsistent

with the LD distribution; M(r) / r at large r. The most popular solution

is to assume that spiral galaxies are embedded in large halos of nonluminous

matter, composed of either dark baryons (a possibility considered further in Sec-

tion 2.4.1) or a collection of unknown exotic particles. The simplest DH density

pro�le, �dh(r), that satis�es this condition (in the large-r limit) is spherically
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symmetric and falls o� as 1=r2, such that

Mdh(r) =

Z r
0
�r

�dh(r
0

) dV

=

Z 2�

0

d�

Z 1

�1

d(cos(�))

Z r

0

�0

(r0)2
(r

0

)2 dr
0

= 4��0r; (2.2.5)

where the central matter density �0 is proportional to the value of v2 where the

rotation curve is 
at. Obviously �dh = �0=r2 (known as an isothermal sphere

DH pro�le) is an incomplete description since it becomes in�nite at zero radius

where the density is expected to be dominated by luminous matter. A common

correction adds a halo-core radius ar to the denominator such that

�dh(r) / 1

r2 + a2
r

; (2.2.6)

retaining the desired large-r behavior while remaining �nite at zero. The DH

contribution to the rotation curve is then

v2
dh(r) /

�
1� ar

r
tan�1 r

ar

�
: (2.2.7)

The DH represented by Equations 2.2.6 and 2.2.7 is often referred to as a soft-

ened isothermal sphere. Most spirals are well approximated by a combination

of LD and DH densities, with rotation-curve contributions given roughly by

Equations 2.2.4 and 2.2.7, respectively.

Persic and Salucci combine rotation curves from optical and radio spec-

troscopy of �1100 spiral galaxies in [163]. Each rotation curve is scaled by

its value at the optical radius, v(ropt), expressed in terms of the dimensionless

radius xr � r=ropt, and sorted into one of 11 luminosity bins (according to their

I-band absolute magnitudes MI). The resulting average rotation curves for 6 of

their luminosity bins are shown in Figure 2.2 and are generally (but not exactly)


at beyond the optical radius (xr & 1), suggesting the presence of DHs. They

share a common pro�le with radial-dependent slopes that vary monotonically

as a function of luminosity. Rubin and her collaborators recognized this trend
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Figure 2.2: Average rotation curves (error bars) for 50{100 spiral galaxies of
similar luminosity are shown in each panel, with the average I-band magnitude
(hMIi) indicated for each ensemble. Fits to the luminous-disc (dotted lines)
and dark-halo (dashed lines) contributions add in quadrature to yield universal
rotation curves (solid lines) that follow the data remarkably well. The data
(spanning a range that covers a factor of �75 in luminosity) and �ts are scaled
to the rotational velocity at the optical radius, v(ropt), and are plotted as a
function of the dimensionless radius xr � r=ropt. Discrepancies between the
�ts and data at low radius for the higher-luminosity bins (lower panels) are
likely due to the in
uence of central, luminous bulges not accounted for by the
�ts. Regardless, each panel’s rotation curve clearly demonstrates the need for
a dark-halo contribution beyond the optical radius. Figure adapted from [163].

in the mid-1980s and proposed a luminosity-dependent universal rotation curve

for spiral galaxies [166, 167] that was later validated by Persic and Salucci with

a sample of �60 spirals [168]. Based on the much larger sample in [163] and

represented in Figure 2.2, the respective LD and DH URC components are

vld(r) = v(ropt)

�
�d

1:97 x1:22
r

(x2
r + 0:782)1:43

�1=2

; (2.2.8)

and

vdh(r) = v(ropt)

�
(1� �d)(1 + �2

r)
x2

r

(x2
r + �2

r)

�1=2

; (2.2.9)
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where �d is the disc mass fraction at the optical radius and �r is the DH core

radius in units of ropt. This form for vld approximates an exponential disc and

is only valid for 0.04ropt < r � 2ropt. The full URC is given by the quadrature

sum of vld and vdh, and �ts the average rotation-curve data in Figure 2.2 for

�d = 0:72 + 0:44 log10(
L

L�

); and

�r = 1:5

�
L

L�

�1=5

: (2.2.10)

This URC �t follows the data with remarkable accuracy considering the lowest-

and highest-magnitude bins span a factor of �75 in luminosity. The LD con-

tribution is an insu�cient explanation of the data between ropt and 2ropt for all

ensemble averages, with the DH making an increasingly signi�cant contribution

as luminosity decreases.

The URC �t can be used to estimate the contributions to a spiral’s total

mass from its DH and LD components in terms of luminosity [154]. To this

end, it is necessary to de�ne an e�ective DH edge. It is common practice to

use r200, the radius at which the DH density is 200 times the critical density.

Based on the URC represented by Equations 2.2.8, 2.2.9 and 2.2.10, Persic and

Salucci �nd

r200 = 250

�
L

L�

�0:2

kpc; (2.2.11)

interior to which the total DH and LD masses are

Mdh ’ 2� 1012

�
L

L�

�1=2

M�; and

Mld ’ 1� 1011

�
L

L�

�1:3

M�; (2.2.12)

respectively [154]. The total mass-to-light ratio for a spiral galaxy is then

simply

�spiral = �dh + �ld; (2.2.13)
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where

�dh =
Mdh

L
’ 80

�
L�

L

�1=2

��; and

�ld =
Mld

L
’ 4

�
L

L�

�0:3

��: (2.2.14)

For an L�-luminosity spiral, the corresponding matter density relative to the

critical density (using Equation 2.1.5) is 
M ’ 0:074. This exceeds the allowed

budget for baryons in the Standard Cosmology, an indication that spiral-galaxy

DHs are composed of something other than dark baryons. It is also evident

that only a fraction of the total dark matter preferred by the cosmological

constraint on 
c (Equation 1.3.28) is bound in spiral galaxies; 
spiral . 0:1.

The Milky Way

Although Persic and Salucci’s URC provides convincing evidence of DHs in

spiral galaxies, it does not necessarily extend to our own galaxy. The possi-

bility of directly detecting dark matter with terrestrial detectors relies on the

existence of a DH in the Milky Way. In this section I review rotation-curve

and mass estimates for the Milky Way and explore implications regarding the

existence of a Galactic DH. The evidence presented here constitutes the best

reason for believing dark matter populates our local neighborhood and might

therefore be detectable here on Earth.

A compilation of rotational velocities for the Milky Way is shown in Fig-

ure 2.3. For radii interior to the Sun, the same kind of spectroscopy-based

techniques described above are used to map the velocity pro�le. For radii

beyond the Sun, however, doppler-shift-derived tangential velocities are less

reliable and tend to be inaccurate (e.g., notice the diamonds’ large error bars

in Figure 2.3). Our position within the Galactic disc|assumed to be at a

galactocentric radius of 8 kpc in Figure 2.3 and often referred to as the \solar

circle"|is roughly equal to the Milky Way’s optical radius and is therefore

near the outer edge of the LD. This is unfortunate as the DH’s contribution to
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Figure 2.3: A compilation of rotational-velocity measurements as a func-
tion of galactocentric radius for the Milky Way Galaxy. From left to right
(roughly), the di�erent symbols are: H I 21 cm line observations (4, [169]);
CO 2.2 mm line (�, [170]); H I 21 cm line (H, [171]); H II and CO spectroscopy
(�, [171, 172]); carbon-star spectroscopy (�lled triangles, [173]); H I disc thick-
ness (�, [174, 175]); and the big circle at �13 kpc is from precise parallax and
velocity observations of variable stars in the S269 star forming region [176]. The
Sun is indicated by the encircled bullet, with all data scaled to re
ect a solar
position and velocity of (r0, v�) = (8.0 kpc, 200 km/s). The data are available
at http://www.ioa.s.u-tokyo.ac.jp/�sofue/mw/rc2009/. A three component
rotation curve �t (red line) is (somewhat crudely) overlaid, with the individual
contributions from the luminous bulge (green line), disc and spiral arms (blue
line) and dark halo (black line) indicated as well. The �t includes only the H I
data from [174] at large radii. Figure adapted from [164].

the rotation curve is expected to be most signi�cant at radii beyond the disc

where circular-velocity measurements are di�cult.

One of the most reliable indications of a 
at rotation curve beyond the

solar circle results from observations of the S269 star forming region. A type

of triangulation technique called parallax is used to estimate the distance to

S269 from observations of its variable stars with the Very long-baseline inter-

ferometry Exploration of Radio Astrometry (VERA) telescope array [177, 176].

Stellar parallax refers to the change in a nearby object’s angular position in

64



2.2. GALACTIC DARK MATTER

the sky relative to a set of distant light sources due to the motion of the Earth.

The ratio of the observational baseline (the diameter of the Earth’s orbit) to

the parallax gives accurate distances for nearby stars up to several kiloparsecs

away. The VERA S269 parallax is one of the smallest ever measured, yield-

ing a 5% estimate of the distance to S269. Spectroscopy of the 22 GHz maser

emission from S269’s variables allows determination of the region’s rotational

velocity. The �nal result is shown as a single (large) �lled-in circle at �13 kpc

in Figure 2.3 and shares a commmon rotational velocity of �200 km s�1 with

the Sun depsite being 5 kpc further away from the center of the Galaxy. The

data strongly support a 
at rotation curve from approximately 3{18 kpc.

To better understand the size of the Milky Way’s DH, it is instructive to

�t for the individual contributions to its rotation curve. The rise in rotational

velocities toward the center of the Galaxy is indicative of a nontrivial contri-

bution from a luminous bulge (LB). To �t the data at all radii, it is therefore

necessary to include an LB component in addition to the LD and DH. A popu-

lar LB model has a surface brightness that follows the de Vaucouleurs law [178],

for which the surface mass density decreases quasi-exponentially with radius;

�lb(r) / exp

"
�7:67

 �
r

re

�1=4

� 1

!#
; (2.2.15)

where re is the half-light radius and is �0.5 kpc for the Milky Way [164]. To

follow the wavy nature of the data between �1{10 kpc, it is useful to model

the density 
uctuations caused by the Milky Way’s two spiral arms by adding

a perturbation to the LD’s exponential surface-density pro�le such that

�ld(r) / e�r=rD (1 + �(r; �)) ; (2.2.16)

where � is the polar angle in the plane of the disc, and � is a sinusoidal

function whose argument varies linearly with � and logarithmically with radius

(see [164] for more details). The DH density is assumed to be of the form

given in Equation 2.2.6. A simultaneous �t to the LB, LD and DH densities

yields the individual and combined rotation curves shown in Figure 2.3. Aside

from the dip at �3 kpc|thought to be caused by a bar (not accounted for
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in the �t) that joins the two spiral arms at the center of the Galaxy|the

�t generally follows the data and can be used for (rough) global estimates of

the Milky Way’s mass parameters. The total mass within a 20 kpc sphere is

2�1011M� (�10%), with �60% due to the DH density (see Table 3 in [164] for

further details). Although the DH contribution is subdominant and essentially

unnecessary interior to the solar circle, to reproduce the 
atness of the Milky

Way’s rotation curve at larger radii requires a signi�cant dark-matter density.

The shape of the DH �t shown in Figure 2.3 implies that this total-mass

estimate for the Milky Way is a lower limit. Persic and Salucci’s URC suggests

that an L�-luminosity spiral has a DH that extends to r200 ’ 250 kpc. Even

if the Milky Way’s luminosity is an order of magnitude lower, Equation 2.2.11

predicts r200 ’ 160 kpc, well in excess of the 20 kpc radius used above to derive

the (clearly crude) 60% DH total-mass fraction. The principle shortcoming is

a lack of high-radius observations due to a paucity of gas and stars in the LB

and LD beyond 20 kpc. Fortunately, the extended halo of the Milky Way is

not entirely dark. It hosts a number of globular clusters2 and satellite galaxies

whose velocities can be used (instead of blindly extending the URC �t beyond

20 kpc) for mass estimates of the Galaxy. Though highly model dependent and

accurate to only �50%, estimates dervied from astrometry of the Milky Way’s

globular clusters and satellite galaxies yield a total mass of �2�1012M� [179,

180].

An alternative method for judging the extent of the DH is to gauge the

depth of the Milky Way’s gravitational potential using high-velocity stars to

estimate its escape velocity. Unlike rotational velocities which have limited

sensitivity to the mass exterior to the solar circle, the escape velocity is sensitive

to the total mass of the Galaxy. Returning to the idea of a test particle in a

gravitational potential, the escape velocity vesc is the speed required for an

2Globular clusters are somewhat mysterious overdensities of stars usually found within
galactic halos. They often consist of several hundred thousand low-metallicity Pop II stars
tightly bound into a spherical ball tens of parsecs across and reaching a density of 100{1000
stars per cubic parsec near their cores. The Milky Way is believed to harbor �200 globular
clusters, while the largest galaxies at the centers of galaxy clusters can possess in excess of
10,000.
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object to have su�cient kinetic energy to (just) overcome a system’s (full)

gravitational potential energy:

1

2
mv2

esc =
GNmMtot

rvir

; (2.2.17)

where m is the mass of the test particle, Mtot is the total mass of the system

and rvir its virial radius. The virial theorem is discussed in Section 2.3.1 in the

context of galaxy clusters; for now it su�ces to note that a common convention

is to take rvir = r200 and to consider the virial radius the (e�ective) dynamical

extent of the DH. The escape velocity therefore depends on only the total mass

and size of the Galaxy;

vesc =

r
2GNMtot

r200

: (2.2.18)

vesc can be statistically inferred from the high-value tail of the stellar-velocity

distribution and, when coupled to a speci�c DH model, can be used to estimate

Mtot for the Milky Way.

The principle challenge in estimating the escape velocity is to �nd a sta-

tistically signi�cant sample of high-velocity stars. Most stellar catalogs consist

primarily of stars in the LD that are locked into (essentially) circular orbits.

They possess velocities that re
ect the mass interior to their orbits and rarely

exceed �200 km s�1. For this reason, high-velocity stars within the halo of the

Galaxy are better suited for estimating its escape velocity. Furthermore, halo

stars are more likely to possess large radial velocities, which can be measured

more accurately than tangential velocities.

Out of &52,000 stars in the RAdial Velocity Experiment (RAVE) 2006 [181]

and Beers et al. 2000 [182] catalogs, Smith and collaborators identify 33 halo

stars with radial velocities in excess of 300 km s�1 [183]. Using a likelihood

method that models the tail of the Milky Way’s stellar-velocity distribution as

a power law with an unknown exponent, they estimate (with a prior on the

exponent justi�ed by galactic simulations)

vesc = 544 km s�1; (2.2.19)
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which is the median value of their best-�t 90% con�dence interval:

498 < vesc < 608 km s�1: (2.2.20)

Unless otherwise stated, the escape velocity throughout this thesis is taken to

be 544 km s�1.

The 498 km s�1 lower limit is itself convincing proof of the existence of a

DH. From Equations 2.2.1 and 2.2.18 it is clear that the escape and rotational

velocities are related by a factor of
p

2. An expression for the escape velocity

in terms of the Sun’s rotational velocity (v�) is then

v2
esc = 2v2

� + 2GN

Z r>r0 �(r)

r
dV

= 2v2
� + 8�GN

Z r200

r0

�(r)rdr; (2.2.21)

where r0 is the radius of the solar circle. The currently favored value of v�

is 220�20 km s�1 [184]. The 240 km s�1 upper limit gives a value for
p

2v� ’
340 km s�1. This is signi�cantly less than 498 km s�1, implying that the second

term on the right-hand side of Equation 2.2.21 makes a nontrivial contribution

to the matter density outside the solar circle. Beyond the solar circle, the LB

and LD are too sparse to cause such a large discrepancy between vesc and
p

2v�.

Invoking a DH with properties similar to those described previously resolves

the apparent contradiction.

To estimate the total mass of the Milky Way from its escape velocity re-

quires speci�cation of a mass-distribution model. Assuming LB and LD models

with total masses similar to those obtained from the rotation-curve �t in Fig-

ure 2.3, Smith et al. employ a variety of DH models to estimate the total mass

and virial radius of the Milky Way. A popular model is the Navarro, Frenk and

White (NFW) halo pro�le in which

�dh /
1

r(ar + r)2
: (2.2.22)

Notice that the NFW density is in�nite at zero radius; this is what is known as

a cuspy DH. Allowing for adiabatic contraction of the NFW dark halo due to
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gravitational interactions with baryons in the LB and LD [185], Smith et al. �nd

Mtot = 1:42+1:14
�0:54 � 1012M�; and

r200 ’ 305+66
�45 kpc; (2.2.23)

consistent with estimates derived from globular-cluster and satellite-galaxy ve-

locities; Mtot ’ (2 � 1)�1012M� [179, 180]. Extending Persic and Salucci’s

URC results to the Milky Way, an estimate for its luminosity can be derived

from Equation 2.2.11:

Ltot =

�
r200

250 kpc

�5

L�

’ 2:7 L� = 6:8� 1010 L�: (2.2.24)

Combining Equations 2.2.23 and 2.2.24 gives a total mass-to-light ratio for the

Milky Way of �10{40 ��.
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2.2.2 The Tully-Fisher Relation

A superior method for estimating galactic luminosities from rotational ve-

locities is to use the Tully-Fisher Relation (TFR) [186]. Over the years the term

TFR has been loosely used to refer to the tight correlation between the value of

a disc galaxy’s rotational velocity (where its rotation curve is 
at, call it v
at)

and global parameters such as its total baryonic mass, stellar mass or luminos-

ity. Tully and Fisher originally observed a relationship between luminosity (in

terms of absolute magnitude) and v
at. Regardless of its particular form, a TFR

contains information similar to Persic and Salucci’s URC. However, instead of

using a speci�c galactic-mass model to relate global parameters to luminosity,

a global parameter such as luminosity is simply plotted as a function of v
at for

an ensemble of galaxies. When �t as a function of v
at, the resulting relation is

referred to as a forward TFR. When �t as a function of the global parameter

(e.g., v
at vs. luminosity), the relation is commonly referred to as an inverse

TFR. The forward TFR between luminosity and v
at is less model dependent

than the URC �t and should provide a more reliable estimate for the Milky

Way’s luminosity than the estimate in Equation 2.2.24.

To gain a better understanding of how v
at (and therefore the TFR) relates

to a galaxy’s DH, it is useful to consider the simplest possible DH model, a

spherically symmetric isothermal sphere of ideal gas (see [18] for a detailed

discussion). For the purposes of this discussion, whether the gas particles are

dark baryons or nonbaryonic dark matter is irrelevant. An isothermal velocity

distribution is isotropic. It has a velocity dispersion � that is independent of

radius and relates the gas pressure to its density;3

p = �(r)�2: (2.2.25)

Hydrostatic equilibrium requires the pressure force to balance the gravitational

3Note that the symbol � is used to represent several unrelated quantities throughout
this thesis. Rather than awkwardly invent a new symbol each time a � is called for by the
literature for a particular subject, I chose to conform to popular conventions. Particular care
should be taken to note the context in which � is used in each instance. In many cases a
subscript helps to avoid confusion.
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force (per unit volume), such that

�dp

dr
= ��2 d�

dr
=

GNM(r)

r2
�(r); (2.2.26)

where M(r) is obtained by integrating �(r) over a sphere with radius r. The

solution to Equation 2.2.26 is nontrivial and generally requires a numerical

rather than analytic approach. However, at large radii the density approaches

�(r) / 1=r2. Substituting this form into Equation 2.2.26, an expression for the

total mass as a function of radius can be found without knowing the propor-

tionality constant;

M(r) =
2�2r

GN

: (2.2.27)

Comparing this to Equation 2.2.1, the value of a galactic rotation curve where

it is 
at can be related to an isothermal DH’s velocity dispersion;

v
at =
p

2�: (2.2.28)

The TFR between luminosity and v
at directly relates a galaxy’s luminosity to a

fundamental property of its DH. That the DH’s velocity dispersion is larger for

more luminous galaxies re
ects the gravitational in
uence of a larger DH. Disc

galaxies with larger DH’s have deeper gravitational wells that are (apparently)

more e�ective at causing visible matter to collapse into luminosity-producing

star forming regions.

The I-band luminosity TFR for a sample of .100 disc-dominated galaxies

selected from the SDSS 2002 main galaxy catalog [132] is shown in Figure 2.4.

The best-�t forward TFR relation is [187]

LI = (1:8� 0:1)

�
v2:2

149:6 km s�1

�2:60�0:13

� 1010L�; (2.2.29)

where v2:2 is the rotational velocity at 2.2 times the disc-scale length and can

be considered equivalent to v
at. Substituting v2:2 = v� = 220� 20 km s�1 into

Equation 2.2.29 yields a prediction for the Milky Way’s total luminosity;

Ltot ’ (5:0� 0:5)� 1010L�; (2.2.30)
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Figure 2.4: The Tully-Fisher Relation (TFR) between the logarithm of the
I-band luminosity (in solar units) and the logarithm of the rotational velocity
at 2.2 times the disc-scale length for .100 disc-dominated galaxies from the
SDSS 2002 main galaxy catalog [132], overlaid with the best-�t forward TFR
given by Equation 2.2.29. Circles (squares) represent galaxies that are more
blue (red) relative to the average color of the full sample, while triangles are
of intermediate color. The luminosity range corresponding to the Milky Way’s
220 � 20 km s�1 rotational velocity is indicated by a red cross. The best-�t
inverse TFR is shown as a dotted line. Figure adapted from [187].

which is indicated by the red cross in Figure 2.4 and is similar to Equa-

tion 2.2.24. Dividing Mtot from Equation 2.2.23 by Equation 2.2.30, yields a

mass-to-light ratio for the Milky Way of �15{55 ��. Extending to the Universe

as a whole, this corresponds to a matter density of 1.5{5% of the critical den-

sity. This is roughly consistent with the URC results quoted in Equation 2.2.14.

If the relative contributions to total mass implied by Equation 2.2.12 hold true

for the Milky Way, >90% of the Milky Way’s total mass is from dark particles

(whether baryonic or exotic) in its halo.
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2.2.3 Elliptical Galaxies

Though less relevant than spirals regarding the local dark-matter density,

elliptical galaxies have traditionally played an important role in our under-

standing of galactic dark matter. Ellipticals are ellipsoidal in shape, ranging

from perfect spheres to highly 
attened ellipsoids, and exhibit a wider range

of sizes and total masses than spirals. Despite their Hubble-sequence classi�-

cation as early-type galaxies, ellipticals are thought to be near the endpoint

of the galactic-evolution scale, consisting primarily of older, yellow-red Pop II

stars. They exhibit a nearly featureless surface brightness, not dissimilar to

the LBs of spirals, with luminosity pro�les that are (generally) well described

by S�ersic’s 1=n law [188] in which the surface brightness is given by

I(r) / exp

"
�bn

 �
r

re

�1=n

� 1

!#
: (2.2.31)

n is a variable index and the constant bn is chosen such that re is the radius

containing one-half of the projected light: bn ’ 2n� 0:324 [189]. Substituting

n = 4 returns the de Vaucouleurs law used in the previous section to model the

LB of the Milky Way. The most luminous ellipticals tend to have larger S�ersic

indices, while dwarf ellipticals have exponential luminosity pro�les similar to

the discs of spirals with n ’ 1 [190].

While techniques similar to those used for spirals are available for luminosity

estimates, measuring an elliptical’s total dynamical mass is less straightforward.

Ellipticals are pressure-supported, triaxial stellar systems in which most of the

support against gravitational collapse is due to essentially random motions

rather than ordered rotation, as in the discs of spirals. Inferring an ellipti-

cal’s mass distribution from stellar kinematics is complicated by geometric and

rotational e�ects as well as by possible velocity-dispersion anisotropies [191].

Emissions from gaseous regions have been used to trace mass distributions for

elliptical galaxies. Spectroscopic observations of H� lines from warm gas (in

their cores) and the 21 cm line from neutral hydrogen (at larger radii) indicate

mass-to-light ratios that increase radially, due (presumably) to the presence of

dark halos [192].
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Most ellipticals harbor halos of x-ray-emitting ionized gas that extend to

radii well beyond their central stellar regions and can be used to trace their mass

distributions. The free electrons and ions undergo thermal bremsstrahlung

in which inter-electron and electron-ion collisions release photons with ener-

gies that scale according to their gravitationally-induced velocities. The host

galaxy’s gravitational potential exerts enough force on the gas to induce veloc-

ities characterized by x-ray temperatures (kT ’ 1 keV). The precise interplay

between an elliptical’s total mass and x-ray temperature can be understood

by considering its gas content to be in hydrostatic equilibrium (as in Equa-

tion 2.2.26). The gas pressure is related to its density through the ideal gas

law;

pg(r) =
kT (r)�g(r)

�gmp

; (2.2.32)

where T (r) is the x-ray temperature of the gas, �g ’ 0:6 is the mean molecular

weight [193] and mp is the mass of the proton (such that the product �gmp gives

the mean mass per ionized-gas particle). Substituting this into Equation 2.2.26

gives

� d

dr

�
kT (r)�g

�gmp

�
=

GNM(r)

r2
�g; (2.2.33)

which can be rearranged to express the total mass in terms of the radial-density

and -temperature gradients of the gas [191];

M(r) = � kT (r)r

GN�gmp

�
d ln �g

d ln r
+

d ln T (r)

d ln r

�
: (2.2.34)

The distribution of gas in ellipticals is often close to isothermal such that the

second term in Equation 2.2.34 is negligible compared to the density gradient,

and the system is well described by a single (global) temperature T . When

modeling speci�c elliptical galaxies, it is common practice to parameterize the

gas according to a �-model [194] with density

�g /
1

(1 + (r=rc)2)3�=2
; (2.2.35)

where � and rc are free parameters. Fitting the �-model to an elliptical’s x-

ray surface-brightness pro�le and temperature allows determination of its mass
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pro�le via Equation 2.2.34. Since an elliptical’s halo gas contributes negligibly

to its gravitational potential, M(r) can be modeled independently of �g as

a sum of stellar and DH components. For the isolated elliptical NGC 7785,

the authors in [191] model the stellar component according to S�ersic’s law in

Equation 2.2.31, with n = 3:8 and re = 5:6 kpc. They employ the Burkert DH

model [195] in which the density is given by

�dh =
�0a3

r

(r + ar)(r2 + a2
r)

; (2.2.36)

and for which the mass pro�le has the form

Mdh(r) = (2.2.37)

6:4�0a3
r

�
ln (1 + r=ar)� tan�1 (r=ar) + 1

2
ln
�
1 + (r=ar)

2�� :

Their best-�t model is compared to NGC 7785’s x-ray-determined mass pro�le

in Figure 2.5. The evidence for a signi�cant dark halo is dramatic.

A less model dependent argument for the existence of dark halos in ellip-

ticals can be derived from the relationship between their x-ray temperatures

and stellar velocity dispersions (��). If an elliptical’s mass is due entirely to

stellar material, its stars and gas should be characterized by similar velocity

dispersions. Relating the temperature of an ideal gas to its velocity disper-

sion through Equations 2.2.25 and 2.2.32, the square of the stellar velocity

dispersion should therefore be proportional to the temperature of the gas;

�2
� =

kT

�gmp

: (2.2.38)

However, if a dark halo contributes nontrivially to an elliptical’s gravitational

potential, the x-ray temperature of ionized gas in its halo will be elevated rel-

ative to the temperature expected from the in
uence of the stellar component

alone. Since an elliptical’s stellar component is so centrally concentrated, where

the dark-halo density tends to be less in
uential, the stellar velocity dispersion

will not necessarily re
ect the full gravitational potential of the extended halo.

Consequently, the relationship between T and �� is expected to be softer in the
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Figure 2.5: Mass pro�le for the isolated elliptical galaxy NGC 7785 as measured
from its x-ray temperature and surface brightness (error bars) as a function of
galactocentric radius scaled to the half-light radius of the best-�t 1=n S�ersic
stellar component (red dotted line), with re = 5:6 kpc and n = 3:8. The best-
�t (combined) stellar and dark-halo mass pro�le (black solid line) includes a
signi�cant contribution from a Burkert halo (blue dashed line). The total mass
pro�les for an NFW halo (blue solid line) and for the Modi�ed Newtonian
Dynamics (MOND) [196, 197] framework (red solid line) are shown as well.
Figure taken from [191].

dark-halo scenario, with T / ��
� and � < 2. This is precisely what Davis and

White observe for a sample of 27 elliptical galaxies with x-ray temperatures

between �0.5 and 2 keV [198]. The data are shown in Figure 2.6 compared to

Equation 2.2.38, and clearly exhibit temperatures in excess of those expected

from their stellar velocity dispersions. The best-�t T versus �� relationship

prefers � = 1:45 � 0:20, indicating the presence of dark halos in these ellip-

tical galaxies. This relationship between gas temperature and stellar velocity

dispersion is often expressed in terms of the �-model’s exponent [199];

� =
�gmp�2

�

kT
; (2.2.39)

the ratio between the stellar kinetic energy and the thermal energy of the

gas. For a stellar-dominated elliptical � ’ 1, whereas for an elliptical with an

extended dark halo � < 1. � ’ 0:5 for Davis and White’s sample.

76



2.2. GALACTIC DARK MATTER

Figure 2.6: The x-ray temperatures for �30 elliptical galaxies versus their stel-
lar velocity dispersions. The data prefer T / �1:45�0:20

� (solid line) over the
T / �2

� relationship (dashed line) in which the ellipticals’ gravitational poten-
tials are due entirely to their stellar content, indicating the presence of dark
halos. The three kT > 2 keV galaxies (with labels) were excluded from the �t
due to suspected temperature contributions from x-ray binaries or active galac-
tic nuclei (rather than by di�use, ionized halo gas). Figure taken from [198].

Unlike spirals, generalization of the properties of elliptical-galaxy dark halos

has traditionally been di�cult due to their morphological variability. It has be-

come common practice to consider ellipticals in statistically-limited subclasses,

or on a case-by-case basis. The advent of modern x-ray observatories (e.g., the

Chandra [201] and XMM-Newton [202] satellites) has (somewhat) improved the

situation by allowing for detailed studies of elliptical-galaxy temperature pro-

�les for larger samples. Analyses based on Chandra and XMM-Newton x-ray

data tend to �nd 0:5 < � < 1 (see, e.g., Figure 9 in [203] or Figure 11 in [200]).

The improved resolution of these modern x-ray observations also allows de-

duction of the radial dependence of elliptical-galaxy mass-to-light ratios. As

illustrated for several ellipticals in Figure 2.7, they (almost universally) tend

to increase with radius, suggesting the presence of dark halos [204].
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Figure 2.7: Mass-to-light ratios (in solar units) for several elliptical galaxies
as a function of galactocentric radius. Data are derived from Chandra and
XMM-Newton x-ray temperature pro�les and optical photometry. The black
error bars correspond to extended x-ray galaxies (EXGs) in which the x-ray
temperatures and intensities increase with radius, while the red error bars cor-
respond to compact x-ray galaxies (CXGs) in which the temperature pro�les
are constant or decline with radius. The presence of dark halos in the two EXG
ellipticals is unmistakable. Figure taken from [200].

2.3 Dark Matter in Galaxy Clusters

Although evidence for the existence of galactic dark matter is convincing,

the matter density inferred from spiral- and elliptical-galaxy mass-to-light ra-

tios using the Oort method (
M . 0:1) is roughly a factor of 3 lower than is

preferred by the Standard Cosmology (
M ’ 0:3). A signi�cant fraction of the

Standard Cosmology’s nonbaryonic dark-matter density is unaccounted for in

direct observations of the gravitational e�ects of dark matter on galactic scales.

Galactic-matter distributions are evidently not representative of the Universe

at large. To make the connection between the cosmologically preferred and lo-

cally observed matter densities requires sampling spatial volumes large enough

for the Standard Cosmology’s homogeneity assumption to be valid.
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Galaxy \groups" are the next largest gravitationally bound systems in

the Universe. Over half of the nearest galaxies appear to be members of

groups [205]. A typical group consists of several galaxies (2{50) occupying a

spatial volume a few megaparsecs across, with a total mass of �1012{1013M�.

The Milky Way and Andromeda galaxies are the largest members of the Local

Group, which hosts &30 galaxies and spans &2 Mpc [206]. In addition to their

galactic content, groups contain baryons in the form of intergalactic gas and ap-

pear to posses signi�cant dark halos. Mass-to-light ratios for a sample of �200

galaxy groups are plotted as a function of their galactic velocity dispersions in

Figure 2.8. The average mass-to-light ratio for this sample is consistent with


M & 0:1 [207]. As is clear from the spread of values in Figure 2.8, applying

the Oort method to groups is problematic. This is partly due to their low mem-

ber statistics and the correspondingly high probability of skewed results due to

contamination by nonmember galaxies (sometimes called \interlopers") [208].

Furthermore, the virial method (see below) used to estimate the group masses

in Figure 2.8 relies on the assumption that they are gravitationally relaxed, or

virialized. Groups, however, often possess highly irregular morphologies that

suggest they are far from virialization [209]. It is also likely that groups are

generally too small to be considered representative of the Universe as a whole.

Galaxy clusters are the largest gravitationally bound objects in the Uni-

verse. Like groups, they consist of galaxies, intracluster gas and dark matter,

all orbiting a common center of mass in a roughly spherical con�guration. They

can contain as few as 50 or as many as several thousand galaxies. Clusters (or

groups) are said to be \rich" or \poor" if they have more of fewer member galax-

ies than average, respectively. Dense clusters tend to have a higher fraction of

elliptical and lenticular4 galaxies, while sparse clusters favor spirals [210]. Clus-

4According to the Hubble-sequence classi�cation scheme, lenticular galaxies are an in-
termediate galaxy type that falls between the elliptical and spiral types. Lenticulars have
prominent bulges and discs, but lack well-de�ned spiral arms. Regarding stellar content,
lenticulars have more in common with ellipticals than spirals; they tend to contain older
stars, few or no active star forming regions, and are often di�cult to distinguish (observa-
tionally) from highly 
attened ellipticals. Due to their similarity, lenticulars and ellipticals
are commonly referred to (somewhat ironically) as early-type galaxies, while spirals are some-
times called late-type galaxies.
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Figure 2.8: Mass-to-light ratios (in solar units scaled to the dimensionless Hub-
ble constant) for a sample of �200 galaxy groups plotted versus their galactic
velocity dispersions. The large spread of values is indicative of the systematic
di�culties inherent to galaxy-group virial-mass estimates. Rich groups with at
least six member galaxies are displayed in the inset. Figure taken from [207].

ters have total masses that range from �1013M� to several times 1015M�,

and diameters that vary from a few to tens of megaparsecs. For further details

regarding the general properties of galaxy clusters, I refer the interested reader

to Biviano’s excellent review (given from a historical perspective with over 500

references) of cluster-based science in [211].

As was the case for galactic dark matter, the study of cluster dark matter

relies on accurately measuring total dynamical mass. Since mass is not a di-

rect observable for clusters, a mass proxy is used to infer the extent of their

gravitational potentials. There are four widely used methods for estimating

cluster mass via a proxy: 1)the virial theorem makes use of galactic velocity

dispersion; 2)x-ray emission utilizes the x-ray temperature or luminosity of in-
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tracluster ionized gas; 3)gravitational lensing uses luminosity distortions; and

4)the Sunyaev-Zel’dovich (SZ) e�ect [212] relies on observations of CMB pho-

tons. A truly staggering body of literature exists for each technique. Rather

than attempt a comprehensive review, for each method I will outline the tech-

nique and discuss a few representative results. Where appropriate, implications

for the Standard Cosmology are discussed. Similar to the BAO results in Sec-

tion 1.3.4, the global properties of clusters are primarily sensitive to 
M due

to the limited number of cluster observations at high redshifts. However, when

combined with the CMB and BBN preferred value of 
b, cluster observations

con�rm the existence of a signi�cant nonbaryonic-matter density pervading the

large-scale structure in the Universe.

2.3.1 The Virial Theorem

The virial theorem relates a cluster’s kinetic and potential energies, allowing

deduction of the cluster’s dynamical mass from its (relatively) easily observed

galactic velocities. The following discussion (loosely) follows the treatment

in [18]. Consider a cluster of galaxies with masses mi and individual, nonrela-

tivistic velocities ~vi. The cluster density is position dependent, � � �(~x), and

has an average density �b. The Hamiltonian for the cluster can be written as a

sum of its kinetic and potential energies;

H =
1

2

X

8i

mia
2v2

i �
1

2
GNa5

Z
dV1 dV2

(�(~x1)� �b)(�(~x2)� �b)

j~x1 � ~x2j
; (2.3.1)

where the factor of 1=2 in front of the potential-energy term corrects for double

counting in the integral, and a is the scale factor introduced in Section 1.2.1.

Equation 2.3.1 can be rewritten in terms of the kinetic and potential energies

per unit mass;

H =Mtot (K +W) ; (2.3.2)
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where

Mtot =
X

8i

mi = a3

Z
dV �b;

K =
1

2

P
mia

2v2
iP

mi

=
1

2
�2; and

W = �1

2
GNa2�b

Z
dV

�(x)

x
: (2.3.3)

� is the dimensionless two-point correlation function as in Section 1.3.4, and �

is the velocity dispersion of the cluster’s mass components. Since the velocity

dispersion is a mass-weighted average, it can be derived from a representative

subcomponent of the cluster. Provided the cluster’s galaxies fairly sample the

total-mass distribution, � can be estimated from galactic velocities alone. The

energy equation equates the total and partial time derivatives of the Hamilto-

nian;
dH
dt

=
@H
@t

; (2.3.4)

where the partial derivative is performed at �xed positions, ~xi, and momenta,

~pi = mia
2~vi. The right-hand side of Equation 2.3.4 can be evaluated by noting

that

W / a2�b = a2 Mtot

a3
R

dV
/ a�1; and

K =
1

2Mtot

X

8i

j~pij2
2mia2

/ a�2; (2.3.5)

such that @W=@t = � _aW=a and @K=@t = �2 _aK=a. Equation 2.3.4 can there-

fore be written as
d

dt
(K +W) +

_a

a
(2K +W) = 0; (2.3.6)

a form commonly referred to as the Layzer-Irvine equation [213]. If the cluster

has relaxed to dynamical equilibrium it is said to be virialized, and the �rst

term in Equation 2.3.6 is e�ectively zero. Under the assumption of virialization,

the Layzer-Irvine equation reduces to

2K = �2 =W / Mvir

rvir

; (2.3.7)
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where rvir is the cluster-centric radius inside of which virialization holds true,

and Mvir is the corresponding enclosed (total) dynamical mass of the cluster.

Equation 2.3.7 is known as the virial theorem.

Among the earliest virial measurements were Zwicky and Smith’s mass es-

timates for the Coma and Virgo clusters, respectively [135, 136, 214]. Scaled

to the currently accepted value of the Hubble constant, they found MComa &

3:3�1014M� and MVirgo ’ 7:7�1014M� [208]. Zwicky deduced a mass-to-

light ratio for the Coma cluster more than two orders of magnitude in excess

of the known value (at the time) of the stellar mass-to-light ratio. He brie
y

commented that the discrepancy merited further investigation [136]. Smith

compared his estimate of the Virgo cluster’s mass to Hubble’s estimate for the

average mass of a galaxy, or what they referred to at the time as a \nebula."

He found a similarly sized discrepancy and concluded [214],

The di�erence between this result and Hubble’s value for the av-
erage mass of a nebula apparently must remain unexplained until
further information becomes available. . . It is also possible that both
values are essentially correct, the di�erence representing interneb-
ular material, either uniformly distributed or in the form of great
clouds of low luminosity surrounding the nebulae. . .

The nature of Smith’s internebular material is a mystery to this day. These

early applications of the virial theorem are now recognized as the �rst hints

that dark matter pervades the large-scale structure of the Universe.

In practice, application of the virial theorem is complicated by the fact

that a cluster’s full 3-dimensional structure is inaccessible to the observer. The

principle observables are the projected number-density pro�le, N(R), and the

line-of-sight velocity dispersion of the cluster’s member galaxies, �p(R). A

popular technique for disentangling the virial mass from N(R) and �p(R) is

the Jeans method (see [215] for a detailed derivation). Except where otherwise

noted, the following discussion follows Biviano’s summary of the Jean’s method

in [216], and spherical symmetry is assumed. The �rst step of the (direct) Jeans

method involves deprojecting the observables. The number-density pro�le can
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be deprojected via a straightforward Abel inversion [217];

n(r) = � 1

�

Z 1

r

dN(R)

dR

dRp
R2 � r2

; (2.3.8)

where r and R are the 3-dimensional and projected 2-dimensional radii, respec-

tively. Deprojecting the velocity dispersion is complicated by the anisotropy

pro�le

�a(r) � 1� �2
t (r)

�2
r(r)

; (2.3.9)

where �t and �r are the tangential and radial velocity dispersions, respectively.

For an isotropic velocity distribution �a = 0, and the radial velocity dispersion

is given by

�2
r(r) = � 1

�n(r)

Z 1

r

d
�
N(R)�2

p(R)
�

dR

dRp
R2 � r2

: (2.3.10)

Deprojecting �p(R) into either �r or �t for a nonzero anisotropy pro�le is pos-

sible but signi�cantly more complicated (see, e.g., Equations 10 and 29{33

in [218]). With the observables deprojected, the mass pro�le can be deter-

mined from a specialized form of the collisionless Boltzmann equation [219]

known as the stationary Jeans equation [218];

r �
�
nb�2

�
= �nr�; (2.3.11)

where � is the gravitational potential and b�2 is the velocity-dispersion tensor.

Equation 2.3.11 is valid provided the cluster is gravitationally relaxed. It is

essentially a di�erentiated form of the virial theorem in which the mass pro�le

of a system (� / M(r)) is related to its velocity-dispersion pro�le. After

imposing spherical symmetry, the stationary Jeans equation can be rewritten

to express the mass pro�le in terms of the (deprojected) number-density, radial

velocity-dispersion, and anisotropy pro�les;

M(r) = �r�2
r(r)

GN

�
d lnn(r)

d lnr
+

d ln�2
r(r)

d lnr
+ 2�a(r)

�
: (2.3.12)

Generally, M(r) cannot be deduced directly from observations because �a

is unknown. Either M(r) can be determined given �a(r), or �a(r) can be
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determined given M(r). Sometimes referred to as the \mass-anisotropy" de-

generacy, this is usually an intractable problem with the direct Jeans method

outlined above [216]. A popular solution is to take an inverse approach and

assume functional forms for n(r), �r(r), and �a(r) [220]. The observed number-

density and radial velocity-dispersion pro�les are matched to these forms by

�nding the best-�t parameters that satisfy

N(R)�2
p(R) = 2

Z 1

R

�
1� �a(r)

R2

r2

�
n(r)�2

r(r)rdrp
r2 �R2

: (2.3.13)

The mass pro�le can then be derived from Equation 2.3.12. A number of

inverse Jeans methods of this sort can be found in the literature. A more

general technique developed by van der Marel et al. assumes a 5-parameter

form for N(R), a constant value for �a, and a mass-density pro�le

�(r) =
�0

(r=ar)

 [1 + (r=ar)]

3�
 ; (2.3.14)

where �0, ar and 
 are free parameters that describe the properties of a clus-

ter’s dark halo [221]. When 
 = 1 this expression for �(r) is identical to the

NFW pro�le in Equation 2.2.22. A third method models N(R) and �a(r), and

assumes �(r) / n(r) [222].

Each inverse Jeans method has certain advantages as well as shortcomings,

but all tend to overestimate the virial mass of a cluster. The exclusion of a

cluster’s outermost galaxies|observational data tend to not extend to the very

edge of the cluster|is an �20% e�ect [223]. Most modern virial-mass estimates

include the so-called \surface-term" correction (see, e.g., Equation 8 in [222])

to account for the excluded galaxies. A more serious systematic has to do with

an apparent disparity between the velocity distributions of early- and late-type

member galaxies (e.g., ellipticals and spirals, respectively). While early-type

galaxies are largely virialized with isotropic orbits, late-type galaxies are often

found in radial orbits that are indicative of recent infall into the cluster and

are therefore in violation of the virialization assumption [224]. The inclusion

of late-type galaxies in a sample tends to bias �p high and can cause as much

as a 25% overestimate of Mvir [225].
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Figure 2.9: Mass-to-light ratios for a variety of galaxy-system samples as a
function of their virial masses. The di�erent labels represent: CL, sample of
119 clusters; PS, sample of 43 rich groups and poor clusters; HG, sample of 475
groups identi�ed with a hierarchical technique; and PG, sample of 513 groups
identi�ed with a percolation technique (see [226] for further details regarding
the hierarchical and percolation group-�nding methods). The PG and HG
labels followed by the numbers 5 or 7 are subsets with at least 5 or 7 galaxy
members, respectively. The error bars are 90% con�dence intervals, while the
circles indicate mean values. Figure taken from [227].

Average virial-mass estimates for several galaxy-system samples are shown

in Figure 2.9. Each error bar represents a particular cluster or group sample,

with labels as explained in the following list:

� CL, 119 clusters selected from [222], each with at least 30 member galax-

ies. Galactic luminosities for 89 clusters were derived from the COSMOS

catalog [228], while for 52 clusters the Revised APS catalog [229] was

used. The 22 clusters with magnitudes in both catalogs were used to

cross-calibrate luminosities for the full sample.
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� PS, a total of 43 poor systems consisting of 36 poor clusters (with 4

or more member galaxies) selected from [230] and 7 rich groups selected

from [231]. Luminosities were obtained from the COSMOS and Revised

APS catalogs.

� HG (PG), 475 (513) loose groups chosen from Giuricin et al.’s Nearby

Optical Galaxy catalog [226] based on hierarchical (percolation) identi�-

cation of groups from the Lyon-Meudon Extragalactic Database of galax-

ies [232]. Rich subsets are indicated in Figure 2.9 by the addition of a

5 or 7 in the label, indicating that all groups within the subset have at

least 5 or 7 member galaxies. The HG and PG samples are not mutually

exclusive.

Virial-mass estimates for the CL and PS samples were performed using the

inverse Jeans methods outlined in [222] and [233], and include the surface-term

correction mentioned above. Estimating mass for the HG and PG samples is

complicated by their low member statistics and uncertainty concerning the de-

gree to which the virialization assumption is valid. To account for the HG and

PG groups’ dynamical states, their virial-mass estimates were further corrected

according to simulations of the collapse of galaxy systems within an expand-

ing spacetime [234]. The average accuracy of the �nal mass estimates for all

samples is approximately 40%.

Figure 2.9 also shows each sample’s mass-to-light ratio. The requisite lu-

minosity measurements are no less complicated than the virial-mass estimates;

I refer the interested reader to [227] for further details. The CL sample con-

sists of the largest systems considered in the study and is therefore the most

likely to be representative of the Universe as a whole. Applying the Oort

method to its mass-to-light ratio yields 
M ’ 0.15{0.18, a range that is still

somewhat short of the value preferred by the Standard Cosmology (
M ’
0:27). The value of the luminosity density used to estimate �c (see Equa-

tions 2.1.3 and 2.1.4) could be the source of the discrepancy. Values as low as

L = 1:65�108 h L� Mpc�3 [235] and as high as L = 2:9�108 h L� Mpc�3 [236]

are consistent with the 1� con�dence intervals reported in the literature. Cor-
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Figure 2.10: Individual (black dots) and average (90% C.L. error bars) mass-
to-light ratios as a function of virial mass for a combined sample of 294 galaxy
clusters and groups, compared to Kau�mann et al.’s �CDM (solid line) and
�CDM (dashed line) theoretical predictions [239]. The former is roughly con-
sistent with the Standard Cosmological model, while the latter is a high-density
model with 
M = 1. Figure taken from [227].

recting the CL Oort estimate to the latter yields an upper limit of 
M ’ 0:27,

which agrees with the cosmologically preferred value to within measurement

errors. A more recent measurement based on high-quality photometric data

for �10,000 galaxies from the Millennium Galaxy Catalogue [237] �nds L =

(1:99 � 0:17)�108 h L� Mpc�3 [238]. The corresponding upper limit on 
M

based on Girardi et al.’s CL mass-to-light ratio is 
M ’ 0:21.

A more likely resolution to this apparent discrepancy between the cosmo-

logically preferred and cluster-derived values of 
M is that the Oort method

used to derive the latter is too na��ve in its assumptions [227]. The data in

Figure 2.9 appear to support a correlation between � and Mvir. To test this

notion, Girardi et al. de�ne a combined sample of 294 clusters and groups that

includes the entire CL and PS samples, and all groups common to the both the

PG and HG samples that have at least 5 members. Fitting in the mass versus
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luminosity plane, they �nd [227]

Mvir

M�

= 10�1:6�0:4

�
L

L�

�1:34�0:03

: (2.3.15)

The statistical signi�cance for a luminosity exponent >1 is undeniable; as

shown in Figure 2.10, the data support a mild correlation between � andMvir.

Clearly the Oort method is insu�cient for reconciling this trend with the cos-

mologically preferred value of 
M. Simulations of CDM structure formation,

however, successfully reproduce the observed behavior [239, 240]. In particu-

lar, Kau�mann et al.’s �CDM theoretical prediction compares favorably with

the virial-mass-binned mass-to-light ratios of Girardi et al.’s combined sam-

ple. The comparison in shown in Figure 2.10 and is based on a value for

L ’ 2�108 h L� Mpc�3 [241], for which the Oort method yields 
M ’ 0:18 for

the CL sample. Using the lower value for L given in Equation 2.1.3 causes the

�CDM prediction to overestimate � by �50{100% while retaining the overall

trend as a function of virial mass [240] (see, e.g., Figure 12 in [227]).

2.3.2 X-Ray Emission

Like elliptical galaxies, clusters are permeated by x-ray emitting ionized

gas that can be used to trace their gravitational potentials. The methodology

for estimating cluster mass from x-ray temperature is essentially the same as

was described in Section 2.2.3 for elliptical galaxies. Assuming the gas is in

hydrostatic equilibrium, the mass pro�le can be derived from Equation 2.2.34

by modeling the gas density according the �-model given in Equation 2.2.35.

However, due to the relative size of clusters compared to galaxies, the angu-

lar resolution available with current x-ray observatories makes it possible to

characterize the temperature’s radial dependence in far greater detail than is

possible for elliptical galaxies; dT=dr can be precisely measured. This opens

up the possibility for more sophisticated analyses.

One use of cluster-mass estimates derived from x-ray temperatures is as an

independent con�rmation of optically-based virial estimates, thereby substan-

tiating any conclusions based on the latter regarding the Standard Cosmology
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and dark matter. Obtaining enough statistics for such a comparison can be dif-

�cult as there is no guarantee that clusters identi�ed from optical surveys (e.g.,

the SDSS [130]) will have corresponding signatures in x-ray surveys (e.g., the

ROSAT (R�ontgensatellit [242, 243]) All Sky Survey, or RASS [244]) and vice

versa. Girardi et al. compare x-ray- and virial-mass estimates for 66 clusters

and �nd reasonable agreement between the two techniques (see, e.g., Figure 5

in [222]). Popesso et al. make a similar comparison based on a smaller but

more accurately measured sample of 16 clusters. They �nd a tendency for

virial masses to be overestimated relative to their x-ray counterparts, but only

by a factor of a few (see, e.g., Figure 1 in [225]).

It is worth noting that a cluster’s x-ray luminosity Lx is also a useful mass

proxy. Analyses of large samples of galaxy groups and clusters support the in-

terchangeability of x-ray luminosity and temperature through the simple scaling

relation Lx / T 3 [245, 246, 247]. This is a manifestation of clusters’ so-called

\self-similar" nature. Since gravity has no preferred scales, if gravity alone

determines the thermodynamic properties of the intracluster gas, clusters of

di�erent sizes should be scaled versions of one another, or self-similar [248].

With representative measurements from the literature, the expected self-similar

scaling relations for nearby clusters are [249, 250]:

� Mtot / T 3=2, the M{T relation. The logarithmic slope of this relation

has been measured to be roughly consistent with the expected 3=2 expo-

nent (see, e.g., Figures 2{3 in [251] or Figure 9 in [252]).

� Lx / T 2, the Lx{T relation. As mentioned above, the logarithmic slope

of this relation has been measured to be �3 (see, e.g., Figure 13 in [253],

Figure 8 in [246], or Figure 1 in [247]).

� Lx / M4=3
tot , the Lx{M relation. The logarithmic slope of this relation

has been measured to be �1.3{1.8 (see, e.g., Figure 6 in [245], Figure 11

in [254], or Figure 7 in [255]).

The observed variation in the logarithmic slopes of these scaling relations ap-

pears to be due (in part) to the inclusion or exclusion of x-ray observations
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from the clusters’ central-most regions. The intracluster gas harbored within

the cores of clusters is evidently dense enough for nongravitational e�ects to be

important, violating the na��ve gravity-only assumption from which the above

self-similar relations are derived. For example, if the central regions of clusters

are assumed to have been preheated prior to cluster collapse, subsequent radia-

tive cooling can lead to lower temperatures for a given (x-ray) luminosity [256].

When this is taken into account in structure-formation models, the expected

Lx{M and Lx{T logarithmic slopes respectively increase to 11=6 and 11=4, in

better agreement with observations [257].

More generally, cluster self-similar relations depend on the underlying cos-

mology of the Universe [258]. For example, the M{T relation at arbitrary

redshift is

Mtot /
T 3=2

E(z)
; (2.3.16)

where E(z) is the ratio of the Hubble parameter to the Hubble constant (origi-

nally de�ned in Equation 1.2.7). For a 
at spacetime with constant dark-energy

equation of state,

E(z) =
q


M(1 + z)3 + 
�(1 + z)3(1+w): (2.3.17)

The radiation term in Equation 1.2.7 has been dropped from this de�nition

of E(z) because 
R and the redshifts at which clusters are observed are small

enough for it to be negligible relative to the other terms. Observations of x-ray

temperatures and luminosities for clusters over a range of redshifts can thus be

used to trace cosmic evolution and constrain cosmological parameters.

A widely used method for constraining cosmological parameters with x-

ray-derived cluster masses is through construction of the cluster-mass function

N (>M; z)|the number of clusters with mass greater than M as a func-

tion of M (the total cluster mass) and redshift. In a series of papers by

Vikhlinin et al. [259, 260, 261], the cluster-mass function is constructed from

temperature-pro�le and luminosity observations made with the Chandra x-ray

observatory [201] for a high-z sample (�z ’ 0:55) of 37 clusters and a low-z

91



CHAPTER 2. DARK MATTER

sample (�z ’ 0:05) of 49 clusters. Cluster masses are estimated from scaling

relations between total mass and three mass proxies:

� The M{T relation is calibrated using average x-ray temperatures mea-

sured over an annulus that excludes a central region �3=10 of the virial

radius across to avoid the e�ects of radiative cooling. In this case, cluster

masses are estimated according to the method introduced for elliptical

galaxies in Section 2.2.3. The logarithmic slope of the scaling relation is

measured to within �7% of 3=2, the expected self-similar value (see, e.g.,

Figure 7 in [260]). Also, the E(z) scaling in Equation 2.3.16 is con�rmed.

� TheM{Mg relation between total cluster mass and the total mass of the

intracluster gas is estimated. Mg is obtained by integrating the gas den-

sity as derived from multi-parameter �-model �ts (see, e.g., Equation 2

in [260]) to the observed x-ray-
ux pro�les. In this case, the total mass

is estimated according to a method commonly referred to as the baryon-

mass fraction technique. To leading order, provided the baryonic content

of the intracluster gas is representative of the Universe as a whole, the

total cluster mass can be approximated as

Mtot ’Mgf�1
b ; (2.3.18)

where fb = 
b/
M is the cosmic baryon fraction and is speci�ed accord-

ing to independent cosmological evidence. The actual procedure used

is a bit more complicated as it has to account for an apparent de�cit

of baryons in the intracluster gas (relative to the Universe as a whole).

From Equations 1.3.27 and 1.3.28, the cosmologically preferred value of

the baryon fraction is fb = 0:17� 0:01, while Vikhlinin et al. �nd that fb

exhibits a mild correlation with Mtot for their cluster samples, ranging

from �0.08 for clusters with Mtot ’ 1014 h�1M� to �0.12 for clusters

with Mtot ’ 1015 h�1M� (see, e.g., Figure 9 in [260]). Considering

intracluster-gas x-ray observables are insensitive to the stellar baryons

locked within a cluster’s member galaxies, the discrepancy is not too sur-

prising. Regardless, the measured high-mass asymptotic value of fb is
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an important result. As was alluded to in Sections 2.1 and 2.2, galac-

tic (luminous) baryon densities fall short of the cosmologically preferred

value of 
b. fb ’ 0:12 indicates that most of the Universe’s baryons are

located in the hot x-ray emitting gas clouds of clusters, and not in stars

and galactic gas.

� The M{Yx relation is estimated from the product of the previous two.

Yx = TMg corresponds to the total thermal energy of the intracluster gas.

It also corresponds to the integrated low-frequency Sunyaev-Zel’dovich


ux (discussed further in Section 2.3.4). To distinguish the two very

di�erent techniques for measuring Y , I will use Yx to refer to the ther-

mal energy as measured with x-ray observables and Ysz to refer to the

SZ 
ux as estimated from CMB observations. The logarithmic slope of

the M{Yx relation is found to agree to within �5% of the self-similar

prediction [262]:

Mtot / Y 3=5
x E(z)�2=5: (2.3.19)

The Lx{M scaling relation is measured but not used to (directly) estimate

mass (see, e.g., Figure 12 in [260]). Rather, it plays a critical role in converting

the sampled cluster volumes from functions of luminosity to functions of mass.

For each redshift slice, the mass and volume estimates are combined using a

likelihood technique to obtain the cluster-mass functions shown in Figure 2.11.

Also shown in Figure 2.11 are �CDM �ts to the cluster mass functions. A

detailed discussion of the �CDM functional form used to �t the data is beyond

the scope of this thesis. I refer the interested reader to Voit’s review on the sub-

ject in [258]. Vikhlinin et al. use a universal form derived by Tinker et al. from

simulations of dark-halo formation in a 
at �CDM cosmology [263]:

dN
dM = f(�)


M�c(1 + z)3

M
d ln ��1

dM ; (2.3.20)

where � is the root-mean-square (rms) variance of density 
uctuations at an

arbitrary distance scale and redshift, and

f(�) = C0

�
(�=c2)�c1 + 1

�
exp

�
�c3=�2

�
(2.3.21)
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Figure 2.11: The cluster-mass function for high-z (red error bars) and low-z
(black error bars) clusters. Cosmological-model �ts (solid lines) are shown as
well. The overall agreement supports the minimal �CDM parameters reported
in Chapter 1, despite the �2� de�cit of high-z, high-mass clusters in the data.
Figure taken from [261].

is a universal form for which C0, c1, c2, and c3 are constants determined by

simulation. The normalization of this cluster-mass function is sensitive to �,

while the shape is sensitive to 
M. Implicit to the data and �ts in Figure 2.11

are assumed values for h, 
M, and 
�, while the overall normalization is de-

termined by �tting for the cosmological parameter �8, the value of � smoothed

over an 8 h�1 Mpc scale and evaluated at z = 0. The normalization of the low-z

mass-function suggests �8 ’ 0:8, in agreement with the value preferred by the

minimal �CDM parameters in Table 1.2 (�8 ’ 0:81 [24]). The shape of the

low-z mass function prefers 
M ’ 0:26, while the relative change in the shape

of the high-z mass function prefers 
M ’ 0:34 [261]. In either case, the data

suggest that clusters are dominated by nonbaryonic dark-matter halos.
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The cluster-mass function can also be constructed as a function of x-ray lu-

minosity or temperature, in which case it is referred to as the cluster-luminosity

or -temperature function, respectively. Mullis and collaborators examine the

evolution of the cluster-luminosity function for a sample �200 galaxy systems,

and �nd consistency with the evolution of structure expected within the context

of the Standard Cosmology [264]. Patrick constructs the cluster-temperature

function from a few dozen low-z and a few dozen high-z clusters (see, e.g.,

Figure 2 in [265]). The evolution of his temperature function is consistent with

a �CDM model in which 
M ’ 0:28, 
� ’ 0:98, and �8 ’ 0:7.

2.3.3 Gravitational Lensing

The idea that photons are de
ected by gravitational �elds in a manner that

might be useful for measuring the masses of celestial objects dates back to a

series of papers by Chwolson (1920), Einstein (1936) and Zwicky (1937) [266,

267, 136]. It was not until the 1990s, however, that the technique became

practical for measuring cluster masses [268, 269, 270]. The premise is simple;

light from a distant galaxy is de
ected by the gravitational �eld of a cluster,

causing a distortion of the galaxy’s image that depends on the cluster’s mass.

The technique has several advantages over x-ray and virial methods as it is

insensitive to a cluster’s dynamical state or particular composition. Baryon-

mass fraction, intracluster-gas hydrostatic equilibrium, and degree of member-

galaxy virialization do not a�ect lensing measurements. Furthermore, the large

galaxy catalogs available from wide-�eld optical surveys such as the SDSS [130]

are well suited to lensing analyses. Consequently, gravitational lensing provides

an independent method for con�rming cluster masses that avoids several of the

systematic uncertainties and statistical limitations of other techniques.

Gravitational lensing occurs when a background source’s image is distorted

as its photons pass through the gravitational �eld of a massive object (referred

to as a lens). The most famous such distortions are beautiful deep-�eld images

from the Hubble Space Telescope [27] of galaxies bent into arcs or Einstein

rings (see, e.g., Figure 3 in [271]). Such dramatic distortions are the result of
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what is known as strong gravitational lensing; the light from a source (e.g., a

galaxy or quasar) is de
ected nonlinearly by a particularly strong gravitational

�eld (e.g., the dense cores of massive clusters or galaxies), often resulting in

multiple foreground images of the source. The details of how a source image

is distorted depend not only on the size and mass of the lens but also on the

angular diameter distances to the lens and the source. Strong-lensing images

are sensitive to the underlying cosmology of the Universe through the latter.

When at least two sources at di�erent redshifts, say zs1 and zs2, are strongly

lensed by a cluster at redshift zl, the cosmological parameters to which the

images are sensitive can be disentangled from the properties of the lens provided

there are at least two images for each source [272]. In this case, strong-lensing

data can be used to constrain the cosmological parameters 
M, 
�, and w

through construction of the so-called \cosmological family ratio" [273]

�(zl; zs1; zs2; 
M; 
�; w) =
dA(zl; zs1)

dA(0; zs1)

dA(0; zs2)

dA(zl; zs2)
; (2.3.22)

where

dA(z1; z2) =
c

H0(1 + z2)

Z z2

z1

dz

E(z)
; (2.3.23)

and E(z) is given by Equation 2.3.17. In an analysis of 12 sources strongly

lensed by the cluster Abell 1689 into 28 distinct images and spanning z ’ 1{

5, the authors in [274] derive combined w{
M constraints that are roughly

orthogonal to and consistent with constraints derived from the WMAP CMB

power spectrum and the x-ray-derived cluster-mass function (see, e.g., Figure 2

in [274]).

While strong gravitational lensing is a useful tool for studying cosmology,

it is not an entirely appropriate mass proxy for large cluster samples. Extract-

ing the mass pro�le of a cluster from strong-lensing data typically involves a

complicated nonlinear analysis of deep-�eld optical images. Useful information

can be acquired on a cluster-by-cluster basis, but the technique is not read-

ily applicable to the large statistical samples available from wide-�eld surveys.

Furthermore, a cluster’s total mass does not necessarily contribute to a strong

lens. It is only at the dense cores of clusters (or galaxies) that gravitational

96



2.3. DARK MATTER IN GALAXY CLUSTERS

�elds are strong enough to cause the characteristic arcs and rings associated

with strong lensing. In some cases, a strong-lensing analysis can be performed

as an independent con�rmation of the central-most region of a cluster’s mass

pro�le [275, 276].

The mass pro�le for an ensemble of clusters can be probed statistically

through a technique known as weak gravitational lensing. While there is no

concrete de�nition of weak lensing, it generally refers to the very slight changes

in ellipticity and orientation of a background galaxy’s image due to the gravi-

tational �eld of a massive foreground object (such as a cluster). On an individ-

ual basis, a weak-lensing distortion provides very little information regarding

a cluster’s mass pro�le due to the large variety of galaxy shapes and possible

orientations. Typical weak-lensing signals for individual galaxy images amount

to changes on the order of �1% (or less) to the image’s original shape, while

the intrinsic variability among galaxy shapes is �30% [277]. The weak-lensing

signal-to-noise for a typical galaxy image is therefore too small to be useful on

an individual basis. However, when a large enough ensemble of �eld galaxies

is considered, the galaxies’ intrinsic shapes and random orientations average

away. Any correlations among the ellipticities and alignments of such an en-

semble’s galaxy images indicate the presence of a lens and provide a sensitive

statisical measure of its gravitational �eld. On a cluster-by-cluster basis, even

these ensemble correlations are prone to large systematic uncertainties. For

example, lensing due to voids or other clusters along or closely adjacent to the

observational line-of-sight can a�ect measurements of individual cluster masses

in an unpredictable manner [278, 279]. A common workaround is to combine

weak-lensing signals en masse|an ensemble of lenses, each with an ensemble of

sources|such that these e�ects are also averaged away. For a large enough sam-

ple of clusters, the combined volume of space between the observer and source

galaxies is so large that it is representative of the Universe as a whole. Interven-

ing voids and clusters that might adversely a�ect an individual lensing measure-

ment will have no net e�ect on the average lensing measurement of the ensemble

because the density contained in the relevant spatial volume is homogenous and

isotropic. This sort of ensemble averaging is often called \stacking."
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The extraction of cluster masses from stacked weak-lensing images relies on

a complicated formalism that is well beyond the scope of this thesis. I refer

the interested reader to Bartelmann and Schneider’s extensive review in [280]

for a detailed treatment of the subject. The following discussion brie
y high-

lights a technique developed by Bernstein and Jarvis that has been widely

adopted by the community and is described in [277]. The principle weak-

lensing observable is the shape of a source galaxy’s image. The observed

shape can be described by the ellipticity components e+ and e�, the E- and

B-mode ellipticities relative to the center of the lensing cluster, respectively.

e+ is measured tangentially with respect to concentric circles centered on the

lensing cluster, and is naturally a function of the projected cluster-centric ra-

dius R. e� is measured radially at 45� relative to the e+ tangents. On av-

erage, the e� component is expected to be zero if the galaxy-image distor-

tions are due entirely to the lensing cluster’s gravitational �eld [281]. Mea-

surement of e� provides a useful crosscheck on nonlensing sources of distor-

tion that might contribute to both the E and B modes (e.g., atmospheric

e�ects or instrument aberrations). The observed E-mode ellipticity is re-

lated to the intrinsic shape of the galaxy image, eint
+ , through the tangential

shear;


T =
1

2R
�
e+ � eint

+

�
; (2.3.24)

where R is a galaxy’s responsivity to shear and can be measured on average

from an ensemble of galaxy images (see [277] for further details). An esti-

mate for 
T (R) is obtained by averaging Equation 2.3.24 azimuthally in bins

of R. The contribution from the intrinsic ellipticity falls out as


eint

+

�
is ex-

pected to be zero provided the number of galaxy images in each bin of R is

large enough. 
T is related to the cluster’s projected matter density according

to

��(R) � 
T (R)� �crit = ��(< R)� ��(R); (2.3.25)

where ��(< R) is the average projected matter density within the projected disc

interior to R, and ��(R) is the average within the projected annulus de�ned by

a given bin of R [282]. The geometry of the lens-observer system is encoded in
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the quantity [281]

��1
crit =

4�GNdA(zl; zs)dA(0; zl)

c2dA(0; zs)
; (2.3.26)

where zl and zs are the redshifts of the lens and source, respectively. In addition

to the weak-lensing images from which 
T is estimated, photometric redshift

measurements are required for the source galaxies and lensing cluster in order

to estimate �crit and thereby convert the tangential shear to a projected matter

overdensity. The full 3-dimensional matter overdensity can be unfolded from

�� according to [282]

��(r) � �(r)� �� = � 1

�

Z 1

r

dRp
R2 � r2

d�

dR
; (2.3.27)

where

�d�

dR
=

d��

dR
+ 2

��

R
; (2.3.28)

and �� is the mean density of the Universe. Equations 2.3.27 and 2.3.28 are

only valid provided the geometry of the lens is spherically symmetric, an ac-

curate approximation for a large enough stack of clusters. Finally, the average

3-dimensional mass pro�le for the cluster stack is given by

M(r) =�r2��(r)+

2�

Z 1

r

R��(R)

�
r2

p
R2 � r2

� 2
�

R�
p

R2 � r2
��

RdR; (2.3.29)

the total excess mass within a spherical volume of radius r [283]. To a very

good approximation, M(r) represents the average total mass of the stacked

clusters.

This technique is applied to a selection of �28 million SDSS galaxy images

in a series of papers by Sheldon et al. [282, 285, 283]. Over 130,000 clusters

are identi�ed and sorted according to their number of member galaxies, or

richness (not to be confused with the number of lensed source galaxies). Each

richness bin represents an independent cluster stack for which an average mass

estimate is obtained using the method described above. The corresponding

average luminosity is estimated using standard methods (see [283] for details).
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Figure 2.12: The average mass-to-light ratios for over 100,000 galaxy systems
identi�ed from the SDSS [130] and binned according to the number of member
galaxies, or richness (bottom axis), and plotted as a function of total mass
(top axis) as inferred from weak gravitational-lensing measurements. A model
based on simulations by Tinker et al. (described in [284]) is roughly overlaid for
comparison (solid line). The asymptotic, high-mass value of the mass-to-light
ratio approximates the matter density of the Universe; 
M ’ 0:21-0.28. Figure
taken from [283].

The resulting mass-to-light ratios as a function of cluster richness are shown

in Figure 2.12. For comparison, a theoretical prediction based on large-scale

structure simulations (including dark matter) by Tinker et al. is roughly over-

laid (but not �t). The spatial volume associated with the richest stacks is large

enough that the associated mass-to-light ratio is expected to be representative

of the Universe as a whole. Applying the Oort method to the asymptotic,

high-mass value of � in Figure 2.12 yields 
M ’ 0:21{0:28, consistent with the
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Figure 2.13: False-color image of the interacting cluster 1E 0657{558, also
known as the Bullet cluster. Two intracluster-gas clouds (pink) appear to
lag behind their respective clusters’ main matter distributions (blue). The
former are inferred from a Chandra x-ray image, while the latter are re-
constructed surface-mass density maps from a weak-lensing analysis. The
mass-to-light ratios associated with the weak-lensing analysis are consistent
with signi�cant nonbaryonic dark-matter halos. The prevailing interpreta-
tion is that the clusters’ member galaxies and dark halos passed through
one another relatively intact, while their intracluster-gas clouds were stripped
away by drag forces such that they appear to lag begin. Photograph taken
from [286].

cosmologically preferred value and indicative of signi�cant nonbaryonic dark

halos on cluster scales.

The Bullet Cluster

The interacting galaxy cluster 1E 0657{558, also known as the Bullet clus-

ter, is one of the most famous applications of the weak-lensing technique. An

analysis of its Chandra [201] x-ray image by Markevitch and collaborators in

2002 �rst deduced the presence of a bow shock propagating in front of a cloud

of intracluster gas in the shape of a bullet [287]. Their x-ray temperature
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measurements are depicted in false-color pink in Figure 2.13. The inferred

intracluster-gas densities and velocities can be interpreted as the aftermath of

the collision of two galaxy clusters. The clusters essentially collisionless mem-

ber galaxies appear well separated from the 
uid-like x-ray-emitting intracluster

gas (see, e.g., Figure 1 in [288]). Furthermore, weak-lensing estimates of the

two clusters’ mass pro�les indicate that the majority of their matter densities

(depicted in false-color blue in Figure 2.13) are also well separated from their

respective intracluster-gas clouds [289]. Mass-to-light ratios based on these

weak-lensing estimates are consistent with those shown in Figure 2.12 and in-

consistent with the cluster’s similarly (spatially) distributed member galaxies.

The basic conclusion is that the two clusters’ member galaxies and dark halos

passed through one another relatively intact, while their intracluster-gas clouds

were stripped away by drag forces such that they appear to lag behind. Most

agree that the Bullet cluster provides compelling evidence for the existence of

particulate dark matter as an explanation of the dark-matter problem (rather

than a modi�cation of gravitational theory).

2.3.4 The Sunyaev-Zel’dovich E�ect

Yet another method for estimating cluster masses is via the thermal

Sunyaev-Zel’dovich (tSZ) e�ect [212]. Due to space considerations, I will only

brie
y review this technique. For detailed discussions, I refer the interested

reader to the reviews by Rephaeli and Birkinshaw [290, 291]. As CMB photons

pass through a cluster they can inverse Compton scatter from free electrons in

the intracluster gas. The free electrons are relatively hot and tend to increase

the frequency of the CMB radiation, resulting in an increased (decreased) num-

ber of high-frequency (low-frequency) CMB photons while conserving the total


ux. A decrement in CMB intensity is expected for wavelengths &1.3 mm, while

an increment is anticipated for shorter wavelengths in excess of �250 �m, below

which the tSZ e�ect is expected to be small [292]. For a �xed CMB frequency

�, it can be shown that the resulting fractional change in CMB intensity is
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approximately given by5

�I(x)

I0

= Ysz

�
x4ex

(ex � 1)2

�
x

ex + 1

ex � 1
� 4

�
+ �(x; Te)

�
; (2.3.30)

where Te is the electron temperature (equal to the x-ray temperature of the

intracluster gas), x � 2�~�=kTcmb is the dimensionless frequency of the CMB

radiation, and I0 = 2(kTcmb)3=(2�~c)2 [294]. �(x; Te) is a correction term that

is zero for nonrelativistic electrons but can be important for hot clusters (see,

e.g., [295] for further details). The normalization is equivalent to the total

thermal energy of the intracluster gas and is given by

Ysz =
�T

mec2

Z
kTenedl; (2.3.31)

where �T ’ 0:67�10�24 cm2 is the Thomson scattering cross section and ne

is the number density of the free electrons in the intracluster gas [296]. The

integral in Equation 2.3.30 is performed along the line-of-sight, and dl is the

proper distance along the path through the cluster. Ysz is commonly referred

to as the Comptonization parameter and, as alluded to in Section 2.3.2, is an

excellent low-scatter proxy for total cluster mass [297]. It is common practice

to model the electron number density according to a �-model such that

ne(r) = ne0

�
1 +

r2

r2
c

��3�=2

; (2.3.32)

where rc is the core radius and ne0 is the central number density. For an isother-

mal gas of electrons, substituting this expression for ne into Equation 2.3.31

and evaluating the line integral gives

Ysz(�) = Y0

�
1 +

�2

�2
c

�(1�3�)=2

; (2.3.33)

5An additional term not included in Equation 2.3.30 arises from a cluster’s peculiar ve-
locity (relative to the CMB radiation). The so-called kinetic Sunyaev-Zel’dovich (kSZ) e�ect
is proportional to the average line-of-sight streaming velocity of the intracluster gas vp, the
Thomson optical depth � = �T

R
nedl, and a spectral shape that depends on the dimension-

less CMB frequency x (see, e.g., Equations 10{12 in [290]). For particularly hot clusters, the
kSZ e�ect’s spectral shape is also (slightly) sensitive to the electron temperature Te [293].
The tSZ e�ect vanishes for � = 217 GHz, while the kSZ e�ect’s dependence on frequency is
generally weak; the two e�ects can be disentangled with multi-frequency CMB observations.
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where

Y0 = ne0�T rc

p
�

kTe

mec2

�
�

3
2
� � 1

2

�

�
�

3
2
�
� ; (2.3.34)

� is the angle between the direction of interest and the center or the cluster,

and �c = rc=dA is the angular core radius of the cluster [291]. Cluster tSZ mea-

surements are sensitive to the underlying cosmology of the Universe through

�c’s dependence on the angular diameter distance dA. If CMB observations

of a cluster’s SZ intensity are made at multiple frequencies, the free parame-

ters Te, ne0 and rc can be simultaneously constrained, the tSZ and kSZ e�ects

can be disentangled, and the intracluster-gas mass Mg can be estimated from

Equation 2.3.32. The total cluster mass follows from Equation 2.3.18. tSZ

measurements thus provide an independent method for studying cluster mass

and 
M. Multi-frequency SZ observations for cluster ensembles spanning a

wide range of redshifts have the potential to vastly improve constraints on the

dark-energy equation of state [298].

While a number of SZ studies have been published detailing projected cos-

mological sensitivity and complementarity to other methods [299, 300, 301],

instruments capable of the type of CMB observations required to study clus-

ters are yet in their infancy. The DMR aboard the WMAP satellite is well

suited to wide-�eld mapping of the CMB sky, but its relatively large angu-

lar resolution (10’s of arcminutes) is (generally) too coarse for studying clus-

ters [302, 303]. However, data from WMAP and �rst-generation SZ instru-

ments have been used to study the suitability of Ysz as a proxy for total cluster

mass [304, 305].

The current generation of SZ telescopes have the arcminute resolution and

deep-�eld capabilities necessary to identify and characterize clusters e�ciently.

Two of the most promising are the 10 m South Pole Telescope (SPT) [306]

located in Antarctica and the 6 m Atacama Cosmology Telescope (ACT) [307]

located in the Chilean Atacama Desert. Both detect CMB intensity bolo-

metrically at three frequencies with multi-element (1000 or more) arrays of

transition-edge sensors (TES-based detectors are discussed further in Chap-

ter 4). Previously unknown clusters are now being discovered for the �rst time
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from SZ observations made with these highly sensitive telescopes [308, 309, 310].

Though limited in scope, the �rst SPT and ACT SZ-selected cluster cata-

logs [311, 312]|roughly two dozen clusters each|have been used to derive

improved cosmological constraints on the dark-energy equation of state and

�8 (see, e.g., Figure 5 in [311] and Figure 6 in [313]). Furthermore, the ex-

pected self-similar Ysz{Yx and Ysz{M scaling relations have been (roughly)

con�rmed using SPT and ACT clusters for which high-quality x-ray data are

available [314, 315, 310], validating the potential of the tSZ technique for study-

ing the large-scale clustering of dark matter in the Universe.

2.4 Dark Matter Candidates

From the cosmological evidence presented in Chapter 1 it is clear that �27%

of the Universe’s energy density is in the form of some kind of gravitating mat-

ter. The same cosmological evidence suggests that �85% of this matter is

nonbaryonic and dark. The arguments presented above demonstrate unequiva-

cably the in
uence of dark matter in galaxies and clusters, but distinguish less

clearly the division between its baryonic and nonbaryonic components. The

value of 
M inferred from clusters is well in excess of the preferred value of 
b,

roughly coinciding with the cosmological-matter budget. On galactic scales,

however, the need for nonbaryonic dark matter is less obvious. In most cases, a

combination of dark baryons and systematic uncertainties could explain galac-

tic dark-matter phenomena and still be consistent with the value of 
b derived

from BBN and CMB observations. On the other hand, the baryon-mass frac-

tion for clusters indicates that most of the Universe’s baryons are in clouds

of intracluster gas and not in galaxies, encouraging the possibility that a sig-

ni�cant fraction of the galactic dark matter is nonbaryonic. In any case, it

seems prudent to consider both baryonic and nonbaryonic explanations of the

dark-matter problem.

There are nearly as many hypothetical dark-matter candidates as there are

theorists who propose such things, far too many to describe in detail here. I

will concentrate on the most popular (and some might argue well motivated)
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SM and exotic possibilities. A few of the dark-matter candidates not covered,

but for which there are extensive discussions in the literature, are enumerated

in the following list (in no particular order) with references for those readers

interested in these (somewhat esoteric) solutions. This list is a mere sampling

of the theorists imaginations and is by no means comprehensive; a number of

excellent reviews are available in the literature that discuss these and other

candidates in greater detail [316, 23, 2, 317].

� Axions: As a solution to the strong-CP problem [318, 319, 320], ax-

ions are one of the most well motivated dark-matter candidates. If they

constitute the dark matter, they would have been produced athermally

in the early Universe, allowing them to be simultaneously light and cold.

Although largely invisible, axions might be detectable through conversion

to photons in a strong magnetic �eld [321]. Searches for axionic dark mat-

ter employ high-Q resonant cavities to enhance the expected conversion

rate and target axion masses of �1{100 �eV c�2 [322, 323]. For further

details see the Particle Data Group’s excellent review in [88].

� MOND: Modi�ed Newtonian dynamics is a phenomenological approach

in which the evidence for dark matter is explained by a modi�cation

of the gravitational force on large distance scales, rather than by the

gravitational in
uence of particulate matter. The idea was originally

proposed by Milgrom in the 1980s to explain dark matter in galaxies and

clusters [196, 197, 324]. A recent review by Milgrom compares MOND

and �CDM cosmological predictions [325].

� MOG: Modi�ed theory of gravity in which fundamental constants such

as GN are allowed to vary with space and time [326]. In some ways,

MOG is a generalized version of MOND. Like MOND it is a modi�cation

of gravitational theory that attempts to explain the dark-matter problem

without exotic particles. A recent review by Mo�at and Toth compares

the growth of structure in the early Universe for the MOG and �CDM

paradigms [327].
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� Mirror Matter: The violation of parity in SM weak interactions has

led some theorists to postulate that parity could be conserved as a global

symmetry provided there exist mirror particles of opposite handedness

for every SM particle [328, 329, 330]. The only fundamental SM boson

identical to its mirror partner would be the graviton. SM and mirror

matter would therefore interact gravitationally, but otherwise only very

weakly through hypothetical �fth-force bosons or kinetic mixing of ordi-

nary and mirror bosons [331]. The dark matter would then be explained

by stable (or long lived) mirror-matter particles or bound states, such

as mirror hydrogen atoms [332, 333]. Mirror matter is a specialized ver-

sion of a hidden-sector (or hidden-valley) physics theory in which part

of the theory is \hidden" from the SM due to a broken symmetry (see,

e.g., [334, 335, 336, 336]).

� Asymmetric Dark Matter: A number of proposals suggest that the

dark-matter density is tied to the baryon asymmetry in the early Uni-

verse. A common feature of these so-called asymmetric dark-matter

models is the prediction of a relatively light weakly-interacting dark-

matter candidate with a mass of a few GeV/c2 (see, e.g., [337, 338,

339]).

� WIMPzillas: Theories in which dark-matter production is tied to in-


ation have been proposed that predict the athermal generation of very

heavy, weakly interacting massive particles (>1013 GeV/c2) known col-

loquially as WIMPzillas [340, 341, 342]. Some have proposed decaying

WIMPzillas as a source of ultra-high-energy cosmic rays [343].

� Kaluza-Klein Particles: Originally proposed as a �ve-dimensional uni-

�ed theory of gravitation and electromagnetism in the 1920s [344, 345],

Kaluza-Klein (KK) theories postulate the existence of extra dimensions

as a mechanism for unifying general relatively and the SM. Although

the original version of the theory was largely ignored, within the last

decade a number of interesting variants have come into focus (e.g., the
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Arkani-Hamad, Dimopoulos and Dvali (ADD) [346, 347] and Randall-

Sundrum models [348]). Of particular interest for dark matter is the

Universal Extra Dimensions (UED) model [349] in which SM particles

are allowed to propagate through one or more compacti�ed extra di-

mensions, resulting in a hierarchical KK tower of states for each SM

particle. The lightest such KK state is a natural dark-matter candi-

date [350, 351, 352].

� Q-balls: In supersymmetric extensions of the SM (see Section 2.5) a type

of non-topological soliton is generically predicted that would have been

produced in the early Universe and might be stable [353]. A spherical and

coherent combination of a potentially large number of squarks, leptons

and Higgs �elds, Q-balls could comprise part or all of the dark matter if

nature is indeed supersymmetric [354, 355].

� superWIMPs: Of the particle candidates mentioned thus far, the super-

weakly interacting massive particles (superWIMPs) in supersymmetric

theories (e.g., the gravitino) are perhaps the most disturbing possibility

from the direct-detection perspective. If such a particle is the lightest

supersymmetric particle it would be a viable dark-matter candidate that

interacts so weakly that no foreseeable detector technology will have the

requisite sensitivity for a positive detection [356].

� LIPs: Although a dark-matter candidate with a standard electrical

charge is essentially ruled out [357, 317], there remains the possibility for

a dark-matter particle with a fractional charge. There are a number of

names in the literature that basically correspond to the same concept:

lightly ionizing particles (LIPS), fractionally charged particles, and milli-

charged massive particles (milliCHAMPs). Some mirror-matter models

contain a viable LIP, as do extensions to the SM in which the SM neutrino

possesses a fractional charge. [358, 359].
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� SIMPs: Although the idea has largely fallen out of favor, it might be

possible that a fraction of the dark matter is in the form of strongly

interacting massive particles (SIMPs) [360]. The cosmologically favored

parameter space is ruled out [361], but SIMPs are interesting even if they

are not the dark matter [362].

2.4.1 Baryons

As pointed out in Section 2.1, the luminous baryon density in galactic discs

accounts for only a small fraction (.5%) of the total baryon density in the

Universe. At the same time, a typical spiral galaxy’s mass-to-light ratio corre-

sponds to a matter density that is similar in magnitude to the cosmologically

preferred value of 
b (see Sections 2.2.1 and 2.2.2). This begs the question of

whether dark baryons are su�cient to explain the galactic dark-matter prob-

lem. In this section I explore the two most obvious possibilities for baryonic

dark matter in galaxies: hydrogen in clouds of gas or frozen snowballs, and

baryons bound into stellar remnants or Jupiter-like objects.

It is worth emphasizing that despite the apparent match between 
galaxy ’
0:05 and the similarly sized (global) value of 
b, measured values of the baryon-

mass fraction for clusters indicate that most of the Universe’s (low-z) baryons

are in the form of (hot) ionized intracluster gas, and not as dark baryons in the

halos of galaxies. As illustrated in Figure 2.14, the gas-mass fraction in clusters

approaches the value of fb (�0.17) preferred by �CDM �ts to the CMB power

spectrum, an indication that the cosmic baryon budget is primarily spent on

intracluster gas. While this does not preclude the possibility that dark baryons

might constitute part of the Milky Way’s dark halo, it strongly suggests that

a baryon-dominated dark halo is unlikely; the Milky Way is not located in the

center of a massive cluster where its halo would be more likely to share mass

with a dense region of intracluster gas. However, an obvious question remains:

what fraction of the Milky Way’s dark halo can be attributed to dark baryons?
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Figure 2.14: The contribution to the baryon-mass fraction from stars (left
panel) and intracluster gas (right panel) in galaxy systems, compared to the
global value preferred by �CDM �ts to the CMB power spectrum (horizontal
line at fb ’ 0:17). The stellar fractions are based on virial estimates in [363]
(blue, closed circles), while the gas fractions are estimated from Chandra x-ray
temperatures in [364] (black, open triangles) and [365] (black, closed triangles).
Model �ts (slanted solid lines) are shown with 1� uncertainties (shaded regions).
For large cluster masses the value of the gas fraction is an indication that most
of the Universe’s baryons are located in intracluster-gas clouds, and not in the
dark halos of galaxies like the Milky Way. Figure adapted from [363].

Hydrogen

The least exotic and perhaps most obvious galactic dark-matter candidate is

hydrogen. Lets �rst consider a dark halo consisting of clumps of frozen hydro-

gen, sometimes called \snowballs." Snowballs are electrostatically bound but

not gravitationally collapsed, distinguishing them from dwarf stars or Jupiter-

like objects (discussed below). This de�nition places an upper limit on the

mass of an individual snowball; msb . 0:005M� ’ 1031 g [366]. Also known as

the Jeans’ mass [367], this limit corresponds to the minimum mass required for

an interstellar cloud of hydrogen and helium to undergo gravitational collapse.

If the snowball density is that of solid hydrogen, �sb ’ 0:07 g cm�3 [88], it

would occupy a spherical volume with radius rsb . 3�1010 cm, or roughly half
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the radius of the Sun. A cold, neutral object of this size (or smaller) would be

incredibly di�cult to detect observationally in the halo of the Milky Way. Cur-

rent exoplanet missions [368, 369] can detect objects this size, but only in orbit

around nearby stars where snowballs would quickly evaporate. Snowball-like

objects in the Milky Way’s halo with masses between �10�3 and 1021 g, how-

ever, are essentially ruled out by the frequency with which the Earth encounters

interstellar meteors, by the number of craters on the moon, and by the lack

of any orbit-crossing (interstellar) comets in the last 400 years [370]. Unfortu-

nately, these limits leave open the possibility of snowballs with msb . 10�3 g

or msb & 1021 g.

Regardless of observational limits, Hegyi and Olive argue that snowballs

could not have survived evaporation by the CMB [371, 372]. Their line of rea-

soning is quite general and also leads to a minimum snowball size. If snowballs

are electrostatically bound, the binding energy per molecule is �5 eV [373].

Discussed in more detail in the next chapter, the currently accepted (three-

dimensional) rms velocity of an object in the Milky Way’s dark halo is vh =

270�25 km s�1 [374], implying an average kinetic energy per snowball molecule

of �750 eV. Snowballs would clearly be too loosely bound to survive collisions

with one another. A limit on their minimum size and mass can be derived by

limiting their rate of collision during the age of the halo, th, otherwise they

would have broken apart into hydrogen gas and would no longer be snowballs;

�c = nsb�sbvh <
1

th

; (2.4.1)

where nsb = �h=msb is the snowball number density, �h is the average density

of the Milky Way’s halo, and

�sb = �r2
sb = �

�
3msb

4��sb

�2=3

(2.4.2)

is the cross section of a sphere of solid hydrogen. Rearranging Equation 2.4.1

yields a lower limit on msb in terms of halo parameters and �sb;

msb >
9�

16
(�hvhth)3 ��2

sb : (2.4.3)
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A crude estimate for the halo density can be obtained by uniformly distributing

its total mass over a spherical volume. Assuming a total halo mass of�1012M�

within a 100 kpc radius [375], �h ’ 1:6�10�26 g cm�3 (or �10 MeV c�2 cm�3).6

Based on the ratio of 238U (14 Gyr half-life) to 232Th (4.5 Gyr half-life) in-

ferred from the spectra of the oldest metal-poor halo stars, th > 1010 yr’
3�1017 s [377]. The minimum snowball mass is therefore �1 g, and the mini-

mum radius is �1.5 cm. Consequently, snowballs with masses less than 10�3 g

are unlikely because their number density would be too large for them to have

avoided collisions and survived in tact to the present day. An independent ar-

gument based on a careful treatment of a snowball’s thermal properties limits

their mass to be greater than �10�6M� ’ 2�1027 g [378]. Less substantial

snowballs would be evaporated by cosmic rays as they passed through the disc

of the Milky Way.

Ultimately, the snowball concept is problematic because they must form in

a collisionless manner by condensing out at a time when the density of the Uni-

verse was approximately equal to the current halo density. It can be shown that

this corresponds to a redshift no smaller than z ’ 3:5, when the temperature

of the CMB was �9.5 K [372]. Solid hydrogen’s high vapor pressure prevents

it from existing in equilibrium with the gaseous state at these densities and

temperatures; snowballs would immediately begin sublimating after formation.

The evaporation time scale is given approximately by

�ev ’
eb0=kT

f0

; (2.4.4)

where b0=k = 91 K corresponds to the energy required to free a hydrogen

molecule from a snowball’s surface and f0 ’ 1012 s�1 is the frequency at which

a hydrogen lattice vibrates [372]. Snowball formation would therefore compete

6This value for the halo density is a bit misleading due to the na��ve (and incorrect) as-
sumption that the total halo mass is uniformly distributed. As pointed out in Section 2.2.1,
the 
atness of spiral-galaxy rotation curves suggests a halo density that is inversely propor-
tional to the square of the distance from the center of the galaxy (at large radii). Realistic
halo models yield a local dark-matter density of 0.2{0.8 GeV c�2 cm�3 [376]. However, the
average density used here, �sb ’ 10 MeV c�2 cm�3, should be su�cient for setting a conser-
vative lower limit on the mass of a galactic-halo snowball.
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with an extremely rapid evaporation rate, characterized by �ev ’ 10�8 s, due to

the 9.5 K thermal bath of CMB photons. It can further be shown that in order

for snowballs to populate the Milky Way’s present-day halo despite such rapid

evaporation they must start out with radii no smaller than �1016 cm [372]. At

the density of solid hydrogen, however, this corresponds to a minimum mass

of �3�1047 g, well in excess of the Jeans mass and therefore past the limit of

being considered electrostatically bound.

Another possibility is that the halo consists of cold hydrogen gas (either

molecular or atomic). The collapse time of a spherical halo with average density

�h is

�c =

r
3�

32GN�h

’ 5� 108 yr; (2.4.5)

which is far shorter than the age of the Milky Way. If hydrogen gas populates

the halo it must therefore be in hydrostatic equilibrium. Under the simplifying

assumption that the gas is distributed in an isothermal sphere (�h / 1=r2), its

temperature can be estimated from Equation 2.2.33:

T =
�gmpGNMh

2krh

’ 1:5� 106 K: (2.4.6)

A halo consisting entirely of cold hydrogen gas is therefore ruled out; to remain

in equilibrium and not collapse into star forming regions such a large gas cloud

would have to exist in an ionized form that is inconsistent with observations

(see, e.g., Chapter 23 in [18] for further details).

The above argument does not preclude a population of smaller molecular

(H2) or atomic (H I) hydrogen clouds distributed throughout the halo. Recall

that much of the rotation-curve data in Figure 2.3 is derived from 21 cm line

observations from H I regions. Molecular hydrogen is di�cult to detect, but can

be inferred from CO emission lines as the ratio of CO to H2 in molecular clouds

is believed to be a constant. In both cases, although hydrogen gas extends

to larger radii than the Milky Way’s main stellar population, it appears to

be con�ned (for the most part) to within several kiloparsecs of the galactic

plane [379, 380, 381, 382]. While the exact distribution of H I and H2 in the
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Milky Way is still only poorly understood, all indications are that neutral gas

contributes .2% to the total mass of the halo [383] (see, e.g., Figure 2 in [384]).

Dwarf Stars and Jupiter-like Objects

A popular baryonic dark-matter solution is that the halo is populated

with ultra-low-luminosity (or entirely dark), gravitationally collapsed mas-

sive objects, commonly referred to as MAssive Compact Halo Objects (MA-

CHOs) [385]. MACHO candidates include black holes, stellar remnants that

are too small and dim to be directly observed (except locally), and Jupiter-like

objects with little to no intrinsic source of luminosity. Our own solar system

harbors several excellent examples of the latter in the form of the gas giants

Jupiter, Saturn, Neptune and Uranus. Planets bound to stars, however, are

not viable dark-matter candidates as their masses are but small perturbations

to their parent stars. Furthermore, their spatial distribution is coincident with

the Milky Way’s stellar population and therefore inconsistent with an extended

dark halo. In order to reproduce the Galaxy’s 
at rotation curve, a large num-

ber of MACHOs beyond the extent of the LD and LB is necessary.

The spectrum of possible MACHO masses is surprisingly large. Although

the Jeans’ mass is a suitable upper limit for electrostatically bound objects, it

does not necessarily translate into a MACHO-mass lower limit. Uranus is a

mere 5�10�5M�, well below the �10�3M� Jeans’ limit. Clearly there is a

mechanism by which smaller-mass gravitationally bound objects can form. An

obvious possibility is the fragmentation of planet-like objects from the circum-

stellar discs of newly formed stars. However, in order for the requisite number

of MACHOs to have been produced in this manner, thousands of Jupiter-like

objects would have to be ejected during the formation of a typical solar system.

Nevertheless, a suitable mechanism might exist that evades the Jeans’ limit. A

much weaker limit can be derived by considering the rate at which hydrogen

escapes the surface of a gravitationally collapsed object. In order to survive

total hydrogen evaporation during the age of the Galaxy, a MACHO must have

a mass in excess of 10�7M� [386].
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The upper limit on mass depends on the type of MACHO. Heavy Jupiter-

like objects (often referred to as brown dwarfs [387, 388]) are limited to no more

than 0:08M� [18], otherwise hydrogen fusion would take place at their cores

and they would be visible as conventional stars. If a brown dwarf’s mass is close

enough to this limit, it might have a low intrinsic luminosity due to deuterium

fusion, but will generally be too dim to observe directly. Stellar remnants such

as white dwarfs, black holes and neutron stars can have masses in excess of

M�. However, most stellar remnants are excluded from contributing signi�-

cantly to the Milky Way’s halo. For example, the formation of too many white

dwarfs would contaminate the local environment|through ejection of their

outer layers|with overabundances of heavy elements. In particular, the abun-

dances of carbon and nitrogen inferred from observations of Lyman-� absorp-

tion lines imply 
wd . 0:0003 [389]. While it is possible that heavier elements

like carbon are not e�ciently ejected during the violent (and some might argue

poorly understood) formation of stellar remnants [390], a looser constraint of


wd � 0:003 can be derived based on the well understood abundances of D and
4He [391]. Neutron stars and stellar-mass black holes are similarly restricted.

Their larger masses make the problem of heavy-element contamination even

worse. Hydrodynamic calculations of the collapse of very massive stars, how-

ever, indicate that black holes with masses in excess of �100M� might be

viable MACHO candidates [392, 393, 394].

There is also a window of masses between �0.08M� and 0.2M� belonging

to a class of very dim hydrogen burning MACHO candidates known as red

dwarfs. Early attempts to directly resolve red dwarfs in the Milky Way’s halo

detected only a handful of candidates [395, 396]. A careful analysis of these

candidates by Gra� and Freese concluded that red dwarfs contribute no more

than 1% to the mass of the halo [397]. More recent studies have essentially

con�rmed their �ndings [398, 399].

Taking the above arguments into consideration, if the Milky Way’s halo

consists entirely of MACHOs, the most likely allowed range of MACHO masses

is 10�7{10�1M� and &100M�. In summary, the possible candidates and their

approximate mass ranges are:
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� Brown Dwarfs and smaller planet-sized objects with Mbd 2 10�7{

10�1M� could comprise a signi�cant fraction of the halo.

� Red Dwarfs with Mrd 2 0:08{0.2M� constitute no more than 1% of

the halo’s mass.

� Stellar Remnants with with masses .100M� constitute no more than

�10% of the halo’s mass. These include white dwarfs (�0.6M�), neutron

stars (�1.5M�) and stellar-mass black holes (&1.5M�).

� Very Massive Black Holes with masses &100M� could constitute a

signi�cant fraction of the halo’s mass.

A technique for observing MACHOs in the Milky Way’s halo was proposed

in a paper by Paczy�nski in 1986 [400]. Despite their lack of luminosity, MA-

CHOs in the halo should be detectable when their gravitational �elds de
ect

light from background stars. Unlike clusters and galaxies, an individual MA-

CHO’s mass is far too small for strong or even weak gravitational-lensing dis-

tortions to be visible. Instead, the detection technique relies on an e�ect known

as microlensing. As a MACHO passes between us and a source star, its grav-

itational potential causes a temporary increase in the apparent magnitude of

the star by focusing a greater solid angle of the star’s emitted light onto our

telescopes. The ampli�cation factor is given by

A =
1 + 2 (rE=rd)2

q
1 + 4 (rE=rd)2

; (2.4.7)

where rd is the angular distance (as viewed from Earth) between the lens and

the source star (or the impact parameter),

rE �
r

4GNMmachodsx(1� x)

c2
(2.4.8)

is a characteristic scale referred to as the Einstein radius, ds is the distance

to the source star, and x is a fraction between 0 and 1 such that xds is the
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distance to the MACHO [400]. The convention is to de�ne the width of a

microlensing event as the time during which rd < rE, equivalent to observing

an ampli�cation factor in excess of 1.34 (set rd equal to rE in Equation 2.4.7).

Microlensing results are usually expressed in terms of the microlensing optical

depth

�opt =
4�GNd2

s

c2

Z 1

0

�(x)x(1� x)dx; (2.4.9)

where �(x) is the density of MACHOs in the halo [401]. �opt is the probabil-

ity that a given source star will be ampli�ed by more than a factor of 1.34

at a given time|the instantaneous microlensing probability. Since the dis-

tribution of dark matter in the Milky Way’s halo is generally unknown, it is

common practice to assume a speci�c halo model for the purpose of inter-

comparing microlensing results. The MACHO community typically models

�(x) according to a softened isothermal sphere (see Equation 2.2.6) with core

radius ar = 5 kpc [385, 402]. If MACHOs contribute a fraction f (by mass)

of the dark-matter in the Milky Way’s halo, according to this model the ex-

pected microlensing optical depth for source stars in the Large (Small) Magel-

lanic Cloud is �opt ’ 4:7f�10�7 (6:6f�10�7) [401].7 For a softened isothermal

sphere of MACHOs with a 270 km s�1 rms velocity, the average duration of an

ensemble of microlensing events is related to the lensing mass:

htEi ’ 70

�Mmacho

M�

�1=2

days, (2.4.10)

where tE is one half the time during which A > 1:34|the time it takes the

MACHO to travel an angular distance across the sky equal to the Einstein

radius [401]. Searching for MACHOs boils down to monitoring individual stars

in a nearby galaxy for temporary brightenings in their apparent magnitudes.

Short duration events of less than a few weeks are indicative of brown dwarfs

7The Large and Small Magellanic Clouds (commonly abbreviated as LMC and SMC, re-
spectively) are two of Milky Way’s closest satellite galaxies, a mere 50{60 kpc from the Sun.
Microlensing source stars are commonly chosen from these nearby locations because indi-
vidual stars are easily resolved and bright, but can still be treated as point-like background
sources.
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Figure 2.15: Gravitational-microlensing limits from the EROS [401], MA-
CHO [402], and OGLE [403] collaborations on the fraction (f) of the Milky
Way’s halo (by mass) due to MACHOs as a function of MACHO mass. The
lack of microlensing events toward the LMC in the EROS data is consistent
with a halo consisting of no more than �10% MACHOs (blue dash-dotted line,
95% C.L.) over a wide range of masses, while the 13{17 LMC events observed
by the MACHO collaboration prefer f ’ 20% (+ surrounded by 95% C.L. dot-
ted contour). The 2 LMC events in the OGLE data have been interpreted both
in terms of MACHOs in the halo of the Milky Way (red dashed lines) and as
background due to LMC self-lensing (light and dark solid lines, 95% and 90%
C.L., respectively). Figure taken from [403].

withMmacho . 0:1M�, while longer-duration events are more likely to be due

to red dwarfs or stellar remnants with Mmacho & 0:1M�.

Several collaborations have monitored stars in the Magellanic Clouds for

years at a time with varying degrees of sensitivity in order to search for the

characteristic microlensing signatures of MACHOs in the halo of the Milky

Way. Their results are varied and in some cases at odds with one another.

However, it is almost universally true that microlensing results are inconsistent

with a dark halo consisting entirely of MACHOs. The following list summarizes

the main results.
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� The MACHO collaboration monitored �12 million stars in the LMC

for nearly 6 years and discovered 13{17 microlensing candidates with an

expected background of 2{4, depending on selection criteria. No long-

duration candidates were discovered, ruling out a Milky Way halo com-

posed entirely of MACHOs with masses of �1{30M�, but setting only

loose constraints on the possible fraction [404]. The shorter duration can-

didates are consistent with an LMC optical depth of �opt ’ 1:2�10�7 and

characteristic time scales of 2 < tE < 400 days, implying a halo consist-

ing of �20% MACHOs (by mass) withMmacho ’ 0:4M�. Their best-�t

halo fraciton, f , is shown as a function ofMmacho in Figure 2.15. Despite

being model dependent, their results exclude a 100% MACHO halo at

the 95% con�dence level [402].

� In the �rst phase of the Exp�erience de Recherche dObjets Sombres project

(EROS-1) a search for both long- and short-duration microlensing events

was conducted over the course of 4 years. Two events were observed with

lensing masses consistent withMmacho ’ 0:1M�, and a 95% con�dence-

level upper limit of 20% (of total halo mass) was placed on MACHOs

with Mmacho 2 10�7{0.02M� [405]. The second phase (EROS-2) mon-

itored �33 million stars in both Magellanic clouds for nearly 7 years.

Based on data from a subsample of their 7 million brightest source stars

they identi�ed 9 new candidates, for a total of 11 EROS-1 and EROS-2

events. However, followup observations indicate that both EROS-1 and

8 of the EROS-2 candidates are consistent with being due to variable

stars or supernovae, reducing the �nal selection to a single event. From

this single microlensing candidate the optical depth toward the LMC is

limited to �opt < 0:36�10�7 (95% con�dence level) and the halo contribu-

tion of MACHOs with Mmacho 2 10�7{1M� is limited to no more than

�10% [401]. The combined EROS limits are compared to the best-�t re-

gion from the MACHO collaboration’s 13{17 events in Figure 2.15. The

EROS data limit MACHOs with Mmacho ’ 0:4M� to contributing no

more than 8% to the Milky Way’s halo.
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� The Optical Gravitational Lensing Experiment (OGLE) monitored both

Magellanic clouds for an eight year period. Based on two candidate

events, they measure an LMC optical depth of �opt = (0:16�0:12)�10�7,

which can be interpreted in terms of a halo composed of 1{5% MACHOs

with Mmacho ’ 0:2M� [403]. However, the OGLE collaboration ar-

gues that these events are consistent with an optical depth background

of �opt = 0:1�10�7, expected from self-lensing by objects within the

LMC [406]. Instead, they set an upper limit on the halo mass fraction

for MACHOs with Mmacho ’ 0:01{10M� that agrees with the EROS

results and is shown in Figure 2.15. MACHOs with Mmacho ’ 0:4M�

are limited to contributing no more than 7% of the halo’s mass at 95%

con�dence. In a separate paper, the OGLE collaboration describes their

measurment of 3 SMC microlensing events, which results in an SMC op-

tical depth of �opt = (1:30�1:01)�10�7 that they claim is consistent with

the expected background due to SMC self-lensing [407]. The limits from

their SMC data do not signi�cantly improve upon the LMC limits shown

in Figure 2.15.

The origin of the MACHO collaboration’s 13{17 candidates has been the

focus of much debate within the community. Although one of their candidates

was identi�ed as a variable star in the OGLE data [403], reanalysis of the

their data and followup observations have essentially con�rmed their original

�ndings [408, 409]. The analysis by Bennett in [408] reduces the number of can-

didates to 10 for an LMC optical depth of �opt = (1:0�0:3)�10�7, adjusting the

halo fraction preferred by the MACHO data down to �16% for MACHOs with

Mmacho ’ 0:4M�. The LMC statistics observed by all three microlensing col-

laborations are low enough that agreement between the experiments is possible

but unlikely. It can be said with con�dence, however, that brown dwarfs and

plantet-like objects with Mmacho 2 10�7{10�1M� contribute no more than

�10% to the mass of the Milky Way’s halo. Furthermore, considered together,

the microlensing data appear roughly consistent with the above mentioned lim-

its concerning red dwarfs (<1%) and stellar remnants with masses less than

�100M� (<10%). Limits on very massive MACHOs with Mmacho & 30M�
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are lacking, leaving open the possibility that the halo consists of very massive

black holes. Nevertheless, given the case for nonbaryonic dark matter presented

in Chapter 1 as well as the lack of evidence for a signi�cant baryon density in

the Milky Way’s halo, more exotic solutions to the dark-matter problem must

be explored.

2.4.2 Neutrinos

The only known nonbaryonic dark-matter candidates are SM neutrinos. As

mentioned in Section 1.1, the 
avor eigenstates of SM neutrinos have been

experimentally proven to oscillate from one to another, implying nonzero o�-

diagonal mass-matrix terms that correspond to nonzero neutrino masses [9]. It

has long been argued that SM neutrinos with masses m� ’ 30 eV/c2 could ac-

count for a signi�cant fraction of the Universe’s dark matter [410]. This is easy

to understand in light of an expected (present-day) relic density of &100 neutri-

nos per cubic centimeter for each neutrino species with m� . 1 MeV/c2 [411].

In this section I brie
y review some arguments against SM neutrinos as the

dominant form of dark matter.

Since light and heavy neutrinos have very di�erent properties in the early

Universe, it is important to establish an approximate neutrino-mass scale. The

least model dependent and accurate estimates of neutrino mass come from

measuring the endpoint and shape of the tritium �-decay spectrum. Tri-

tium is an unstable isotope of hydrogen with a nucleus consisting of two

neutrons in addition to the usual proton. It decays with an �12 yr half-life

to a 3He nucleus by converting one of its neutrons to a proton via � de-

cay:
3
1T �! 3

2He+ + e� + ��e: (2.4.11)

Due to the relative rest masses of the decay products, the 3He daughter is pro-

duced at rest (relative to the tritium parent), while the 18.6 keV decay energy

is split between the electron and antineutrino [412]. The ��e is so weakly inter-

acting that it will escape with its share of the decay energy undetected (from

most detectors). With a suitable spectrometer and large enough tritium source,
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however, the distribution of electron decay energies can be measured. Both the

endpoint and the shape of this tritium �-decay spectrum are sensitive to the

square of the mass of the antineutrino, �m2
��e

. To date, a (convincing) �nite

neutrino mass has yet to be measured in this manner, with current upper limits

suggesting m��e
< 2:3 eV c�2 at 95% con�dence [413, 414]. The KArlsruhe TRI-

tium Neutrino (KATRIN) experiment will take data for �ve years beginning

in 2012 and promises an order of magnitude improvement over current limits,

with sensitivity to m��e
’ 0:3 eV c�2 [415].

Direct measurements of the masses of the muon and tau neutrinos yield

much weaker limits, with m��
. 0:2 MeV/c2 and m��

. 20 MeV/c2 [88]. The

large-volume neutrino observatories with which neutrino oscillations are char-

acterized, however, are sensitive to neutrino-mass di�erences. If we assume

for the sake of argument that 2.3 eV/c2 represents the mass of the lightest

neutrino, upper limits on the masses of the two heavier species can be de-

rived from the squared neutrino-mass di�erences measured by these experi-

ments.

The main purpose of neutrino-oscillation experiments is to characterize the

3�3 Pontecorvo-Maki-Nakagawa-Sakata (PMNS) mixing matrix [416, 417] that

relates the neutrino 
avor eigenstates to the neutrino mass eigenstates (�1, �2

and �3). The PMNS matrix is commonly parameterized by a CP-violating

phase, �CP, and the three mixing angles �12, �23 and �13, each tied to the prob-

ability for neutrinos to oscillate from one 
avor to another. Traditionally, �12

has been associated with an apparent de�cit in electron-neutrino 
ux from

the Sun. This de�cit was �rst measured by Davis and collaborators with a

chlorine-based detector at the Homestake Mine in South Dakota, where they

detected �1/3 of the electron neutrinos expected to be produced by reactions

in the Sun, giving rise to the so-called solar-neutrino problem [418]. Many

years and many �e-disappearance experiments later, the solar neutrino prob-

lem is now understood to be the result of electron neutrinos oscillating into

another 
avor while in transit from the Sun (or an accelerator target). The

oscillation probability is governed by the large mixing angle �12 ’ 34�, and

corresponds to a squared mass di�erence between the �rst two neutrino mass
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eigenstates of �m2
12 = (7:6 � 0:2)�10�5 eV2/c4 [419]. The mixing angle �23

is associated with a de�cit of muon neutrinos (relative to electron neutrinos)

expected from the byproducts of cosmic-ray interactions in the atmosphere.

The Super-Kamiokande ��-disappearance experiment in Japan con�rmed the

existence of neutrino-
avor oscillations by providing the �rst precision mea-

surement of �23 [9]. The size of the corresponding squared mass di�erence

is much larger than �m2
12, implying that the atmospheric-neutrino problem

is due to muon neutrinos oscillating into a di�erent 
avor than solar elec-

tron neutrinos. As is the case for solar neutrinos, the mixing angle is large;

sin2(2�23) > 0:92 [420]. The most accurate measure of the squared mass

di�erence, �m2
23 = (2:43 � 0:13)�10�3 eV2/c4, comes from the MINOS ��-

disappearance experiment at the Soudan Mine in northern Minnesota [421].

The value of �CP is currently unknown, while a nonzero value of �13 (�1{10� at

90% con�dence) appears to have been measured for the �rst time by the T2K

�e-appearance experiment [422].

From the neutrino-oscillation results it is clear that SM neutrinos are light.

If we stretch the experimental errors to the 2� level and assume the lightest

neutrino has a mass of 2.3 eV/c2, the mass of the heaviest neutrino cannot ex-

ceed �2.36 eV/c2. A crude limit on the sum of the neutrino masses is therefore

X
m� . 7 eV/c2; (2.4.12)

where the sum is over neutrino 
avors. To translate this into a limit on the

present-day neutrino energy density, 
� , an estimate of the neutrino number

density is needed. During the early stages of BBN, neutrinos remain in equi-

librium with other forms of radiation (e.g., photons, electrons and positrons)

provided the rate of their weak-scale interactions is greater than the expansion

rate of the Universe: �weak > H. It can be shown that this is approximately

true for

(kT )3 >

r
8�3g�

90

(mW c2)
4

MP c2
; (2.4.13)

where MP =
p
~c=GN = 1:22�1019 GeV/c2 is the Planck mass, mW ’
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80 GeV/c2 is the mass of the W boson, and

g� =
X

g�
boson +

7

8

X
g�

fermion; (2.4.14)

is the number of relativistic degrees of freedom [151, 88]. Photons contribute

2 degrees of freedom to the bosonic sum, while electrons, positrons and the 3

neutrino species contribute a total of 10 degrees of freedom to the fermionic

sum, resulting in g� = 43=4. Neutrinos will therefore remain in equilibrium

until the temperature of the Universe cools to below kT ’ 1 MeV. This is

an important dividing line regarding the relic density of light versus heavy

neutrinos. The number density of heavy neutrinos with masses &1 MeV/c2

will be exponentially suppressed due to self-annihilations [423]. Light neutrinos,

however, will decouple as radiation and will have a relic density nearly equal

to the density of CMB photons;

n� =
��P
m�

=
3

11
n
 ; (2.4.15)

where the suppression factor of 3=11 accounts for the reheating of the photon

background during the BBN e� annihilation stage that occurs after neutrino

decoupling [151]. The photon number density can be estimated by integrating a

black-body spectrum characterized by temperature Tcmb (see Chapter 6 in [18]

for further details);

n
 =
2

�2

�
kTcmb

~c

�3 Z 1

0

x2dx

ex � 1
’ 410:5 cm�3: (2.4.16)

An expression for the present-day energy density of light neutrinos follows

from a combination of Equations 2.4.15 and 2.4.16 and the critical density in

Equation 2.1.2:


� =
��

�c

’
P

m�

94 h2 eV c�2
: (2.4.17)

The neutrino-mass limit from Equation 2.4.12 therefore implies 
� . 0:14 for

h = 0:738.

The neutrino contribution to the energy density can be further limited by

considering the e�ect light neutrinos have on density 
uctuations in the early
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Universe, and on the subsequent clustering of galaxies at later times. Following

in
ation, curvature perturbations begin to grow into the regions of over- and

underdensity that will later give rise to the CMB anisotropy and structures we

observe today. During these radiation-dominated times, light neutrinos have

large velocities due to their small masses (relative to the high temperatures),

and are therefore capable of free-streaming over large distances. If 
M is

dominated by light neutrinos, their free-streaming capability will tend to inhibit

(or \wash out") density contrasts (both in neutrinos and baryons) on small

scales [424, 425]. This can have a pronounced e�ect on the shape of the CMB

power spectrum and the level of small-scale galaxy clustering at late times [426,

427]. Furthermore, if neutrinos with masses less than �30 eV/c2 dominate

the matter density, N-body simulations of the nonlinear growth of structure

indicate the formation of too much large-scale structure [428]. Such neutrino-

driven structure formation occurs in a top-down fashion, where large structures

form �rst and smaller structures like galaxies fragment o� at later times (z . 1)

[424, 429]. The problem with this top-down scenario is that galaxies have been

observed out to redshifts as large as z ’ 8:6 [430]. In general, to correctly

simulate the observed spatial-redshift distribution of galaxies requires 
M to

be dominated by a nonrelativistic particle species in the early Universe [431],

which is perhaps the main reason for the popularity of the cold dark-matter

scenario. The astrophysical evidence discussed in the previous chapter (CMB,

SNe, BAO and H0|see Section 1.3.5) suggests that the sum of the SM neutrino

masses is less than �1 eV/c2 [432, 24]. The authors in [433] further restrictP
m� by studying the clustering of >700,000 LRGs in the seventh SDSS data

release [133] as a function of angular scale and redshift. At small angular scales

their power spectrum exhibits too much galaxy clustering to be consistent withP
m� > 1 eV/c2, and when combined with other cosmological constraints their

analysis indicates X
m� < 0:281 eV=c2: (2.4.18)

The corresponding neutrino-density limit from Equation 2.4.17 is 
� < 0:005,

a nearly trivial fraction (�2%) of the total dark-matter density. The three SM

neutrino species are clearly an inadequate solution to the dark-matter problem.
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2.4.3 Weakly Interacting Massive Particles

It should be clear by this point that dark baryons are insu�cient to explain

the dark-matter problem, whether on a cosmic or galactic scale. Furthermore,

a dark-matter density dominated by particles that were relativistic during the

early stages of structure formation|hot dark matter|is disfavored because

the corresponding top-down structure-formation scenario is at odds with the

spatial-redshift distribution of small-scale structure in the Universe. All the

evidence appears to lead to a dark-matter candidate that lies outside the SM,

is weakly (or very weakly) interacting, and is nonrelativistic during the early

stages of structure formation. These conditions are satis�ed by a large (and

popular) class of hypothetical candidates known as Weakly Interacting Massive

Particles (WIMPs) [137]. WIMPs are stable (or very long lived) particles that

interact weakly (and gravitationally) and are individually massive enough to

have frozen-out at a relatively high temperature in the early Universe, allow-

ing them to cool to nonrelativistic velocities and seed structure formation in a

manner consistent with observational evidence. There are a number of theories

beyond the SM that contain a natural WIMP candidate. Before discussing any

speci�c examples, however, it is instructive to review the provocative (and gen-

eral) weak-scale relationship between the annihilation cross section and relic

density of cosmologically interesting WIMPs (
wimp ’ 1), what many consider

to be their de�ning property and the principle reason they are a well motivated

class of candidates. The following discussion loosely follows the line of reason-

ing presented in Chapter 18 of [18], but also mimics the standard \WIMP

coincidence" argument found elsewhere in the literature [2, 138, 434].

Suppose the dark matter is composed of a WIMP, call it � with mass

m�, that is in thermal equilibrium in the early Universe; that is, provided

kT � m�c2, the number of WIMPs is maintained at a level roughly equal to

the photon background by rapid conversion to lighter species through annihi-

lations (� + �� ! l + �l, where l could be an electron, quark or other particle

in thermal equilibrium) and vice versa (l + �l ! � + ��). As the Universe

cools, the number of WIMPs drops exponentially because WIMP production
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becomes kinematically disfavored. Eventually, the rate of annihilations slows

to an e�ective stop as the WIMPs cool to nonrelativistic speeds and the space-

time expansion dilutes their numbers. This occurs when the expansion and

WIMP-annihilation rates are roughly equal, and is commonly referred to as

freeze-out because the absolute number of WIMPs ceases to change apprecia-

bly:

�A = h�Avif n�;f ’ H(tf ); (2.4.19)

where n� is the WIMP number density, �A is the annihilation cross section,

v is their relative velocity, the brackets represent thermal averaging, and the

subscript f denotes values at the freeze-out time tf .

The balance between WIMP annihilation, production, and dilution is gov-

erned by the Boltzmann equation:

dn�

dt
+ 3Hn� = �h�Avi

�
n2

� � n2
�;eq

�
; (2.4.20)

When the rate of annihilations is su�ciently low (or e�ectively zero), the evo-

lution of the number density is controlled by the second term on the left-hand

side, and n� dilutes according to the expansion of the Universe; n� / a�3.

The terms on the right-hand side represent particle annihilations (�rst term)

and the reverse process of WIMP production (second term), and are approxi-

mately equal when WIMPs are in thermal equilibrium. Assuming the WIMPs

follow a Maxwell-Boltzmann distribution and are nonrelativistic (such that an

individual particle’s energy is well approximated by E = m�c2 + p2=2m�), an

expression for the number density at thermal equilibrium is

n�;eq = g�
�

Z
d3p

(2�~)3
e�E=kT

=
g�

�

(2�~)3

Z
d3pe�p2=2m�kT e�m�c2=kT

= 4

�
m�kT

2�~2

�3=2

e�m�c2=kT ; (2.4.21)

where the WIMPs have been assumed to be Dirac particles such that the par-

ticle degrees of freedom g�
� = 4. The arguments presented here work equally
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well, however, for Majorana particles in which � = �� and g�
� = 2 (see [138] for

further details). The number density at freeze-out is given by Equation 2.4.21

evaluated at the freeze-out temperature Tf . In fact, Equation 2.4.21 is quite

general; it gives the number density (at Tf ) of any heavy particle species that

was once in thermal equilibrium. Following freeze-out, WIMPs are a form

of nonrelativistic matter and their density will scale as �� / a�3 (see Equa-

tion 1.2.8). Their present-day density is therefore related to n�;f according

to


� =
��;0

�c

=
n�;f m�

(1 + zf )3�c

; (2.4.22)

where zf is the freeze-out redshift. 
� is commonly referred to as the relic

density because it is simply a scaled version of the density at freeze-out and

therefore represents the number of WIMPs left over following thermal produc-

tion in the early Universe.

An expression for zf can be derived by invoking conservation of entropy,

thereby relating quantities at freeze-out to present-day quantities (at z = 0).

Now and in the early Universe, the entropy density S is dominated by the

relativistic degrees of freedom. Consider the entropy associated with a volume

of black-body radiation at temperature T . Adding an increment of heat �U ,

while holding the volume and temperature �xed, increases its entropy by �S =

�U=T . It is straightforward to integrate the black-body distribution of photon

frequencies to obtain an expression for U in terms of T ;

U =

Z 1

0

U(!)d!

Z 1

0

~

�2c3

!3d!

e~!=kT � 1

=
�2

15

(kT )4

(~c)3
=

4�B

c
T 4; (2.4.23)

where �B � (�k2)2=(60~3c2) is the Stefan-Boltzmann constant and U =

4�BT 4=c is often referred to as the Stefan-Boltzmann law. Utilizing the Stefan-

Boltzmann law, the entropy density can be written as

S =

Z
dU

T
=

16�B

c

Z
T 2dT =

16

3c
�BT 3; (2.4.24)
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which generalizes to

Sf =
16

3c
�BT 3

f

g�
f

2
(2.4.25)

for an arbitrary number of relativistic degrees of freedom g�
f at temperature Tf .

The present-day entropy density is dominated by the three neutrino species

(two spin degrees of freedom each) and the two components of the electro-

magnetic �eld. Recalling from Equation 2.4.14 that each fermionic degree of

freedom contributes 7/8 as much as each bosonic degree of freedom, the present-

day entropy density can therefore be split into a term due to the CMB and a

term due to the neutrino background;

S0 =
16

3c
�B

�
2T 3

cmb + 6T 3
�

7

8

�
=2; (2.4.26)

It can be shown that the CMB and neutrino temperatures are related according

to (see Chapter 6 in [18] for derivation)

T� =

�
4

11

�1=3

Tcmb: (2.4.27)

Finally, Sf can be related to S0 by noting that the entropy density per comoving

volume is a conserved quantity; a3S is a constant. When expressed in terms of

redshift (see Equation 1.2.6), this conservation condition requires

Sf

(1 + zf )3
=

S0

(1 + z0)3
= S0: (2.4.28)

Putting the previous four numbered equations together yields

(1 + zf ) =

�
11g�

f

43

�1=3
Tf

Tcmb

: (2.4.29)

The �nal ingredient needed to relate the WIMP-annihilation cross section

and relic density is an expression for the Hubble parameter at freeze-out. Since

the Universe is radiation dominated when WIMPs freeze-out, the Hubble pa-

rameter is well approximated by

H2(tf ) ’ 8�GN

3
�R;f ; (2.4.30)

129



CHAPTER 2. DARK MATTER

where �R;f is the radiation density at tf . Generalizing the Stefan-Boltzmann

law to an arbitrary number of relativistic degrees of freedom and noting that

�R = U=c2, the Hubble parameter at tf is given by

H(tf ) =

�
16�GN�B

3c3

�1=2

T 2
f

q
g�

f : (2.4.31)

An expression for h�Avif follows from combining this with Equations 2.4.19,

2.4.22, and 2.4.29:

h�Avif =

�
16�GN�B

3c2

�1=2
43T 3

cmb

11
p

g�
f

1


��c

m�

Tf

’ 10�27

p
g�

f

1


�h2

m�

Tf

cm3 s�1; (2.4.32)

where m� and Tf are in GeV in the second line. A useful relationship be-

tween WIMP mass and freeze-out temperature can be obtained by combining

Equation 2.4.21 (evaluated at Tf ) with Equations 2.4.22 and 2.4.29:

m�

Tf

= 18:9 +
3

2
ln

�
m�

Tf

�
+ ln

 
m�


�h2g�
f

!
; (2.4.33)

where m� and Tf are again in GeV. If WIMPs are cosmologically interesting

and dominate the present-day dark-matter density, 
�h2 ’ 0:1. Furthermore,

for freeze-out temperatures between �100 MeV and 100 GeV, g�
f varies from

�10 to 100 (see, e.g., Figure 3 in [138] or Figures 1{3 in [434]). The argument

of the logarithm in the right-most term is therefore of order unity provided

the WIMP has a GeV-scale mass. In this scenario, Equation 2.4.29 requires

m�=Tf ’ 20{30, and Equation 2.4.32 gives the WIMP density in terms of the

annihilation cross section:


�h2 ’ 10�26 cm3 s�1

h�Avi : (2.4.34)

It is interesting to note that the annihilation cross section of a weakly interact-

ing particle is given approximately by

h�Aviweak ’
(�~)2

m2
W

c ’ 10�27 cm3=s; (2.4.35)
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where � ’ 1=137 is the �ne-structure constant [138]. Consequently, Equa-

tion 2.4.34 implies that cosmologically interesting WIMPs have weak-scale in-

teraction rates.

This result is often referred to as the WIMP coincidence; GeV-scale WIMPs

will have a present-day density equal to the cosmologically preferred value of


c provided they have weak-scale interaction rates. There is no a priori rea-

son for the dark-matter density to be tied to the weak scale. The order-of-

magnitude estimates outlined above have naturally led to a plausible solution

to the dark-matter problem in the form of a weakly interacting and massive

particle. Furthermore, the favored mass range of cosmologically interesting

WIMPs (1{1000 GeV/c2) is also the energy scale at which new physics is ex-

pected to explain the SM’s mass-hierarchy problem [435, 436]. WIMPs are well

motivated from the point of view of cosmology and particle physics!

2.5 Supersymmetry

A WIMP-dominated dark-matter density implies that the SM is incomplete;

there are no massive weakly interacting SM particles that are also stable (or

very long lived). The SM’s three neutrino species possess most of the requi-

site properties, but as discussed in Section 2.4.2 neutrino-mass limits suggest

that SM neutrinos are a form of hot dark matter. They cannot constitute a

signi�cant fraction of 
c due to the prevalence of small-scale structure in the

Universe. However, the precedent for a weakly interacting stable particle with

nonzero mass should not be taken lightly. The existence of a fundamental par-

ticle that is in many respects very similar to a WIMP has been demonstrated.

It is not much of a stretch to imagine that a heavier version of something like

an SM neutrino could exist, particularly considering the unexplained hierarchy

of fermion masses in the SM.

This line of reasoning naturally leads to the possibility of a sterile [437,

438] or fourth generation neutrino [439, 440]. While these are both interesting

(and valid) WIMP candidates, their ad hoc addition to the SM does little to

improve the larger theoretical framework. Given the success of the SM, if it is
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to be extended, the additional content should not only provide a viable dark-

matter candidate but also address as many of the SM’s other de�ciencies as

possible. Perhaps the two most notable such issues are the SM mass hierarchy

and the uni�cation scale of the strong and electroweak forces. Supersymmetric

extensions address both of these concerns (and more) while providing an ideal

WIMP candidate. In this section I brie
y review supersymmetry (SUSY) from

a general point of view as well as describe a speci�c SUSY model that contains

a relatively light WIMP. From here on, the focus of this thesis will be on

the detection of WIMP dark matter, with particular emphasis on what are

considered light WIMPs (m� ’ 1{10 GeV/c2).

2.5.1 General Overview

As described in Section 1.1, the SM is a quantum �eld theory based on prin-

ciples of symmetry. It describes particles as manifestations of �elds that are

distinguished from one another by conserved (or partially conserved) quantum

properties. In most cases, the quantum properties can be related directly to

a symmetry of nature. Perhaps the most obvious is the symmetry of electric

charge|usually represented by the charge-conjugation operator bC|that gov-

erns the relationship between matter and antimatter. For each particle with

charge q, charge symmetry requires a nearly identical particle with charge �q.

For example, charge conjugation relates an electron to a positron:

bC
��e�
�
�!

��e+
�

: (2.5.1)

Other SM symmetries include parity ( bP ), time reversal (bT ) and gauge invari-

ance. Of course, not all of these are perfectly obeyed symmetries. The highest-

energy form of the SM Lagrangian, however, can be constructed by considering

only terms that are consistent with symmetries observed in nature. Symmetry

clearly plays a central role in our understanding of physical reality!

At the most basic level, SUSY can be similarly understood; it is an addi-

tional symmetry of nature that relates one type of particle to another. In the

case of SUSY, the symmetry is between bosons and fermions, a spin-statistics
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symmetry. If truly a symmetry of nature, SUSY will manifest itself as a spec-

trum of particles. For each boson in the SM, SUSY predicts a fermionic super-

partner and vice versa. The spectrum of so-called superpartners is related to

the SM through supersymmetric operators. The number and speci�c properties

of these operators is model dependent. A theory with a single SUSY genera-

tor is typically described as N = 1 SUSY (see, e.g., [441] for further details).

The most basic SUSY operator might be a direct transformation from an SM

particle to a superpartner, call it bQ. Under this transformation, for example,

a spin-1=2 electron becomes a spin-0 selectron:

bQ
��e�, j = 1=2

�
�!

��ee �, j = 0
�

: (2.5.2)

The nomenclature for SUSY particles is straightforward. Superpartners of SM

bosons have similar names but with the su�x ino added to the end (e.g., Hig-

gsino and photino), while superpartners of SM fermions are named according to

their SM counterparts but with the letter s added to the beginning (e.g., squark

and sneutrino). As in Equation 2.5.2, a superpartner is typically represented

by placing a tilde over the corresponding SM symbol.

While the SM makes a very clear distinction between matter (fermions) and

force carriers (bosons), SUSY predicts bosonic matter and fermionic force car-

riers. Just as quantum mechanics blurred the distinction between waves and

particles in the early 1900s, SUSY attempts to blur the distinction between

particles and interactions. This has a profound consequence regarding the pos-

sibility of a quantum theory of gravity. Gravitation is a purely attractive force.

Within a quantum �eld-theory framework such a force must be transmitted

by an even-integer �eld, in this case the spin-2 graviton. The electromagnetic

force can be either attractive or repulsive and is carried by an odd-integer

�eld, the spin-1 photon. Direct symmetry transformations between even- and

odd-integer �elds are forbidden by so-called \no go theorems" (see, e.g., [442]

for further details). This is one of the primary di�culties in unifying gravita-

tion with the other forces in the SM. SUSY bridges the gap, so to speak, by

connecting the graviton to the photon through a spin-3=2 gravitino. SUSY’s

natural faculty for unifying matter and the force carriers through superpartner
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intermediaries is one of its principle attractions, often making it a key (and

some might argue necessary) ingredient in attempts to combine general rela-

tivity and the SM. There is also a certain ascetic appeal to integrating the spin

degree of freedom into the theoretical framework, something that is lacking in

the SM.

So why has SUSY not been discovered? There is an important di�erence

between a symmetry like charge conjugation and SUSY. In the case of charge

conjugation the operator bC does not change the mass of the particle, only

the electric charge (e.g., the electron and positron have the same mass). The

symmetry is said to be unbroken. If SUSY were an unbroken symmetry of na-

ture, all the superpartners would have masses equal to their SM counterparts.

A spin-0 selectron with a 511 keV/c2 mass, however, has not been observed

in nature or in the laboratory. With the center-of-mass energies available at

past and present particle accelerators and colliders, such a particle would have

been easily created and detected. This is generically true for the superpart-

ners of any SUSY model. If SUSY exists it must be a very badly broken

symmetry, and the symmetry-breaking scale and spectrum of superpartner

masses is apparently beyond the energies currently accessible in the laboratory.

Spontaneously broken symmetries are nothing new to particle physics. The

symmetry that uni�es the electromagnetic and weak forces is spontaneously

broken at the weak scale, giving rise to weak bosons with GeV-scale masses.

Perhaps supersymmetry is also a spontaneously broken symmetry of nature,

and the SUSY-breaking scale is such that the masses of the superpartners are

elevated beyond the few hundred GeV/c2 currently accessible in the labora-

tory.

Since its discovery in the early 1970s [443, 444, 445] and despite the lack

of any experimental evidence for its existence, SUSY has blossomed into a rich

(and favored) �eld of theoretical particle physics. I cannot hope to do justice

to the SUSY theorists’ ingenuity and diligence over the past four decades, not

to mention the multitude of speci�c SUSY models that have been constructed

and explored. In what follows I will attempt to outline a few of the main

motivations for searching for SUSY. I apologize ahead of time if the discussion
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comes across as oversimpli�ed; I am but a humble experimentalist and some of

these concepts are beyond my experience. For more general and detailed SUSY

discussions I refer the interested reader to three reviews from the mid-1980s that

I found particularly instructive. The highly technical review by Nilles in [441]

pays particular attention to the relationship between SUSY and supergravity;

gravity appears as a natural component of �eld theories that invoke SUSY

as a local (as opposed to global) symmetry. The review by Haber and Kane

in [446] is more general as well as more accessible, with particular emphasis on

experimental constraints resulting from laboratory searches for SUSY. Finally,

Sohnius’ review in [442] is perhaps the most mathematically complete and

contains an interesting historical perspective in the introduction. For a more

recent and pedagogical reference, Baer and Tata’s Weak Scale Supersymmetry

might be more appropriate [447].

2.5.2 Motivation

The Higgs Mass

One of the most unsettling features of the SM is the Higgs mass. As men-

tioned in Section 1.1, the Higgs is responsible for electroweak symmetry break-

ing and is the SM’s only fundamental scalar. As such, it has some unique

properties. All particles in the SM receive corrections to their masses due

to so-called loop diagrams. This is demonstrated for the Higgs at the 1-loop

level in Figure 2.16. These radiative corrections diverge logarithmically for

SM fermions, and are manageable within the theory through renormalization.

For the Higgs, however, the 1-loop correction diverges quadratically. Stated in

another way, if the SM is a low-energy approximation of a more fundamental

theory that comes into play at some scale �uv, the 1-loop correction to the

Higgs mass is given by

�m2
Higgs / g2�2

uv; (2.5.3)

where g is a coupling constant. Although there is no guarantee that a �-

nite ultraviolet cut-o� exists, a couple of natural new physics scales are the
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Figure 2.16: Feynman diagrams of 1-loop radiative contributions to the Higgs
propagator. The top diagram represents the quadratically divergent contribu-
tion to the Higgs mass from its scalar self-correction, while the bottom diagram
represents the additional, opposite sign correction (also quadratically divergent)
from the fermionic superpartner to the SM scalar. In SUSY extensions to the
SM, both diagrams contribute to the Higgs mass such that the quadratic diver-
gence cancels, preserving the weak-scale at the few hundred GeV level without
�ne tuning.

gauge-force uni�cation scale at Mgut ’ 1016 GeV/c2 and the Planck scale at

Mp ’ 1019 GeV/c2. In any case, in the absence of an intermediate physics

scale, the Higgs mass should be e�ectively in�nite due radiative self-corrections.

However, the Higgs vacuum expectation value drives electroweak symmetry

breaking and sets the weak scale at Eweak ’ 200 GeV. The measured val-

ues of the weak-boson masses give empirical proof that radiative corrections

have not driven the weak scale to the GUT scale or beyond. The only way

to prevent the Higgs mass from diverging to the next natural scale is to

�ne tune the coupling constant g to one part in �2
uv/E2

weak. If we assume

�uv ’Mgutc
2, g has to be �ne tuned to 1 part in �1028! This is often referred

to as the naturalness or hierarchy problem; how can g be so �nely controlled

so as to maintain the hierarchy between the weak scale and the next natural

scale?
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One solution is to add SUSY to the SM. In SUSY extensions, the Higgs

mass receives corrections from both the SM �eld (top of Figure 2.16) and its

superpartner (bottom of Figure 2.16). Since the SM �eld and its superpartner

have opposite spin statistics, their 1-loop diagrams enter into the Higgs mass

correction with opposite signs:

�m2
Higgs / g2

�
�2

uv + m2
�

�
� g2

�
�2

uv + m2
e�

�
= g2

�
m2

� �m2
e�

�
; (2.5.4)

where � is the SM scalar �eld and e� is its fermionic superpartner. The can-

cellation is not exact since SUSY is a broken symmetry, i.e., m� 6= me�. In

order for the weak scale to be preserved at the few hundred GeV level with-

out �ne tuning, SUSY should come into play at scale of �uv ’ Eweak=g, or

a few TeV. The new SUSY particles would naturally have masses just below

this scale, making any stable superpartner a cosmologically interesting WIMP

candidate.

Gauge Force Uni�cation

A generic feature of quantum �eld theories is the so-called \running" of

the coupling constants. The idea of a coupling constant was introduced above,

where a factor of g2 was included in Equations 2.5.3 and 2.5.4 to represent

the interaction points (or vertices) in the 1-loop diagrams. Coupling constants

are associated with a theory’s force carriers and measure the strength of the

associated interactions. They show up explicitly as dimensionless coe�cients

of terms in a theory’s Lagrangian, and they are not truly constant. In general,

a theory’s coupling constants are a function of the energy transferred from one

particle to another across a given vertex; that is, coupling constants run either

up or down in strength as a function of energy.
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It is customary to write the coupling constants associated with the SM

gauge interactions as

�1 =
5

3

g
02

4�
=

5�

3cos 2�W

;

�2 =
g2

4�
=

�

sin 2�W

; and

�3 =
g2

s

4�
; (2.5.5)

where � (without a subscript) is the �ne-structure constant and �W is the

weak-mixing angle that arises from electroweak symmetry breaking. Recall

that the SM’s gauge symmetry can be expressed as the group product SU(3)

SU(2)
U(1). gs, g and g

0

are the coupling constants associated with the SU(3)

(strong), SU(2) (weak) and U(1) (electromagnetic) gauge groups, respectively,

and g and g
0

are related through the weak-mixing angle: g
0

=g = tan �W . It

is well established experimentally that �1 is correlated with the interaction

energy Q, while �2 and �3 are both anticorrelated with Q. That the strong

force gets weaker as the distance between colored objects decreases (or the

energy increases) is known as asymptotic freedom. At su�ciently high energies,

strongly interacting, colored �elds can escape color con�nement because �3 ! 0

as Q!1 (see, e.g., Figure 10 in [448]). This is a direct result of the running

of the strong coupling constant.

The idea of uni�cation is that at a su�ciently high energy the SM’s coupling

constants will meet at a common value; the forces of nature (excluding gravita-

tion) will unify into a single strong-electroweak force. Of course, a priori there

is no guarantee that the couplings will converge to a single value. To test the

idea within the framework of the SM, a renormalization scheme has to be spec-

i�ed. A commonly used scheme is the so-called modi�ed minimal subtraction

(MS) scheme [449, 450]. A detailed discussion of renormalization is beyond

the scope of this thesis. In short, the couplings are speci�ed at some starting

point and then run up to higher energies by solving the renormalization-group

(RG) equations (see, e.g., [451] for further details). In the MS scheme, the

starting point is the Z0 mass, where Q ’ 91 GeV. From a simultaneous �t to
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Figure 2.17: The running of the Standard Model’s three gauge couplings as
a function of interaction energy with (right panel) and without (left panel)
supersymmetry. Within the context of the Standard Model the couplings do
not meet at a single point and gauge-force uni�cation is ruled out at high
signi�cance. A supersymmetric extension to the Standard Model in which the
superpartners have TeV-scale masses allows the couplings to meet at the Grand
Uni�ed Scale (GUT) scale ofMgut ’ 1016 GeV/c2. Figure adapted from [451].

data measured at the LEP and Tevatron colliders, the starting-point values of

the couplings are �1 ’ 0:017, �2 ’ 0:034, and �3 ’ 0:12 [88]. The solution to

the RG equations is

1

�i(Q2)
=

1

�i(m2
Zc4)

� bilog

�
Q2

m2
Zc4

�
; (2.5.6)

where mZ ’ 91 GeV/c2 and the coe�cients bi = (41=10;�19=6;�7) [451]. This

result is shown in the left panel of Figure 2.17. Clearly the SM couplings do

not run to a single point; uni�cation within the SM is ruled out at the 8�

con�dence level!

One of the major motivations for extending the SM with SUSY is the pos-

sibility of gauge-force uni�cation. Although this is largely an ascetic pursuit,

it is not without precedent. After all, the weak and electromagnetic forces
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are understood as low-energy approximations of a higher-energy uni�ed inter-

action, the electroweak force. The right panel in Figure 2.17 demonstrates

that a uni�ed strong-electroweak force is indeed possible if SUSY is included

in the SM at the TeV scale. In the example shown, the superpartners have

TeV-scale masses that modify the slopes of the coupling constants’ energy de-

pendence (at Q ’ 1 TeV) such that the strength of the uni�ed gauge interaction

is �gut ’ 0:04 at Q ’ 1016 GeV. This is the motivation for the GUT scale given

in the previous section. Some might consider the failure of uni�cation within

the SM a near miss, a failure that new physics at the TeV scale is likely to

correct.

2.5.3 The MSSM, LSP & Neutralino

To understand why SUSY is relevant to the dark-matter problem it is in-

structive to review a speci�c model. A full description of any SUSY model is

beyond the scope of this thesis, but a partial sketch of the so-called Minimal

Supersymmetric Standard Model (MSSM) is still useful. For a formal introduc-

tion to the MSSM, I refer the interested reader to Chapter 12 in Mohapatra’s

Uni�cation and Supersymmetry textbook [452]. The MSSM’s guiding principle

is that it contains the smallest �eld content required to give rise to the SM

�elds we know and love, and is therefore the simplest to write down. It is the

model’s �eld content that will be the focus of the discussion here.

In terms of ordinary, nonsuperpartner �elds, the MSSM contains all the

SM �elds and an additional Higgs doublet. The additional degrees of free-

dom in the Higgs sector are necessary to give mass to both up- and down-type

quarks and to preserve supersymmetry following electroweak symmetry break-

ing without introducing anomalies into the theory. The Higgs bosons are still

responsible for electroweak symmetry breaking, which results in �ve physical

degrees of freedom in the Higgs sector. Two are electrically neutral and CP

even, often referred to as the light (h0) and heavy (H0) Higgs scalars, two are

charged Higgs bosons (H�), and the �fth is a neutral pseudoscalar (CP odd)

commonly denoted A0.
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The particle spectrum of superpartners is constructed to match a SUSY

degree of freedom to each SM degree of freedom. Since the SM fermions each

have two spin degrees of freedom (and a scalar has only one), the MSSM con-

tains two squarks and two sleptons for each quark and lepton, respectively. For

example, to compliment the SM’s up quark, the MSSM contains left- (eq u
L ) and

right-handed (eq u
R) up-squark interaction eigenstates. Antiquarks, leptons and

antileptons are similarly duplicated (e.g., the �� is accompanied by the e� �
R and

e� �
L , where the � indicates a superpartner antiparticle). Most models allow for

mixing between the left- and right-handed sfermion degrees of freedom. The

resulting squark(slepton)-mass eigenstates are sometimes denoted eq1 (el1) and

eq2 (el2). As right-handed neutrinos and left-handed antineutrinos are absent

from the SM, only 3 sneutrinos (e�) and 3 antisneutrinos (e� �) are required to

complete the list of sfermions.

The superpartners to the gauge bosons are generically referred to as gaug-

inos. Since the gluon is a spin-1 particle and the gluino (eg) is a spin-1=2

particle, there are an equal number of each in the MSSM. In the SM, prior to

electroweak symmetry breaking, the SU(2) 
 U(1) gauge degrees of freedom

are represented by four massless bosons, commonly denoted W i (i=1, 2 or 3)

and B. The Higgs mechanism spontaneously breaks the SU(2)
U(1) symme-

try, resulting in the weak and electromagnetic mass eigenstates known as the

W �, the Z0, and the 
. The SU(2)
U(1) gauginos are also mixed into linear

combinations that result in mass eigenstates. The main di�erence is that the

gauginos also mix with any Higgsinos that share the same quantum numbers.8

The two charged Higgsinos ( eH�) mix with the charged W -inos (fW �), resulting

in four charginos (e� �
1 and e� �

2 ). The neutral Higgsinos mix with the B-ino and

the W 3-ino, resulting in four neutralinos denoted by e� 0
i (i=1, 2, 3 or 4). The

neutralinos are labeled according to mass, with the e� 0
1 the lightest and the e� 0

4

the heaviest.

8Gluinos can only mix among themselves as none of the Higgsinos or other gauginos
are colored. It is common in the literature to reserve the name gaugino for the noncolored
gauge-boson superpartners, the W -inos and the B-ino.
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A well known feature of the SM is its conservation of fermion number. For

example, any SM interaction in which there are no fermions in the initial state

must have have an equal number of fermions and antifermions in the �nal

state. In supersymmetric �eld theories, the concept of fermion number con-

servation generalizes to something known as R-symmetry (see, e.g., [446] for

further details). I have intentionally avoided a discussion of how supersymme-

try is broken in the MSSM as it is the most complicated part of the model.

However, since SUSY has yet to be observed, it is clear that the MSSM must

include a mechanism for breaking SUSY and giving the superpartners masses

that exceed current experimental limits. One of the results of SUSY breaking

is that the continuous R-symmetry is partially broken, leaving behind a dis-

creet symmetry known as R-parity. R-parity is characterized by the quantum

number

R = (�1)3b+l+2j ; (2.5.7)

where j, b and l are the spin, baryon and lepton quantum numbers. R = +1

for ordinary particles and R = �1 for superpartners. Although it is possible

to construct a theory that also violates this discrete symmetry, experimental

constraints involving baryon- and lepton-number violating processes (e.g., the

lifetime of the proton) place severe restrictions on R-parity violation. If SUSY

is a part of nature, it would appear that R-parity is a perfect (or very nearly

perfect) symmetry. This has an important consequence regarding the stability

of at least one of the MSSM mass eigenstates described above. In the absence

of R-parity conservation, there is nothing to stop superpartners created in the

early Universe from decaying to lighter stable states of ordinary matter and

radiation as the Universe cools. Conservation of R-parity means that sparti-

cles decay into an odd number of superpartners in addition to ordinary matter.

This prevents all of the superpartners from being unstable. There has to re-

main a Lightest Supersymmetric Particle (LSP) that the other superpartners

decay down to. R-parity prevents the LSP from decaying into ordinary matter

and radiation except through annihilation with its antiparticle (or with itself

in the case of a Majorana LSP). A stable LSP is precisely what makes SUSY

interesting from a dark-matter perspective. It would have been produced in
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the early Universe as described in Section 2.4.3, with the expansion of the

Universe eventually halting LSP annihilations and leaving behind a cosmolog-

ically interesting LSP density if the mass of the LSP is in the GeV to TeV

range.

An obvious question is which of the MSSM superpartners is likely to be

the LSP. Charged, uncolored sparticles like sleptons and charginos are un-

likely because they would bind to ordinary matter to form stable, heavy states.

These heavy states would be intermixed with normal matter, and searches for

anomalously heavy protons have e�ectively ruled out an electrically charged

LSP over most of the cosmologically interesting parameter space [453, 454].

Squarks and gluinos might also bind into heavy states. If these states are elec-

trically charged, they are similarly constrained by the heavy proton searches.

However, there is no guarantee that colored superpartners would not form neu-

tral hadronic states that need not mix with ordinary matter, and might thus

avoid the experimental limits. Many argue that a squark or gluino LSP is

disfavored on theoretical grounds; the gluino is expected to be heavier than

the lightest neutralino and the squarks are expected to be heavier than the

lightest slepton [138]. A colored LSP is therefore not considered likely, but

is possible. Further arguments against an electrically charged or colored LSP

can be found in [455]. A sneutrino LSP would na��vely appear to be an ideal

candidate for WIMP dark matter. However, their range of cosmologically in-

teresting masses (550 GeV/c2 . me� . 2.3 TeV/c2) was essentially ruled out

by early dark-matter direct-detection experiments [456]. That leaves the neu-

tralino as the candidate favored by most to be the LSP. In particular, if the

lightest neutralino e� 0
1 is the LSP, it is an ideal WIMP candidate since it is

weakly interacting (by de�nition), massive (due to SUSY breaking), and sta-

ble (due to R-parity conservation). Furthermore, the neutralino parameter

space predicted by (most) SUSY models is still largely unexplored (see, e.g.,

Figure 2.18).

As mentioned above, the MSSM’s neutralinos are linear combinations of the

B-ino, W 3-ino, and the two neutral Higgsinos ( eH0
1 and eH0

2 ). These four sparti-

cles form the basis from which the neutralino-mass eigenstates are constructed.
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The MSSM neutralino mass matrix can be written as9

Me� 0 =

0
BBB@

m1 0 �mZ c� sW mZ s� sW

0 m2 mZ c� cW �mZ s� cW

�mZ c� sW mZ c� cW 0 ��

mZ s� sW �mZ s� cW �� 0

1
CCCA ; (2.5.8)

where mZ is the mass of the Z0, m1 and m2 are the gaugino-mass parameters,

�W is the weak-mixing angle, � is the Higgsino-mass parameter, and tan �h is

the ratio of the vacuum expectation values (VEVs) of the Higgs bosons. The

lightest neutralino can be expressed as

e� 0
1 = N11

eB + N12
fW 3 + N13

eH0
1 + N14

eH0
2 ; (2.5.9)

where the coe�cients Nij are entries in the 4�4 matrix that diagonalizes the

neutralino-mass matrix (see Appendix A in [2] for detailed expressions). Since

our interest is primarily in the LSP, for simplicity (and unless otherwise noted)

I will denote the e� 0
1 as � from here on. Furthermore, the term neutralino will

be used to refer to the lightest neutralino.

There are three distinct possibilities regarding the content and general prop-

erties of the neutralino. The � can be described by its gaugino and Higgsino

content with the parameters

fg = jN11j2 + jN12j2 ; and

fh = jN13j2 + jN14j2 ; (2.5.10)

the gaugino and Higgsino fractions, respectively. When � � m1 and m2,

fg � fh and the neutralino is gaugino dominated|speci�cally, when fg > 0:99.

The relationship between m1 and m2 is determined by the RG equations. If

the coupling constants and gaugino masses are uni�ed at the GUT scale, at

the electroweak scale

m1 =
5

3
m2 tan2�W ’

1

2
m2: (2.5.11)

9I have use a shorthand notation to represent the cosine and sine trigonometric functions
in order �t Equation 2.5.8 onto one line. The letters c and s with a subscript W (�) refer
to the cos �W (cos �h) and the sin �W (sin �h), respectively.
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In this scenario the neutralino’s mass is given by the lighter of the two gaugino-

mass parameters, m1, and the neutralino is primarily B-ino in nature. Since

the SM’s photon is a linear combination of the B and W 3 �elds, a gaugino

dominated neutralino is sometimes referred to as a photino. Another possi-

bility is that � � m1 and m2, in which case fh � fg and the neutralino is

Higgsino dominated|speci�cally, when fg < 0:01. Finally, if � and m1 are

similarly sized such that 0:01 � fg � 0:99, the neutralino is both Higgsino- and

gaugino-like, and is considered mixed.

The composition of the neutralino is important when calculating its scatter-

ing (with ordinary matter) and annihilation cross sections within the context

of a speci�c model. Certain mixtures, for example, might favor large spin-

dependent scattering cross sections with terrestrial matter (as opposed to spin-

independent), or perhaps annihilations into down-type rather than up-type

quark pairs. Such considerations can a�ect the materials chosen to construct

detectors, or the spectrum of photons targeted by observatories. That is to

say, if the dark matter is composed of neutralinos, the speci�c SUSY anni-

hilation and scattering channels associated with di�erent neutralino mixtures

can have important consequences regarding dark-matter detectability. This

is demonstrated in Figure 2.18, where predictions for the neutralino-nucleon

elastic scattering cross section are plotted as a function of neutralino mass

for a particular MSSM model with di�erent neutralino mixtures. On average,

a gaugino-like neutralino has a smaller mass and larger cross section than a

Higgsino-like neutralino [457], making it easier to detect.

Another reason for showing Figure 2.18 is to introduce the parameter space

that is the primary target of direct-detection dark-matter experiments, cross

section versus mass. At the most basic level, a direct-detection experiment at-

tempts to measure the rate at which dark-matter particles in the Milky Way’s

halo scatter from nuclei in a terrestrial detector. If the detected rate of interac-

tions is consistent with zero (or with expected background rates), the duration

of the measurement, the size of the detector, and the detector’s energy thresh-

old can be interpreted in terms of an upper limit on the neutralino-nucleon

scattering cross section as a function of neutralino mass. This is precisely what
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Figure 2.18: Neutralino-nucleon elastic scattering cross-section predictions
(�lled regions, 90% C.L.) as a function of neutralino mass. The three re-
gions are the results of scanning allowed parameter space for a constrained
MSSM model in which the neutralino is Higgsino dominated (disjoint dark
red regions), gaugino dominated (smaller light blue region), and mixed (larger
green region). The model calculations are courtesy of Gondolo et al.’s Dark-
SUSY code [458]. The solid (black) line stretching from left to right is an
upper limit from the Cryogenic Dark Mater Search II experiment [459]; neu-
tralino parameter space above this curve is excluded at 90% con�dence. This
curve is close to the sensitivity limit of the current generation of direct-
detection experiments, and is therefore a useful benchmark. Figure adapted
from [460].

is shown in Figure 2.18 (black, solid line that stretches from left to right) for

data from the Cryogenic Dark Matter Search II (CDMS II) experiment [459].

In the absence of a positive detection, the goal is to exclude as much of the neu-

tralino parameter space as possible. The CDMS exclusion curve in Figure 2.18

is near the sensitivity limit of the current generation of direct-detection ex-

periments. Direct detection, the CDMS experiment, and the derivation of a
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neutralino cross-section limit from direct-detection data are discussed in much

greater detail in the following chapters.

Due to space and time constraints I will not describe speci�c neutralino scat-

tering channels in detail. For further information I refer the interested reader

to Appendices B and C in [2], and the related discussion in [138]. Rather,

the neutralino interaction cross section with normal matter will be treated as

an unknown parameter to be explored experimentally. As is clear from Fig-

ure 2.18, not much is gained by detailed knowledge of a particular model’s

scattering channels anyway. Predictions of the neutralino-nucleon cross sec-

tion span roughly a dozen orders of magnitude! Models that predict cross

sections well below current experimental sensitivities are common in the liter-

ature. From an experimental point of view, it is su�cient to assume that the

neutralino’s cross section is very small, and thus strive to construct as sensitive

a detector as possible.

The focus of this thesis is the neutralino mass. The standard type of con-

strained MSSM calculation shown in Figure 2.18 clearly disfavors a neutralino

mass less than �30 GeV/c2. In fact, nearly all recent scans of the neutralino pa-

rameter space disfavor a neutralino mass less than �40 GeV/c2 [461, 462, 463].

I digress a bit in the following section to discuss neutralino mass and an MSSM

model that predicts a relatively light neutralino. It is worth spending some

time to understand the di�erence between models with and without light neu-

tralinos. Nevertheless, all model calculations are intended mainly as a guide.

They indicate that the neutralino cross sections and masses investigated in this

work are feasible from a theoretical point of view.

2.5.4 Neutralino Mass

Despite being minimal, the general MSSM has over 100 free parameters.

Testing a theory with so many unknown quantities is incredibly di�cult. It is

therefore common practice to reduce the number of free parameters through

ascetically motivated assumptions. The idea is to start by assuming that the

MSSM takes the simplest form possible. While such a model might be unre-
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alistic, it vastly simpli�es comparison of experimental results. If experiments

manage to completely rule out the allowed parameter space for the most con-

strained version of the MSSM, some of the assumptions are relaxed and the

number of free parameters is increased until a higher-dimensional parameter

space is found that places SUSY just beyond current experimental sensitivities.

This \procedure" is likely to continue until SUSY is discovered. Unfortunately,

it is not as straightforward a prescription as it sounds. Because SUSY is pop-

ular and di�erent theorists favor di�erent assumptions, there is a substantial

proliferation of methods for constraining the MSSM in the literature. In this

section I discuss how di�erent methods for constraining the MSSM a�ect the

allowed mass of the neutralino.

mSUGRA and the LEP m� Lower Limit

One of the most widely studied constrained MSSM models is minimal SU-

perGRAvity (mSUGRA) (see, e.g., [464] for formal details). In mSUGRA,

several seemingly reasonable assumptions reduce the number of free parame-

ters added to the SM by the addition of SUSY to 5. The assumptions are

summarized in the following list.

� Gauge coupling uni�cation requires that the SM’s three coupling con-

stants meet at a common value at the GUT scale as indicated in Fig-

ure 2.17; �1(Mgut) = �2(Mgut) = �3(Mgut).

� Uni�cation of the gaugino masses requires that the W -ino, B-ino

and gluino share a common mass, m1=2, at the GUT scale. In many

SUSY theories this condition is related to gauge coupling uni�cation.

� Universal scalar masses sets the masses of the Higgs scalars and the

sfermions to a common value, m0, at the GUT scale. This is perhaps the

most far reaching and least justi�able assumption.

� Universal trilinear couplings sets the values of certain coupling coef-

�cients in the part of the Lagrangian that breaks SUSY to be equal at

the GUT scale.
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When these assumptions are carried through electroweak symmetry breaking,

the only additional free parameters in mSUGRA that were not already a part of

the SM are tan �h (the ratio of the Higgs VEVs), m1=2, m0, the trilinear coupling

A0, and the sign of the Higgsino mass parameter �. mSUGRA model calcula-

tions (often referred to as scans) in which these free parameters are allowed to

vary (but are restricted to be consistent with experimental data) can be con-

verted into predictions for the neutralino mass and cross section. A recent scan

of the allowed neutralino parameter space for mSUGRA is shown in Figure 2.19,

where the lightest neutralino predicted has a mass �40{50 GeV/c2 [465].

The principle reason for the mSUGRA neutralino-mass lower limit in Fig-

ure 2.19 is the inclusion of constraints derived from searches for SUSY at par-

ticle colliders. To date, some of the most sensitive searches for SUSY have

been performed with data acquired at the Large Electron-Positron (LEP) col-

lider [469] in Geneva, Switzerland. These searches generally fall into one of

three categories: 1)attempts to produce and observe superpartners directly;

2)measurements of missing energy indicative of the production (and escape)

of neutralinos; and 3)improved measurements of SM interactions to look for

anomalous behavior. The following list gives a sampling of a few of the studies

conducted with the �200 GeV (center-of-mass energy) e� collisions at the LEP

facility.

� A search for sleptons with the ALEPH detector [470].

� Searches for superpartners with the DELPHI detector [471].

� Searches for SUSY with the L3 detector [472].

� Searches for new particles with the OPAL detector [473].

� Searches for the SM Higgs boson by the LEP Higgs Working Group [474].

� Electroweak measurements and constraints by the LEP Electroweak

Working Group [475].

Unfortunately, none of these searches found any evidence for physics beyond the

SM. If superpartners were produced at the LEP collider, the rates were too low
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Figure 2.19: Comparison of constrained MSSM model predictions (�lled re-
gions, 90% C.L.) for the neutralino-nucleon cross section as a function of neu-
tralino mass. Results from scans of the mSUGRA parameter space (green,
lower-right region), that include experimental constraints from searches for
SUSY at particle colliders, set a lower limit on the neutralino mass of �40{
50 GeV/c2 [465]. Those constraints do not apply if some of mSUGRA’s as-
sumptions are relaxed, resulting in a funnel of light-neutralino models with
relatively large cross sections (light blue, funneled region extending to low
masses) [466, 467, 468]. Note that the light-neutralino model calculations are
cut o� at ��-N = 10�44 cm2 because the data are unavailable; it is likely that
smaller cross sections are also possible. Neutralinos with masses .7 GeV/c2

are predicted that just evade the CDMS II upper limit [459] (black, solid line),
motivating a targeted search for light neutralinos. Figure adapted from [460].

to observe above SM backgrounds. In the absence of a positive detection, the

LEP data can be used to constrain mSUGRA free parameters. Furthermore,

when all of the relevant data from the four main LEP detectors (ALEPH,

DELPHI, L3 and OPAL) are interpreted in the context of mSUGRA, a lower

limit on the neutralino mass can be derived [476]. The limit depends (in part)

on assumptions made regarding some of the mSUGRA free parameters, and
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Figure 2.20: Constraints on the mSUGRA neutralino mass versus the ratio
of the vacuum expectation values of the Higgs bosons (tan �h) from a com-
bined analysis of data taken at the LEP facility. mSUGRA’s universal tri-
linear coupling A0 is allowed to take any value for the shaded exclusion re-
gions (outlined by a blue, solid line and for which mtop = 175 GeV/c2), while
A0 = 0 for the barely visible dashed (pink, mtop = 180 GeV/c2) and dotted
(red, mtop = 175 GeV/c2) lower limits. The universal scalar-mass parame-
ter m0 is limited to <1 TeV/c2, while sign(�) = +1 for the upper panel and
sign(�) = �1 for the lower panel. All things considered, the LEP data exclude
mSUGRA neutralinos with masses .50 GeV/c2 at 95% con�dence. Figure
taken from [476].

is shown in Figure 2.20 in the m�{tan �h plane for both possible values of

sign(�). The lightest mSUGRA neutralino allowed by the LEP data has a

mass &50 GeV/c2 (at 95% con�dence), which is why the mSUGRA predictions

shown in Figure 2.19 do not include lighter neutralinos.

Similar neutralino-mass lower limits have been derived for slightly less con-

strained MSSM models. The same authors responsible for the limits in Fig-

ure 2.20 have also analyzed the combined LEP data set in the context of the

so-called constrained MSSM (CMSSM) model (characterized by 6 free param-
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eters), and �nd m� � 47 GeV/c2 [477]. In an analysis by the ALEPH collab-

oration, the combined LEP data are used to explore a more general (but still

constrained) MSSM model (with nonuniversal trilinear couplings at the GUT

scale), obtaining m� > 42:4 GeV/c2 at 95% con�dence [478].

Light Neutralinos

The LEP neutralino-mass lower limits are well known and are so often

quoted that some believe them to be absolute. It is worth remembering that

the m� & 40 GeV/c2 limit is only valid provided nature’s manifestation of

SUSY obeys a set of far reaching, unproven assumptions at a grand-uni�cation

scale that may or may not exist. Regardless of how reasonable and ascetically

pleasing uni�ed masses and universal couplings might seem, it is important to

explore other possibilities until experimental evidence suggests otherwise.

In particular, there are a number of studies in the literature in which grand-

uni�cation schemes disfavor a common value for the gaugino masses at the GUT

scale. Most of these theories attempt to envelop the SM into an SU(5) symme-

try group that includes local SUSY. The overall theoretical framework is similar

to mSUGRA, but the gaugino masses do not unify at the GUT scale. In some

cases, uni�cation of the coupling constants at the GUT scale implies �xed-ratio

relationships between the gaugino masses that are not one-to-one [479, 480],

while in others very little can be said regarding the relationship between the

masses of the SU(3), SU(2) and U(1) gauginos [481, 482]. From an experimen-

tal point of view, the existence of such models is su�cient to justify exploring

the consequences of relaxing the gaugino-mass uni�cation assumption.

This is precisely the motivation behind the Light Neutralino Model (LNM)

developed by Bottino and collaborators [483]. First introduced in 2003 [466,

467, 468], the LNM model is similar to the mSUGRA framework in that it

is a constrained version of the MSSM. However, the simplifying assumptions

employed to reduce the number of MSSM free parameters are less restrictive:

� Uni�cation of the gauge couplings is the same as in mSUGRA.

� The gaugino masses need not share a common value at the GUT scale.
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� The squark masses share a common value at the GUT scale: meqi � meq.

� The slepton masses are uni�ed at the GUT scale: meli � mel.

� All trilinear couplings are set to zero except for the third-generation

sfermions: Aeb = Aet � A meq and Ae� � A mel.

As a result, the LNM has 8 independent parameters (in addition to the SM’s

19): �, tan �h, the mass of the pseudoscalar Higgs mA, meq, mel, A, m1 and

m2. The latter two are the U(1) and SU(2) gaugino-mass parameters. As

mentioned in the previous section, when � � m1 and m2, the neutralino is

gaugino dominated, and the neutralino mass is set by m1 if the gauge cou-

plings are uni�ed at the GUT scale. Additionally, the lightest chargino mass

is set by m2. In mSUGRA, the gaugino-mass uni�cation assumption requires

that m1 ’ m2=2 at the electroweak scale (see Equation 2.5.11). The LEP

neutralino-mass limits depend critically on this relationship. The LEP data di-

rectly constrain the lightest chargino mass to be &100 GeV/c2, which translates

into a neutralino-mass lower limit of �50 GeV/c2. In the LNM, the gaugino

masses need not be related in a two-to-one ratio at the electroweak scale. The

LEP data still constrain the mass of the lightest chargino, but no longer con-

strain the neutralino mass. When astrophysical constraints on the dark-matter

density are taken into account, neutralinos as light as �6 GeV/c2 can be accom-

modated within the LNM framework. The results of a scan of the allowed LNM

m�{��-N parameter space are shown in Figure 2.19. A remarkable \funnel" of

low-mass neutralino models with relatively large cross sections is predicted, the

tip of which just eludes the CDMS II limit, providing motivation for a targeted

search for low-mass-neutralino dark matter.

Independent scans of the neutralino parameter space for constrained MSSM

models with nonuni�ed gaugino masses roughly con�rm Bottino et al.’s LNM

results. Two groups, in particular, scan the neutralino parameter space by em-

ploying nearly identical models and experimental constraints. Belanger et al.

�nd neutralino masses as low as 6 GeV/c2 are possible provided the Higgs

pseudoscalar is light (mA < 200 GeV/c2) and tan �h is large [484] (see, e.g.,
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Figure 14 in [484] for the equivalent of Figure 2.19). Calibbi et al. �nd neu-

tralino masses as low as 8 GeV/c2 are possible provided tan �h is large [485]

(see, e.g., Figure 9 in [485]). However, it should be noted that recent re-

sults from the Compact Muon Solenoid (CMS) collaboration appear to rule

out values of tan �h larger than �30 in searches for light neutral Higgs bosons

(mA ’ 100 GeV/c2) [486]. Both the Belanger and Calibbi neutralino-mass

lower limits become more strict for low values of tan �h, increasing to �15{

30 GeV/c2. In an analysis with few theoretical assumptions, Hooper and Plehn

�nd a similar MSSM neutralino-mass lower limit: m� � 18 GeV/c2 [487]. On

the other hand, the authors in [488, 489] argue that massless neutralinos are

possible if astrophysical constraints on dark matter are relaxed.

Even if light MSSM neutralinos are ruled out, it has been shown that

within the framework of the Next to Minimal Supersymmetric Standard Model

(NMSSM), neutralino masses as low as 1 GeV/c2 are consistent with the LEP

bounds (see, e.g., Figure 12 in [490]). In addition to the �eld content of

the MSSM, the NMSSM includes a new gauge singlet. The lightest NMSSM

neutralino is a linear combination of the four MSSM components (see Equa-

tion 2.5.9) and the superpartner of the new singlet, the singlino. As described

in [491], this extra degree of freedom allows GeV-mass neutralinos to easily

evade current experimental constraints.
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Dark Matter Detection

Based on the evidence provided in the previous two chapters, the case for

a signi�cant (and pervasive) nonbaryonic dark-matter density in the Universe

is compelling. Perhaps the most well motivated dark-matter candidate is a

neutral relic that lies outside the realm of the SM and might interact weakly

with normal matter, a WIMP. Theories of physics beyond the SM that contain

a stable WIMP abound in the literature. In particular, the lightest neutralino

of most supersymmetric models is an ideal candidate. Unfortunately, even the

most highly constrained SUSY models cannot accurately predict the properties

of the neutralino (see, e.g., Figures 2.18 and 2.19). A broad experimental pro-

gram tasked speci�cally with searching for and characterizing the dark matter

is therefore of the utmost importance. In this chapter I review some of the

techniques employed in the e�ort to detect WIMP dark matter. They gener-

ally fall into one of three categories: 1)direct production at a particle collider;

2)indirect detection of WIMP-annihilation products; and 3)direct detection of

WIMPs interacting with terrestrial matter. Where appropriate, how a detec-

tion technique depends on the mass of the WIMP is emphasized. Potential

evidence for a light WIMP is discussed as well.
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3.1 Production at Particle Colliders

While attempts to produce and detect new particles that lie outside the

SM have grown into a colossal, multi-national e�ort, the technique is (in spirit)

quite simple. Particles such as electrons and protons (and/or their antiparti-

cles) are accelerated to near the speed of light and smashed together. If the

center-of-mass energy of the collision is su�ciently large, the particles will scat-

ter inelastically, converting a fraction of the initial-state momentum into the

rest masses of heavier particles. In the case of particle colliders, the collision

points are surrounded by highly segmented detectors capable of tracking the

electrically charged collision products. Large magnetic �elds applied near the

collision point cause charged particles to leave curved tracks, allowing identi-

�cation of their masses and other properties. Calorimeters are usually inter-

spersed with the trackers to detect photons and neutral hadrons (e.g., light

mesons such as the �0, � and � are common). The heaviest particles tend to

be the most transient, typically decaying (almost immediately) to lighter par-

ticles whose tracks must be reconstructed in order to deduce the properties of

the parent. Modern particle detectors are designed speci�cally to track heavy

particles that might travel only a few millimeters from the collision point be-

fore decaying, while also tracking longer lived decay products that might travel

many meters. Minimum ionizing muons, in particular, can penetrate many

kilometers through dense materials. Muons are the primary reason for the

tremendous size of modern detectors. A schematic of the CMS detector at

the LHC is shown in Figure 3.1, illustrating the design of a modern particle

detector.

Many of the SM’s fundamental particles were �rst created and detected

in the laboratory using the method described above (e.g., the weak bosons

and third-generation quarks). With the advancements in particle-acceleration

technology over the last several decades, larger center-of-mass energies have

become available for the production of heavier and heavier states, a direct

consequence of Einstein’s famous E = mc2 relationship. The drive to push

collision energies to ever higher levels in the pursuit of new, heavy states is
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Figure 3.1: A cross-sectional schematic view of the Compact Muon Solenoid
(CMS) detector at the Large Hadron Collider (LHC). The physical scale is
given in meters along the top. The collision point for the LHC’s twin proton
beams is surrounded (from left to right) by a silicon tracker, an electromag-
netic calorimeter (ECAL), a hadronic calorimeter (HCAL), a superconducting
solenoid that generates a 4 T magnetic �eld within the silicon tracker (perpen-
dicular to the plane of the page), and a series of muon chambers interspersed
with iron slabs that act as the return yoke for the magnetic �eld. A vari-
ety of particle interactions are depicted, demonstrating the intended utility for
each detector segment. As indicated, neutralinos (or stable WIMPs in gen-
eral) would escape the detector without interacting with any of the detector
elements. Figure adapted from [492] and courtesy of CERN.

often referred to as the \energy frontier." Although center-of-mass energies of

several TeV are now possible, no particles with masses greater than the top

quark have yet been discovered (mt = 172 GeV/c2 [88]).

Part of the di�cultly has to do with production rates; heavy particles near

the energy frontier are not created as often as collections of (less interesting)

lighter particles. This means that despite TeV-scale collision energies, the ma-

jority of the tracks recorded at colliders are due to well known SM particles, so-

called SM \backgrounds." Consequently, to increase the likelihood of creating
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a heavy state, colliders operate at high luminosity|as many particle collisions

per second as can be managed|which in turn requires advanced hardware and

software capable of handling large data rates.

Searches for new particles can involve the reduction of many millions of

recorded \events" into statistical distributions that describe the kinematics

and particle content of the collisions (e.g., transverse momentum). Monte

Carlo packages like geant4 [493] are used to simulate the same kinemat-

ical distributions under the hypothesis that the SM is a su�cient descrip-

tion of reality. The simulated distributions represent the SM backgrounds,

and are often combined using sophisticated statistical techniques to �nd a re-

gion in the kinematical parameter space that is expected to have relatively

few background events while remaining sensitive to new physics. A statis-

tically signi�cant excess in the data above the expected rate of SM back-

grounds might be an indication that a new particle was created in a handful

of events.

Detection of WIMPs at a collider is complicated by their long lifetimes

and weak-scale interaction rates. As indicated in Figure 3.1, for example, if a

neutralino were produced in a collision it would escape the detector without

depositing energy in any of the detector elements. Fortunately, since neutrinos

behave in exactly this manner, a method for searching for \missing energy"

(denoted 6E) has been developed speci�cally to search for long-lived (or sta-

ble) particles capable of escaping direct detection. In the case of neutralino

production, if R-parity is conserved, at least two neutralinos will escape and

at least 2m�c2 of the initial-state energy will be missing in the tally of de-

tected particle energies. Care must be taken to avoid confusion with missing

energy due to neutrinos. Events with lepton tracks are commonly excluded

from neutralino searches because they are often the result of weak decays with

�nal-state neutrinos. A further complication arises when attempting to detect

light neutralinos. Each detector element has a �nite energy resolution. When

the corresponding energy variances are summed over all of an event’s detectable

decay products, they can conspire to produce an undermeasurement that mim-

ics missing energy. With the energies available at modern facilities like the
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LHC, mismeasuring a few hundred GeV is di�cult. However, �nite-resolution

e�ects can easily lead to a false missing energy of several GeV, or even several

tens of GeV. Consequently, even if the &6 GeV/c2 neutralinos predicted by the

LNM model (see Section 2.5.4) are produced at the LHC, they are likely to be

incredibly di�cult to detect.

As an example, lets consider a search for SUSY recently conducted by the

CMS collaboration [494], utilizing data acquired in proton collisions at the

LHC’s (current) 7 TeV center-of-mass energy. The most probable neutralino

production channels at the LHC are indirect; neutralinos are created through

the production and subsequent decay of heavier, colored sparticles (e.g., squark-

squark, squark-gluino and gluino-gluino pair production). Recall that if R-

parity is conserved, each sparticle created will eventually decay into an LSP.

Assuming the neutralino is the LSP, pair produced squarks and gluinos will

decay into a pair of neutralinos as well as some number of quarks and gluons.

The colored SM particles immediately pull other colored particles out of the

vacuum so as to create color-neutral hadrons, a violent process that results in

hadronic-particle \jets." The event signature is therefore two or more jets and

missing energy. Furthermore, since the jets are decay products of (presumably)

heavy sparticles, the total jet energy is expected to be (on average) larger than

for SM backgrounds (see, e.g., Figure 1 in [494]).

A �rst pass selection of events (or preselection) starts at the hardware level,

and is further narrowed down by a series of software \cuts" on kinematic quanti-

ties deduced \o�ine" from reconstructed tracks and calorimetrically measured

energies. The hardware trigger requires the total transverse jet energy, HT , to

exceed 150 GeV (in the plane perpendicular to the proton beams), resulting in

many millions of events in 35 pb�1 of integrated luminosity. The data sample

is reduced to �4.7 million events by further restricting HT > 250 GeV with an

o�ine cut, increasing the likelihood of events with multiple jets. Only events

with two or more jets and no lepton tracks are considered. The two leading jets

for each event are required to have transverse energies ET > 100 GeV, while

any additional jets must have ET > 50 GeV. Restrictions are placed on the

jet topologies, ensuring they are well de�ned and have energies fully contained
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in the hadronic calorimeter. To reduce the contribution of the SM multi-jet

background, an additional cut rejects any events with HT < 350 GeV, yielding

a �nal preselection of �900,000 events.

The �nal event selection employs a variable called �T that has been shown

to be an e�ective discriminator against the SM multi-jet background in searches

for SUSY [495, 496]. �T is most easily understood in the context of \di-jet"

events, in which there are exactly two jets:

�T � Ej2
T =MT ; (3.1.1)

where Ej2
T is the transverse energy of the least energetic of the two jets, andMT

is the transverse mass of the di-jet event (see [494] for further details). For per-

fectly back-to-back di-jet events with perfectly measured jet energies, �T = 0:5.

Mismeasured jet energies will tend to yield �T < 0:5, while events with true

missing energy can have �T > 0:5. For events with more than two jets, two

pseudo-jets are formed by clustering the jets into two groups such that the dif-

ference between the pseudo-jets’ transverse energies is minimized. Simulations

of the multi-jet background that include the full CMS detector geometry and

performance indicate that the SM multi-jet background is e�ectively removed

by requiring �T > 0:55. In light of the HT > 350 GeV preselection cut, this

�T cut is equivalent to requiring a total transverse missing energy >140 GeV.

Although this does not translate directly into neutralino-mass sensitivity, it is

easy to see that the neutralino detection e�ciency for this analysis falls o� as

neutralino mass decreases.

The �nal event selection for �T > 0:55 yields 37 events with 31�5 expected

from SM backgrounds. �20 events are expected from the SM multi-jet back-

ground, 4 from decays of the Z0 to two neutrinos, 4 from decays involving W s

and jets, and 3 from production of top-quark pairs (with subsequent decay to

jets). Despite the slight excess, the number of observed events is statistically

consistent with the expected backgrounds. The data therefore agree with the

SM and are inconsistent with the production of neutralinos (and other sparti-

cles). In the absence of a positive detection, it is common practice to use the

data to constrain a particular SUSY model. Figure 3.2 shows the resulting ex-
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Figure 3.2: mSUGRA exclusion limits on the universal scalar- and gaugino-
mass parameters for tan �h = 3, A0 = 0 and sign(�) > 0. A limit derived from
a multi-jet plus missing energy search for SUSY with the CMS detector (red,
solid line) is compared to sensitivity calculations that include leading-order
(LO) Feynman diagrams (green, dash-dotted line) and next-to-leading-order
diagrams (blue, dashed line). Models in which the combination of m1=2 and
m0 fall below the limits are excluded at 95% con�dence, including two SUSY
benchmark models known as LM0 and LM1 [495] (dots). Exclusion regions
based on older data recorded with detectors at the Tevatron (D0 [497, 498]
and CDF [499]) and LEP [476] facilities are also shown. The gray region in
the upper-left corner is excluded because in those models the LSP is the stau.
Curves corresponding to particular gluino and squark masses (light gray, solid
lines) are given as well. mSUGRA squarks with masses less than 500 GeV/c2,
for example, are disfavored by the CMS limit. Figure taken from [494].

clusion limits for mSUGRA in the m1=2{m0 plane, with tan �h = 3, A0 = 0, and

sign(�) > 0. For further details regarding ongoing searches for SUSY and other

so-called \exotica" at the LHC, I refer the interested reader to [500]. Prospects

for discovering a light neutralino in particular are discussed in [501, 502].
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The exclusion limits shown in Figure 3.2 represent searches for SUSY, rather

than the type of targeted search for neutralino dark matter represented by the

CDMS II limit in Figures 2.18 and 2.19. In general, searches for the pro-

duction of sparticles (or other exotica) at colliders are not speci�cally dark-

matter searches. While it is hoped that a discovery of physics beyond the

SM at the LHC will provide a hint to help unravel the solution to the dark-

matter problem, there is no guarantee that a long-lived WIMP produced at

a collider is the dark matter. The discovery of SUSY and neutralinos at the

LHC would be compelling evidence, but a detection of relic neutralinos in

the halo of the Milky Way would be needed to convince the community that

dark matter had indeed been produced in the laboratory. Ideally, the detec-

tion of a long-lived WIMP at a collider would be accompanied by a WIMP

signal from either (or both) types of dark-matter experiments discussed in

the remainder of this chapter. In this sense, high-energy physics experiments

and indirect- and direct-detection dark-matter experiments are complimen-

tary.
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3.2 Indirect Detection

\Indirect detection" of dark matter typically refers to the observation of

ordinary forms of matter and radiation that result from dark-matter pair-

annihilation. If, as suspected, the dark matter is composed of thermally pro-

duced WIMP relics, the annihilation cross section is exceeding small (as dis-

cussed in Section 2.4.3). Based on evidence for dark matter in galaxies and

clusters (see, e.g., Sections 2.2 and 2.3), WIMPs are generally too sparse for

the low (expected) rate of WIMP annihilations to produce a 
ux of annihi-

lation products large enough to distinguish from astrophysical backgrounds.

Consequently, indirect dark-matter searches tend to target regions of space in

which the WIMP density is expected to be the greatest. Assuming there exists a

WIMP density su�cient to cause a detectable annihilation signal, the situation

is further complicated by the possibility of unknown astrophysical backgrounds

not associated with dark matter; it is di�cult to know with certainty that an

indirect signal is truly due to WIMP annihilations. As a result, although an

incontrovertible indirect dark-matter signal has yet to be uncovered, data from

indirect measurements have caused great excitement and controversy within

the community.

The detectable products of WIMP annihilation depend on several factors.

If the WIMP source is too far away, the solid angle subtended by the 
ux of

annihilation products will be too small to be detectable above backgrounds.

Nearby sources for which the WIMP density is expected to be large o�er the

best chance. The cores of the Milky Way and its satellite galaxies are prime

targets, which means the WIMPs will be nonrelativistic when they annihilate,

otherwise they would have escaped their host galaxy’s gravitational potential.

The energy available to the annihilation products is therefore roughly equal to

twice the mass of the WIMP. Under most scenarios, only particles lighter than

WIMPs will be among the debris of an annihilation, which means SM particles.

In the case of neutralino dark matter, for example, annihilations can result in

the direct production of: 1)fermion pairs through Z0 or pseudoscalar-Higgs ex-

change; 2)weak-boson pairs through neutralino or chargino exchange; 3)pairs of
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Higgs bosons (or a Higgs and weak boson) through Higgs, neutralino or chargino

exchange; or 4)photon pairs (or a photon and weak boson) through more com-

plicated exchanges involving loops with charginos, fermions, sfermions, weak

bosons, and/or Higgses. For annihilations in which pairs of particles with

identical masses are produced, the only �nal states permitted are those with

fermions, weak bosons, and Higgses whose masses are less than m� (as well as

the two-photon �nal state). For mixed �nal states, if the mass of the neutralino

is in between the masses of the two �nal-state particles, annihilations are pos-

sible in which a particle is produced that is more massive than the neutralino

(e.g., if the neutralino is lighter than the Z0, annihilation into a photon and

Z0 could still occur). I refer the interested reader to Appendix B in [2] for

further details regarding speci�c diagrams and annihilation-rate calculations

involving neutralinos. Since all but the lightest fermions are unstable, as are

the weak and Higgs bosons, most of these annihilation products will decay im-

mediately to lighter secondaries. Among the detectable primary annihilation

products, photon and neutrino pairs are particularly interesting because they

are neutral and either exactly or e�ectively massless; both will travel basically

unmolested from the source of annihilations and will have energies nearly equal

to the mass of the dark-matter particle. The narrow spectral line(s) expected

from WIMPs annihilating directly into photons provides an almost unmistak-

able dark-matter signature [503]. Unfortunately, the expected rate for (most)

dark-matter candidates to annihilate directly into photons is very small; there

are no \tree-level" Feynman diagrams contributing to direct photon produc-

tion, only diagrams involving one or more loops [2]. Detecting annihilations

via neutrinos is also expected to be di�cult due to their weak-interaction rates.

For the same reason, however, they provide the only known channel through

which WIMP annihilations in the center of the Sun [504] (or the Earth [505])

might be detectable. Secondary photons and neutrinos would be more di�cult

to discriminate from astrophysical backgrounds because their expected spec-

trum of energies is less well de�ned. However, sources of high-energy photons

and neutrinos are rare enough that an indirect dark-matter signal might still be

discernible if WIMPs are massive enough. Antimatter primary and secondary
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annihilation products (e.g. positrons, antiprotons and antideuterons) are also

interesting because astrophysical sources of antimatter are rare. In the remain-

der of this section I brie
y review a few of the experimental e�orts to measure

these indirect WIMP signals, including a signal (detected in gamma rays) from

the center of the Milky Way that might be consistent with annihilations of a

light WIMP.

3.2.1 Electrons & Positrons

The 
ux of cosmic-ray electrons and positrons has been the focus of con-

siderable debate in the literature recently. This is primarily due to a series of

measurements from satellite- and balloon-born instruments with sensitivity to

the positron and/or total e� 
ux. The positron 
ux is particularly interesting

as there are not many known astrophysical sources of positrons with energies

greater than a few GeV. Postulated sources include positrons created in the

magnetospheres of nearby pulsars or as the result of dark-matter annihilations,

while a known \conventional" source is expected in which positrons are cre-

ated when cosmic-ray nuclei interact inelastically with interstellar gas. These

are also potential sources of high-energy electrons. The study of electrically

charged cosmic rays is complicated by any radiation or magnetic �elds they

might encounter, including the CMB, the Galactic magnetic �eld, and the Sun’s

magnetosphere. Simulations of the production and transport of conventional

e� cosmic rays through the Milky Way predict a featureless energy spectrum

that falls o� rapidly with energy [506]. The PAMELA [507] and ATIC [508]

experiments have recently measured high-energy features that appear to be

inconsistent with this fall o�, and might be consistent with dark-matter anni-

hilations. A more accurate (and even more recent) measurement of the total

e� 
ux by the Fermi-LAT [509] experiment is featureless, but harder than

expected. The following is a review of these seemingly contradictory measure-

ments and their relevance as potential indirect dark-matter signals.
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The PAMELA Positron Excess

The Payload for Antimatter-Matter Exploration and Light-nuclei Astro-

physics (PAMELA) is a satellite-born apparatus designed speci�cally for the

identi�cation of electrically charged cosmic rays of antimatter [507, 510]. In

many respects, it is similar to a high-energy particle-physics detector. The main

instrument is a spectrometer that is comprised of a silicon tracker embedded in

an �0.5 T magnetic �eld, and is capable of measuring a particle’s momentum

and the sign (and absolute value up to Z = 6) of its electric charge. A series

of plastic scintillators above and below the spectrometer act as a hardware

trigger, picking out only particles traveling through the front of the detector

and measuring a particle’s transit time through the apparatus. More plastic

scintillators surround the spectrometer so that events contaminated by charged

particles entering the sides of the apparatus can be rejected (\vetoed"). Follow-

ing the spectrometer, a calorimeter distinguishes positrons (antiprotons) from

protons (electrons) with high e�ciency. This is a critical part of the measure-

ment, as the 
ux of protons (electrons) exceeds the expected 
ux of positrons

(antiprotons) by approximately three (two) orders of magnitude in the energy

range of interest. Furthermore, the calorimeter can measure the energy of elec-

trons that cause electromagnetic showers, providing a check on the energies

measured by the spectrometer. PAMELA’s ability to identify antimatter from

like-charged matter is aided by an additional plastic scintillator that is sensitive

to charged shower fragments escaping out the back of the calorimeter. The �-

nal active element is a 3He neutron detector at the end of the apparatus. 3He’s

relatively large neutron-capture cross section gives sensitivity to any neutrons

produced by showers in the calorimeter. As hadronic showers are expected

to yield 10{20 times as many neutrons as electromagnetic showers, the 3He

neutron detector further improves PAMELA’s ability to separate antimatter

signals from their like-charged backgrounds.

The PAMELA apparatus was launched in June of 2006 aboard a Russian

satellite, and has successfully measured the 
uxes of both galactic and solar

cosmic rays over a wide range of energies [521]. From a data set including

166



3.2. INDIRECT DETECTION

Figure 3.3: Comparison of measurements of the cosmic-ray positron fraction|

ux of positrons relative to the total 
ux of positrons and electrons|as a
function of energy. References for the measurements in the legend are (from
top to bottom, respectively) [511, 512, 513, 514, 515, 516, 517, 518, 519]. The
discrepancy below �5 GeV is due to the time varying solar modulation of the
cosmic-ray 
ux. Above 10 GeV the PAMELA data exhibit a compelling rise
that is inconsistent with a theoretical model [506] (blue, solid line) of con-
ventional positron production due to inelastic scattering of cosmic rays from
interstellar gas. A model (green, dashed line), in which high-energy positrons
result from neutralinos annihilating in nearby clumps [520], roughly reproduces
the PAMELA data. Figure adapted from [519] and [520].

&109 event triggers taken over the course of �500 days, just over 151,000 elec-

trons and nearly 9,500 positrons with energies from 1.5 to 100 GeV were iden-

ti�ed [519]. The data are plotted in Figure 3.3 as a function of energy in terms

of the cosmic-ray positron fraction|the 
ux of positrons divided by the total


ux of positrons and electrons. The positron fraction is more robust against

systematic uncertainties than the absolute positron 
ux; uncertainties that are

common to both positrons and electrons will cancel in the 
ux ratio. Further-
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more, provided an instrument has equal e�ciency for detecting electrons and

positrons, detailed knowledge of its geometric acceptance is unnecessary since

this also factors out of the positron fraction. The authors in [519] were care-

ful to select only events for which the response to electrons and positrons is

expected to be the same.

For comparison, the data from a number of older experiments are also shown

in Figure 3.3. Below �5 GeV there is a clear discrepancy between recent mea-

surements (PAMELA [519] and Clem & Evenson [518]) and measurements

made prior to 2000. This is apparently explained by a reversal of the Sun’s

magnetic �eld. Measurements by the Balloon-born Experiment with a Super-

conducting Spectrometer [522] (BESS), before and after the turn of the mil-

lennium, clearly demonstrate an increase in antiproton cosmic rays (relative

to protons) that has been interpreted in terms of a modulation of the Sun’s

magnetic �eld [523]. Apparently, the polarity of the �eld reversal is such that

(after the reversal) negatively (positively) charged cosmic rays are being pref-

erentially swept toward (away from) the Earth’s path, causing an increase in

the �p/p ratio. This would have the opposite e�ect on the positron fraction, par-

ticularly at low energy where the positrons and electrons are more susceptible

to de
ection by the Sun’s magnetic �eld.

Above about 5 GeV, the PAMELA data roughly agree with previous mea-

surements. For the �rst time, however, the statistical accuracy of the data is

su�cient to discern a clear rise in the positron fraction for energies greater than

�10 GeV. The main source of positrons in the Milky Way is thought to be from

inelastic collisions between cosmic-ray nuclei and interstellar gas. As indicated

in Figure 3.3, a theoretical model of conventional positron production faithfully

reproduces the positron fraction between �5 and 8 GeV, but is far too soft to

explain the PAMELA data out to 100 GeV.

Although not as statistically signi�cant, previous measurements of the

positron fraction caused considerable speculation in the literature regarding

potential sources of positrons with energies &10 GeV. Supersymmetric mod-

els in which neutralino dark matter annihilates into W bosons or � leptons

(with subsequent decays leading to positrons) appear capable of producing an
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excess of high-energy cosmic-ray positrons if the dark-matter density is some-

how \boosted" above that expected from relic-density calculations [524, 525].

A boost factor might be reasonable if the dark matter is clumpy rather than

di�use. Nearby clumps of neutralinos could provide the requisite positron ex-

cess without overproducing other annihilation products (e.g., antiprotons and

gamma rays) that are not observed [526, 520]. Transport of positrons through

the radiation and magnetic �elds of the Milky Way generally softens their en-

ergy spectrum. Consequently, a relatively massive neutralino is needed to pro-

duce positrons with energies as large as 100 GeV. A clumpy neutralino model

from [520] is shown in Figure 3.3 that reproduces the high-energy PAMELA

data provided m� ’ 800 GeV/c2 and the neutralino clumps are no more than

�1 kpc away.

A pulsar-based explanation of the PAMELA positron excess that does not

involve dark matter has also gained favor in the literature. A pulsar is a rapidly

rotating neutron star that emits beams of electromagnetic radiation from its

magnetic poles. A pulsar’s magnetic �eld can be quite large (surface �elds

of >108 T are not uncommon), and when combined with its rapid rotation

can cause large electric �elds capable of accelerating electrons along magnetic

�eld lines. The acceleration experienced by these electrons can be su�cient to

cause synchrotron photons energetic enough to create electron-positron pairs

that lead to electromagnetic showers and further positron production [527].

Alternatively, a single electron ejected from a pulsar’s surface might experi-

ence a potential drop su�cient to cause synchrotron radiation and subsequent

positron production. Pulsar models that produce cosmic-ray positrons with

energies in excess of 100 GeV are feasible [528, 529]. A nearby population of

pulsars might partially or fully explain the PAMELA positron excess, an idea

I explore in more detail following the description of the Fermi-LAT e� 
ux

measurement (see below).
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The ATIC Electron-Positron Bump

The Advanced Thin Ionization Calorimeter [508, 530] (ATIC) is a balloon-

born experiment intended to measure the absolute 
ux of cosmic rays arriving

at the Earth’s upper atmosphere. The instrument design is similar to the

PAMELA apparatus; several layers of plastic scintillator select particles enter-

ing the front of the instrument, and are followed by a calorimeter that di�er-

entiates hadronic from electromagnetic showers and measures event energies.

One striking di�erence is the lack of a spectrometer and magnetic �eld. The

ATIC apparatus targets a higher-energy part of the cosmic-ray spectrum. The

payload-size limitations of a balloon-born experiment make the measurement of

curved tracks for particles with energies up to a few TeV impractical. Instead,

no attempt is made to di�erentiate matter and antimatter; the magnitude of

a cosmic ray’s charge is measured, but not its sign. A pixelated-silicon-matrix

detector, at the very front of the apparatus, e�ciently separates cosmic rays

with charge jqj � 2e from protons, electrons and their antiparticles (for which

jqj = e), and from gamma rays (for which jqj = 0). Several layers of graphite,

interspersed between the plastic scintillators at the front of the instrument,

induce a particle cascade (or shower), whereupon the cosmic ray’s energy is

subdivided among many secondary particles. The shower propagates more or

less directly to the calorimeter where it develops further in the calorimeter’s

dense bismuth germanate (BGO) scintillating crystals. Electromagnetic cas-

cades initiated by gamma rays, electrons and positrons do not spread out as

much in the calorimeter as hadronic showers caused by protons (or antiprotons).

Furthermore, electromagnetic showers tend to deposit most of their energy in

the calorimeter, whereas hadronic showers are still developing as they exit the

back of the ATIC apparatus. These di�erences in event topology allow for ef-

�cient selection of electrons and positrons from the combined jq=ej = 1 event

sample. As the rate of high-energy cosmic-ray positrons represents (at most)

a few percent of the total electron and positron 
ux, the absolute 
ux mea-

surement to which the ATIC apparatus is sensitive is (e�ectively) the 
ux of

high-energy cosmic-ray electrons.
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Figure 3.4: Measurements of the combined di�erential 
ux of cosmic-ray elec-
trons and positrons as a function of energy, scaled by a factor of E3 such
that the 
ux is in units of GeV2 per square-meter per second per steradian.
The ATIC spectrum [531] (red, �lled circles) is compared with data from
emulsion chambers [532] (black diamonds) and the AMS [515] (green stars),
HEAT [533] (black triangles), BETS [534] (blue, open circles), and PPB-
BETS [535] (blue crosses) experiments. The expected spectrum of cosmic-
ray electrons and positrons from conventional sources (black, solid line) fails
to reproduce the ATIC and PPB-BETS data between �300 and 800 GeV.
The e�ect of the Sun’s modulating magnetic �eld (black, dashed line) is
also indicated. The high-energy excess could be the result of dark-matter
annihilations in the halo of the Milky Way. Annihilations of a �600 GeV
Kaluza-Klein particle [536] or �800 GeV neutralino [520] might yield a fea-
ture in the e� spectrum (roughly indicated by the orange, solid line) sim-
ilar to the ATIC excess under certain restricted scenarios. Figure adapted
from [531].

The ATIC experiment recorded valuable data during two balloon 
ights

launched from Antarctica [531]. The resulting combined 
ux of electrons and

positrons with energies between �20 GeV and 3 TeV is shown in Figure 3.4

as a function of electron energy, E. Because the spectrum of cosmic-ray

electrons falls o� sharply as E increases, the di�erential 
ux|number per

171



CHAPTER 3. DARK MATTER DETECTION

square meter per second per steradian per GeV|is multiplied by a factor of

E3 to make any features in the spectrum more obvious. A computer package

called galprop [537] is used to simulate the conventional e� production via

cosmic-ray interactions in the interstellar medium, as well as their transport

through the radiation and magnetic �elds of the Milky Way. The predicted

spectrum is in good agreement with the ATIC data (as well as data from pre-

vious measurements) over much of the observed energy range. The ATIC and

PPB-BETS [535] (Balloon-borne Electron Telescope with Scintillating �bers,

BETS [538], aboard the Polar Patrol Balloon, PPB [539]) spectra, however,

exhibit an excess between �300 and 800 GeV that cannot be explained by

conventional sources. The signi�cance of the \bump" in the ATIC data is

4{6� (above the galprop spectrum), depending on the statistical method

employed.

Annihilating Kaluza-Klein dark matter [536] in the Milky Way’s dark halo

has been proposed as the source of the ATIC bump [531]. In this scenario, KK

particles with �600 GeV/c2 masses annihilate directly into electron-positron

pairs, yielding a delta function (centered at the mass of the KK particle)

of initial electron and positron energies. Subsequent transport through the

Milky Way smears the delta function to lower energies, while preserving a

sharp drop in 
ux at &600 GeV [536]. The total e� 
ux expected for this

model is illustrated in Figure 3.4. Despite the boost factor of about 200 re-

quired to �t the ATIC data, the KK scenario is slightly easier to manage than

a neutralino explanation. The sharp drop at approximately the mass of the

KK particle is a di�cult feature to reproduce with neutralino annihilations.

Annihilation directly into electron-positron pairs for such massive neutralinos

is heavily suppressed, with production of top-quark, weak-boson, and Higgs-

boson pairs dominant. Subsequent decay to positrons and electrons results in

a much broader energy spectrum, because some of the annihilation energy is

carried away by other decay products. However, the same clumpy neutralino

model put forth as a possible explanation of the PAMELA excess (see Fig-

ure 3.3) also appears capable of explaining the ATIC data (see, e.g., Figure 2

in [520]).
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The Fermi-LAT Electron-Positron Flux

The Large Area Telescope (LAT) is the primary instrument aboard the

Fermi Gamma-Ray Space Telescope (Fermi) satellite [509]. Although the LAT

is in many respects a multi-purpose instrument, it is tasked speci�cally with

measuring the 
ux of photons (arriving at the Earth from the Universe at large)

with energies between 20 MeV and 300 GeV. Prior to the �rst Fermi-LAT data

release [540], the spectrum of photons with energies in excess of 10 GeV was

largely unexplored. The extraordinary accuracy of the Fermi-LAT gamma-ray

data should lead to an improved understanding of a number of astrophys-

ical phenomena, some of which are: 1)unidenti�ed gamma-ray sources and

the di�use gamma-ray background; 2)particle acceleration near active galactic

nuclei, pulsars, supernovae remnants and the Sun; 3)gamma-ray bursts and

transients; and 4)gamma rays from dark-matter annihilations. The latter will

be discussed further in the next section. The design of the LAT apparatus

also gives it unprecedented sensitivity to the high-energy e� cosmic-ray 
ux.

The LAT detection technique and its �rst measurement of the e� 
ux are

the focus of the remainder of this section. Comparison with previous obser-

vations and models of electron-positron production will be discussed as well.

Despite qualitative spectral di�erences, a common pulsar-driven explanation

of the PAMELA positron excess, the ATIC e� bump, and the Fermi-LAT e�

spectrum seems likely.

The LAT is what is known as a pair-conversion telescope. The high-energy

portion of the electromagnetic spectrum cannot be re
ected or refracted as in a

conventional telescope. Instead, high-energy photons are converted to electron-

positron pairs by a high-Z target material. The charged particles resulting from

pair conversion can then be tracked in order to reconstruct the incoming di-

rection of the original gamma ray. The LAT employs 16 layers of tungsten

foil to induce pair conversion. Their summed thickness corresponds to just

over a single radiation length for gamma rays in the energy range of interest,

ensuring reasonable pair-conversion e�ciency. Spreading the target thickness

over several thin layers prevents e� multiple scattering from obscuring the be-
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ginning of the charged tracks. Charged-particle tracking is accomplished with

xy-position sensitive layers of silicon strip detectors following each tungsten

layer. The layers of tungsten and silicon are followed by a segmented calorime-

ter constructed from scintillating CsI crystals. The charged pair-conversion

products induce particle cascades in the calorimeter, allowing measurement of

the original gamma ray’s energy. Similar to the ATIC and PAMELA exper-

iments, electromagnetic and hadronic events are di�erentiated by their topo-

logical signatures in the calorimeter. The entire apparatus is surrounded by 89

plastic-scintillator tiles that act as a charged particle veto. Advanced electron-

ics allow the LAT to run in a scanning mode, where event triggers are formed

from real-time information from the silicon layers. Further details regarding

the LAT instrumentation and science objectives can be found in [509].

It is easy to see how the LAT apparatus is also sensitive to the cosmic-ray

electron-positron 
ux. An incident electron or positron passing through the

silicon layers will trigger a readout of the calorimeter, while a corresponding

signal in the plastic-scintillators allows incident gamma rays to be distinguished

from charged cosmic rays. Hadronic events due to protons, antiprotons and

heavier nuclei are distinguished by the broader pro�les of the showers they

induce in the calorimeter. The LAT’s energy response to gamma rays translates

to a sensitivity to electrons and positrons with energies between �20 GeV and

1 TeV. During the second half of 2008, the Fermi-LAT recorded more than

four million e� events in this energy range. The resulting total e� 
ux is

compared with previous measurements in Figure 3.5. Unlike the ATIC and

PPB-BETS spectra, the high-energy portion of the Fermi-LAT spectrum is

featureless. However, because the Fermi-LAT spectrum is considerably harder

than expected from conventional di�use e� production [541], it is statistically

consistent with previous measurements.

The hardness of the Fermi-LAT e� spectrum is supported by even higher-

energy data recored by the High Energy Stereoscopic System (HESS) experi-

ment [549]. The HESS experiment is a ground-based array capable of imaging

the Cherenkov radiation produced when high-energy gamma rays interact in

the Earth’s atmosphere. A multi-national e�ort is underway in which this kind
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Figure 3.5: Compilation of the most recent measurements of the total electron-
positron cosmic-ray 
ux (scaled by E3) as a function of energy, compared with
the expected contribution from conventional e� production and transport in
the Milky Way (black, dotted line) as simulated using galprop [541]. Ref-
erences for the labeled measurements are (from top to bottom, respectively)
[542, 543, 533, 534, 544, 531, 545, 546]. The AMS and PPB-BETS spectra
are updated versions of those shown in Figure 3.4. The expected e� contri-
bution from pulsars in the ATNF catalog [547] for a representative choice of
model parameters (blue/dark dash-dotted line) compares favorably with the
measured spectra when added to the expected conventional contribution (blue,
solid line), with the contribution from the Monogem pulsar (magenta/light
dash-dotted line) indicated for that particular case. Varying the pulsar-model
parameters (gray/light solid lines) results in an uncertainty, indicated for both
the pulsar-only contribution and the total 
ux, that might explain the unex-
pected hardness of the Fermi-LAT and HESS spectra. Figure taken from [548].

of imaging atmospheric Cherenkov telescope is the primary tool for studying

gamma-ray astronomy at very high energies (>100 GeV). For further informa-

tion I refer the interested reader to the reviews in [550] and [551]. Like the LAT

apparatus, the HESS array also has sensitivity to high-energy cosmic-ray elec-
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Figure 3.6: Select measurements of the cosmic-ray positron fraction as a func-
tion of energy, compared with the expected contribution from conventional
positron production and transport through the Milky Way (black, dotted line)
as simulated using galprop [541]. When the positron contribution expected
from all pulsars in the ATNF catalog [547] (for the same representative choice
of model parameters as in Figure 3.5) is added to the conventional contribution,
the result (blue/dark solid line) compares favorably with the positron excess
observed above �10 GeV. Below �5 GeV, the discrepancy between the model
and the PAMELA [519] data is due to the inclusion of the pre-2000 solar-
modulation e�ect. The spectra from the HEAT [513], CAPRICE [514] and
AMS [544] experiments are derived from data recorded prior to 2000. While
the PAMELA, HEAT and CAPRICE spectra are the same as in Figure 3.3,
the AMS data have been rebinned. As in Figure 3.5, variation of the pulsar
model’s parameters results in an uncertainty region (gray/light solid lines).
Figure taken from [548].

trons and positrons, but from �300 GeV to 5 TeV. Contrary to the spectrum

expected for conventionally produced electrons and positrons, the E3-scaled

HESS e� spectrum agrees with (but is even harder than) the Fermi-LAT spec-

trum, remaining 
at out to roughly 1 TeV (see Figure 3.5).

As discussed in the context of the PAMELA positron excess, the magne-

tospheres of nearby pulsars are probable sources of high-energy positrons and
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electrons. The authors in [548] identify two pulsars in particular from the

Australia Telescope National Facility (ATNF) radio-pulsar catalog [547] that

appear to contribute signi�cantly to the high-energy e� 
ux reaching the Earth:

the Monogem [547] and Geminga [552] pulsars. The Monogem pulsar’s mod-

eled contribution is indicated in Figure 3.5 (magenta/light dash-dotted line),

as is the (approximate) summed contribution of both pulsars (blue/dark dash-

dotted line). When the latter is added to the featureless spectrum of conven-

tionally produced electrons and positrons, the total reproduces the hardness of

Fermi-LAT spectrum. High-energy positrons from these same two pulsars have

been proposed independently as an explanation of the PAMELA positron ex-

cess [553]. The pulsar plus conventional production model shown in Figure 3.5

is also shown in terms of the positron fraction in Figure 3.6, and compares

favorably with the PAMELA data. A common explanation in terms of conven-

tional plus pulsar-driven electron and positron production works well for the

Fermi-LAT and PAMELA spectra.

The agreement between all experimental data is improved with a more com-

plete model that includes contributions from all pulsars in the ATNF catalog

that meet certain criteria. Only nearby, \mature" pulsars are expected to con-

tribute to the high-energy e� 
ux. When electrons and positrons are created in

a pulsar’s magnetosphere, it takes many thousands of years for them to escape

and become part of the interstellar cosmic-ray 
ux. �150 pulsars from the

ATNF catalog are old enough (>5�104 yr) and close enough (<3 kpc distant)

to contribute, with dominant contributions from Monogem and Geminga. The

two-pulsar model discussed above included a choice of model parameters that

provides the best �t to the Fermi-LAT and PAMELA spectra. That particular

choice was intended only as a representative model. The uncertainty bands

(gray/light solid lines) shown in Figures 3.5 and 3.6 are the result of randomly

varying the free parameters within reasonable (motivated) limits (see [548] for

further details) for the many-pulsar model. All of the high-energy e� 
ux and

positron-fraction measurements are statistically consistent with these bands.

Furthermore, the pulsar-model uncertainties are almost certainly greater than

depicted in Figures 3.5 and 3.6. Because pulsars are incredibly di�cult to de-
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tect unless their beams happen to cross the Earth’s path, it is likely that not all

nearby pulsars are accounted for in the ATNF catalog. A signi�cant popula-

tion of radio-quiet gamma-ray pulsars was recently discovered [554] that is also

absent from the ATNF catalog. In any case, pulsar (plus conventional) produc-

tion of electrons and positrons appears to simultaneously explain the PAMELA,

ATIC, PPB-BETS, Fermi-LAT and HESS high-energy spectra. An annihilat-

ing dark-matter interpretation is still possible, but is highly constrained (as

discussed in [548]) to models with (arti�cially) boosted densities of relatively

heavy (�0.5 TeV/c2 to a few TeV/c2) dark-matter particles.

3.2.2 Gamma Rays

Similar to the e� searches, the hunt for an indirect dark-matter signal via

a gamma-ray signature has left a colorful trail through the literature over the

past decade. Prior to the �rst Fermi-LAT data release, the most sensitive

probe of the high-energy gamma-ray 
ux was the Energetic Gamma-Ray Ex-

perimental Telescope’s [555] (EGRET) measurement of di�use Galactic gamma

rays with energies between �100 MeV and 10 GeV [556]. As illustrated in the

left panel of Figure 3.7, when compared to a galprop simulation of conven-

tional gamma-ray production (labeled background), the EGRET spectrum ex-

hibits an excess for energies &1 GeV. The background spectrum of high-energy

gamma rays arriving at the Earth is the result of cosmic-ray interactions (pri-

marily protons and electrons) with the Milky Way’s interstellar gas and radi-

ation �eld [557, 558]. As indicated in Figure 3.7, inelastic �0 production with

subsequent decay to photons dominates the energy range of interest. When

combined with photons from bremsstrahlung and inverse Compton scattering,

an isotropic 
ux of gamma rays is expected that falls smoothly and rapidly

for gamma-ray energies &1 GeV. The EGRET data are in clear disagreement

with the conventional model. Augmenting the conventional galprop spec-

trum with gamma-rays from annihilations of �60 GeV/c2 WIMPs reproduces

the EGRET high-energy data provided the WIMP density is boosted by a

factor of �100 [559]. While the EGRET excess appears to possess the req-
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uisite features of an indirect dark-matter signal, some have argued that the

implied rate of annihilations should be accompanied by a 
ux of cosmic-ray

antiprotons that is not observed [560]. Counterarguments also exist in which

the conventional (isotropic) model for the propagation of cosmic-ray antipro-

tons is modi�ed such that the expected 
ux of annihilation antiprotons es-

capes detection via anisotropic de
ection away from the Milky Way’s luminous

disc [561, 562].

The �rst Fermi-LAT measurement of the di�use Galactic gamma-ray 
ux

has essentially ruled out the possibility that dark-matter annihilations are re-

sponsible for the EGRET excess [540]. The Fermi-LAT spectrum is shown in

the right panel of Figure 3.7. Despite a slight excess of gamma rays with �GeV

energies, the Fermi-LAT spectrum is consistent with an a priori conventional

model of di�use gamma-ray production in the Milky Way. The absolute scale

for the Fermi-LAT spectrum is substantially reduced compared to the EGRET


ux because only a limited range of Galactic latitudes is included in the former.

In light of the more accurately measured Fermi-LAT spectrum, an explanation

of the EGRET excess in terms of instrumental e�ects [563, 564] or unresolved

point sources [565] seems likely. Furthermore, the consistency demonstrated in

Figure 3.7, between the Fermi-LAT di�use Galactic gamma-ray 
ux and the

conventional model, severely constrains neutralino-annihilation models capable

of producing the high-energy positron and/or electron 
uxes observed by other

experiments [566] (and displayed in Figures 3.5 and 3.6).

In the absence of an indirect dark-matter signal, the Fermi-LAT di�use

Galactic spectrum becomes an important measurement of the Milky Way’s

\foreground" gamma-ray emission. With the Fermi-LAT’s ability to recon-

struct a gamma ray’s arrival direction, extragalactic objects suspected of har-

boring large dark-matter densities can be speci�cally targeted. However, di�use

production in the Milky Way is the dominant source of gamma rays arriving at

the Earth. The expected 
ux of gamma rays from dark-matter annihilations

at the center of a cluster or satellite galaxy, for example, might be an order of

magnitude (or more) lower than the di�use foreground 
ux. Fitting for and

subtracting a well understood foreground spectrum generally improves sensitiv-
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Figure 3.7: Left : The EGRET E2-scaled di�use Galactic gamma-ray 
ux as
a function of energy (blue dots), compared to a galprop simulation of con-
ventional gamma-ray production (yellow shaded). Dashed lines indicate the
dominant conventional photon production channels: inelastic pion production
and decay (red), bremsstrahlung (blue), inverse Compton scattering (green),
and the sum of the three (black). When an additional component from annihi-
lations of a 50{70 GeV/c2 WIMP (blue shaded region bounded by dash-dotted
lines) is added to the background model, the total gamma-ray 
ux (black solid
lines) agrees well with the EGRET data. The 50 GeV/c2 WIMP model pre-
dicts a larger 
ux at 1 GeV (and is a better �t) than the 70 GeV/c2 WIMP
model. Right : The Fermi-LAT di�use Galactic gamma-ray spectrum (red dots
and hashed uncertainty band) for a limited range of Galactic latitudes is well
explained by a model of conventional photon production (black hashed region).
The model’s dominant production channels are indicated (colored solid lines).
The Fermi-LAT spectrum from gamma-ray point sources (blue squares and
hashed uncertainty band) and isotropic extragalactic 
ux (black triangles and
gray/solid uncertainty band) are also shown. The latter includes unresolved
Galactic and extragalactic point sources. Figure adapted from [559] and [540].

ity to potential extragalactic (or simply nondi�use) annihilation signals. Since

the publication of the �rst Fermi-LAT foreground spectrum, indirect searches
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for dark-matter via an extragalactic (or nondi�use) gamma-ray signature have

proliferated considerably in the literature. No extragalactic dark-matter an-

nihilation signals have been discovered thus far. Several recent results are

summarized below:

� Dwarf spheroidal galaxies are among the most dark-matter dominated

structures observed in the Universe, with mass-to-light ratios that exceed

1000 in some cases (see, e.g., Table 1 in [567]). Nearby dwarf spheroidals

therefore make ideal targets to search for an indirect dark-matter signal.

The LAT has measured the 
ux of gamma rays in the direction of several

of the Milky Way’s dwarf spheroidal satellite galaxies, and no signi�cant

gamma-ray emission (not associated with foreground sources) has been

observed. The null results are used to constrain the pair-annihilation

cross section of WIMPs under a variety of popular scenarios [567, 568].

� Clusters and groups are potentially bright sources of pair-annihilation

gamma rays. After nearly a year of Fermi-LAT observations, no excess

gamma-ray emission has been observed from the direction of any ex-

tragalactic galaxy systems. These null results have been used to derive

(some of the most) stringent constraints on pair-annihilation models pro-

posed to (simultaneously) explain the PAMELA positron excess and the

hardness of the Fermi-LAT e� spectrum [569, 570].

� The extragalactic di�use spectrum of gamma rays arriving at the Earth

is expected to be sensitive to dark-matter annihilations in the Universe

at large. The �rst attempt to unravel the (subdominant) extragalactic

di�use 
ux from the Fermi-LAT data is shown in Figure 3.7 (black trian-

gles with solid uncertainty band). A more detailed analysis is presented

in [571] (see, e.g., Figure 3 in [571]), where the extragalactic di�use spec-

trum is found to be consistent with a power law and considerably softer

than similar attempts to extract an equivalent spectrum from the EGRET

data [572, 573]. The featureless pro�le of the Fermi-LAT extragalactic

di�use gamma-ray spectrum has also been used to constrain a variety of

dark-matter annihilation scenarios [574, 575].
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� Simulations of CDM galaxy formation appear to naturally produce a

number of dark-matter subhalos. Some of the Milky Way’s subhalos

might still orbit the Milky Way as dark-matter satellites (with no vis-

ible components). If su�ciently massive and nearby, these subhalos

might appear as gamma-ray point sources in the Fermi-LAT data (due to

dark-matter annihilations), with no associated emission at other wave-

lengths. The authors in [576] have identi�ed several dozen Fermi-LAT

point sources that are roughly consistent with the expected properties

of dark-matter subhalos. However, the information available is currently

insu�cient for any to be clearly identi�ed, leading to constraints on the

dark-matter annihilation cross section under certain scenarios.

The Galactic Center & Light Neutralinos

The center of the Milky Way is perhaps the most obvious target for an

indirect dark-matter search. Although the spatial distribution of Galactic dark

matter is not known precisely, a universal property of dark-halo models is

a maximal density at the Galactic center (see, e.g., Equations 2.2.6, 2.2.22,

and 2.2.36). A highly general parameterization models the halo density as

�(r) =
�0

(r=ar)

 [1 + (r=ar)�](��
)=�

; (3.2.1)

where ar is the halo-core radius, and �, � and 
 are (nonnegative) free pa-

rameters. Note that this is simply a generalization of the halos described by

Equations 2.2.6 (� = � = 2 and 
 = 0) and 2.2.22 (� = 
 = 1 and � = 3).

The 
 parameter is the most relevant to a potential annihilation signal from

the Galactic center, as it controls the inner slope of the halo pro�le. A nonzero

value of 
 means the halo is cuspy, leading to a core density that is techni-

cally in�nite. For 
 = 1 and an annihilation cross section of �10�27 cm3/s (see

Section 2.4.3), the density at the core of the Milky Way is su�cient to yield

an expected 
ux of hundreds of gamma rays per year (arriving at the Fermi

satellite) due to dark-matter annihilations [577].
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The main challenge is to disentangle this annihilation signal from gamma

rays originating from other astrophysical sources. In addition to the di�use

foreground emission, any gamma-ray point sources that are coincident on the

sky with the Galactic center can cause confusion. The gamma-ray spectrum

for a particularly bright point source in the direction of the Galactic center,

for example, has been measured by a number of ground-based atmospheric

Cherenkov telescopes [578, 579]. Fortunately, the spatial distribution asso-

ciated with the dark-matter density described by Equation 3.2.1 translates

to an angular distribution|degrees away from the Galactic center along the

Milky Way’s luminous disc|of gamma rays that can be used to di�erentiate

an annihilation signal from the astrophysical backgrounds (or foregrounds). In

particular, the angular distribution associated with di�use foreground emission

should be less concentrated at the Galactic center than the annihilation signal

expected from a cuspy dark halo, while the latter will tend to be more extended

than for gamma-ray point sources.

This is precisely the approach taken by Hooper and Goodenough in [577]

(and �rst introduced in [580]). They focus on gamma rays from the inner 10�

of the Galactic center that were recorded by the Fermi-LAT during its �rst two

years of operation. Based on the 
ux from the outer 2{10�, they deduce three

distinct classes of background and foreground gamma-ray emission: 1)di�use

emission along the luminous disc; 2)spherically symmetric, di�use emission

associated with the Milky Way’s luminous bulge; and 3)emission from point

sources. Similar to the spectra shown in Figure 3.7, the di�use components|

dominated by gamma rays from neutral pion decay, inverse Compton scatter-

ing, and bremsstrahlung|exhibit spectral shapes well described by galprop

simulations of conventional gamma-ray production and transport. Gamma-ray

emission from 69 point sources are modeled according to information in the

Fermi First Source Catalog [581]. As illustrated in the upper-left panel of Fig-

ure 3.8, the gamma-ray 
ux from the outer region of the Galactic center is well

described by the conventional model. In contrast, as is clear in the lower-left

panel of Figure 3.8, the innermost �1� of the Galactic center exhibits a signi�-

cant excess (relative to the background model) of �1{5 GeV gamma rays. This
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Figure 3.8: Upper left : E2-scaled spectrum of gamma-ray emission (magenta
error bars) from the Galactic center for a 5{6� angular bin, compared to a
conventional model of gamma-ray production (solid). Lower left : Gamma-
ray spectrum (magenta error bars) for a 0.25{0.5� angular bin, compared to
the total background model (solid) and its disc (dashed) and bulge (dotted)
components. There is a clear excess for gamma rays with energies between
�1{5 GeV. Upper right : Number of gamma rays with energies between �3 and
4 GeV (magenta error bars) as a function of angular distance from the Galactic
center, compared to a model (solid) that includes background components due
to di�use gamma-ray emission in the disc (dashed) and bulge (dotted), as
well as emission due to annihilating WIMPs (dash dotted). Lower right : The
residual gamma-ray 
ux from the innermost region of the Galactic center (error
bars), compared to the spectrum of gamma rays expected for�9 GeV/c2 WIMP
annihilations (dashed). The red (magenta) error bars include (do not include)
a correction based on HESS observations. Figure adapted from [577].

excess has the same spherical symmetry that characterizes the second back-

ground component listed above. However, as shown in the upper-right panel of
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Figure 3.8, the angular distribution of the excess is far more concentrated at the

Galactic center than either of the di�use background components. The excess

gamma-ray 
ux from the innermost region appears consistent with emission

from a spherically symmetric component distributed as in Equation 3.2.1 with


 ’ 1:2{1.3. Subtracting the combined background model from the spectrum

of gamma-ray emission from the innermost degree of the Galactic center results

in the residual spectrum shown in the lower-right panel of Figure 3.8. As in-

dicated, a model in which 7{10 GeV/c2 WIMPs annihilate (primarily) into tau

and b-quark pairs (with subsequent decay to photons) reproduces the residual

spectrum. While the agreement between the residual spectrum and the dark-

matter annihilation model is quite good, it is worth noting that the Galactic

center is a chaotic environment. In particular, emission from the Milky Way’s

supermassive black hole is not fully understood, and could partially explain

the excess from the innermost region observed in the Fermi-LAT data [577].

Nevertheless, in light of the direct evidence for a light WIMP that will be dis-

cussed in the next section, the indirect evidence discussed here helps to further

motivate the targeted search for low-mass WIMPs that is the focus of this

thesis.
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3.3 Direct Detection

The evidence presented in the previous chapter suggests that the luminous

portions of the Milky Way are embedded in a halo of dark-matter particles. As

the Earth rotates with the Sun about the center of the Galaxy, it passes through

an apparent \wind" of dark matter. If WIMPs constitute this dark-matter

wind, they will scatter very rarely o� the nuclei in terrestrial matter. First

proposed by Goodman and Witten in [582], dark-matter \direct detection"

refers to the prospect of observing (and measuring) the kinetic energy, in the

keV range, of recoiling nuclei following a WIMP-nucleus scattering event. The

primary challenge is to distinguish the low (expected) WIMP-interaction rate

from an overwhelming background rate due to interactions of known forms of

radiation. Dark-matter direct detection has grown into a global e�ort in which

a variety of technologies are employed to discriminate against (and moderate)

these backgrounds. In this section I review the standard methods for predicting

WIMP-interaction rates and deposited-energy spectra, as well as some of the

methods used to distinguish the expected WIMP signal from backgrounds.

Evidence for a light WIMP based on interpretations of the DAMA/LIBRA [583]

and CoGeNT [584] experiments’ data is also presented.

3.3.1 Approximate Deposited Energy

Before delving into detailed interaction-rate calculations, it is instructive to

make a rough estimate of what to expect in terms of deposited energy. The

principle factors determining the amount of energy deposited by a WIMP are

its velocity and mass, and the mass of the target nucleus. If dark-matter par-

ticles are to remain gravitationally bound to the Milky Way, they must have

halo velocities that do not exceed the Milky Way’s escape velocity. The best

measurement of the escape velocity was presented in Section 2.2.1 (see Equa-

tions 2.2.19 and 2.2.20), and limits the velocity of a halo object to .600 km/s.

On average, however, WIMPs in the solar vicinity are expected to have ve-

locities (relative to the Earth) of �200 km/s, or v=c ’ 10�3 [374]. WIMP
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interactions with terrestrial matter are therefore nonrelativistic, and can be

characterized by a de Broglie wavelength of

� =
2�~

m�v

p
1� (v=c)2 ’ 2�~

m�v
; (3.3.1)

where m� is the WIMP mass. A 10 GeV/c2 WIMP in the solar neighborhood,

for example, has a de Broglie wavelength of �2�10�13 m. The nuclear radius

for an atom of terrestrial matter can be approximated by

rnucleus ’ A1=3
�
1:2� 10�15 m

�
; (3.3.2)

where A is the nucleon number [585]. The largest nuclear diameters are there-

fore .1.5�10�14 m, signi�cantly smaller than the WIMP de Broglie wavelength;

a WIMP in the Milky Way’s halo (generally) has too little momentum to probe

nuclear structure. Incapable of resolving individual nucleons, WIMPs will scat-

ter coherently from the entire nucleus. Following a scattering event, the energy

deposited by a WIMP is therefore equal to the kinetic energy of the recoiling

nucleus. WIMP-nucleus scattering is similar to the elastic collisions between

billiard balls. If the mass of the WIMP and target nucleus are nearly equal and

they collide head on, the target nucleus can acquire the WIMP’s full velocity,

and

Erecoil ’
1

2
mnucleusv

2 ’ A

2
keV: (3.3.3)

Detector materials currently used in direct-detection experiments include nuclei

as light as helium [586] (A ’ 4) and as heavy as tungsten [587] (A ’ 184). The

approximate range of expected energy depositions is therefore (at most) tens of

keV, a range easily accessible to modern particle detectors. Note that to arrive

at this result I have intentionally glossed over a number of the �ner details

(discussed below). In the spirit of an order-of-magnitude estimate, however,

Equation 3.3.3 is not far wrong for a wide range of WIMP masses and target

materials.
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3.3.2 Scattering Rates & Energy Spectra

The current goal of direct-detection experiments is to measure a nonzero

rate of WIMP interactions in a terrestrial detector. An incontrovertible WIMP

signal has yet to be observed. In the absence of a positive detection, the

null results of di�erent experiments are usually compared in terms of upper

limits on the WIMP-nucleon cross section (see, e.g., Figures 2.18 and 2.19).

However, the true observable is the interaction rate with a particular detector

material, which depends on the material’s nuclear structure and several loosely

constrained properties of the Milky Way’s dark halo. Intercomparison of dif-

ferent experiments necessitates a standard framework built around a standard

set of assumptions. The most commonly used standard framework is described

below, and (generally) follows Lewin and Smith’s concise summary in [588].

The Standard Halo

Nontrivial uncertainties arise in the expected WIMP-nucleus scattering rate

due to uncertainties in the distribution of dark matter in the Milky Way. How-

ever, these uncertainties are shared by all direct-detection experiments, and (for

most WIMP masses) have a common-mode e�ect on derived cross-section lim-

its. Consequently, the convention is to assume a standard dark-halo model

when intercomparing direct-detection results, the so-called \spherical-cow,"

isothermal halo. Unless otherwise stated, the standard halo model described

here will be used throughout the remainder of this thesis.1 For information on

how alternative halo models a�ect detection rates, I refer the interested reader

to [589].

A variety of halo models (in the form of density pro�les) have been discussed

in this thesis. The concept of a spherically symmetric isothermal sphere was

�rst introduced in Section 2.2.1 as a potential explanation for the 
atness of

spiral-galaxy rotation curves, and again in Section 2.2.2 to demonstrate the
p

2

1The Galactic escape velocity is one of the Milky Way’s least well known parameters
that is relevant to the low-mass WIMP sensitivity of a direct-detection experiment. The
direct-detection uncertainty on the WIMP-nucleon cross-section that results from varying
the escape velocity will be explored in Chapter 6.
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relationship between circular velocity and velocity dispersion. Equation 2.2.6

gives the density for a softened isothermal sphere with core radius ar, Equa-

tion 2.2.22 for the cuspy NFW halo, Equation 2.2.36 for a Burkert halo, and

Equations 2.3.14 and 3.2.1 for generalized, spherically symmetric halos. This

landscape of models highlights the uncertainty associated with the spatial dis-

tribution of dark matter in gravitationally bound systems, and can be a bit

confusing. Nearly all of them, however, reduce to a � / 1=r2 or 1=r3 behavior

in the large-r limit. The proliferation of halo models in the literature primarily

re
ects uncertainty in core densities (addressing, e.g., whether or not halos are

cuspy), and in the density pro�les inferred from di�erent astrophysical data

(addressing, e.g., whether or not a universal pro�le exists that describes galax-

ies and clusters equally well). Direct-detection experiments are sensitive to

the local value of the halo density, �0 � �(r0 ’ 8 kpc), but not to its radial

dependence.2 Since the Earth’s position is well separated from the core of the

Milky Way, an isothermal sphere is actually a reasonable representation (from

a direct-detection point of view) for any of the halo models mentioned thus far.

In general, a halo of WIMPs can be descried by its di�erential number

density:

dn� / f(~v; ~x)d3v d3x; (3.3.4)

where f(~v; ~x) is the full phase-space WIMP distribution, speci�ed by three

velocity (~v) and three spatial (~x) coordinates. For an isothermal sphere (char-

acterized by temperature T ) of WIMPs with mass m�, f(~v; ~x) is given by the

Boltzmann distribution:

f(v; r) / e�E=kT = e�(m�v2=2+m��(r))=kT

= e�(v2+2�(r))=2�2

; (3.3.5)

where �(r) is the gravitational potential per unit mass, v � j~vj, r � j~xj, and

� =
p

kT=m� is the one-dimensional velocity dispersion (as in Section 2.2.2).

Since the Earth’s radial position relative to this distribution is (e�ectively)

2Note that this de�nition of �0 di�ers from the central halo-density normalization constant
�st introduced in Equation 2.2.5. The convention for the direct-detection standard halo is
to de�ne �0 at the solar radius rather than at the Galactic center.
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�xed, the gravitational-potential factor can be absorbed into a normalization

constant. The di�erential number density relevant to direct detection is there-

fore a Maxwellian velocity distribution, commonly written as:

dn� =
n0

kf

f(~v;~v�)d3v =
n0

kf

e�(~v+~v�)2=2�2

d3v; (3.3.6)

where ~v is the WIMP velocity relative to the Earth, ~v� is the Earth’s velocity

relative to the WIMP distribution,

kf =

Z j~v+~v�j�vesc

f(~v;~v�)d3v (3.3.7)

is a normalization constant, and

n0 =

Z vesc

0

dn� (3.3.8)

is the mean WIMP number density. Note that all velocity integrals are trun-

cated by the Galactic escape velocity. It can be shown that kf is independent

of ~v�, and is given by (see, e.g., Appendix A in [588])

kf =
�
2��2

�3=2

 
erf

�
vescp

2�

�
�
r

2

�

vesc

�
e�v2

esc=2�2

!
; (3.3.9)

where

erf(x) =
2p
�

Z x

0

e�t2dt: (3.3.10)

In the vesc !1 limit, erf(vesc=
p

2�)! 1 and kf ! k0 = (2��2)3=2.

Under the standard isothermal-halo assumption, the local distribution of

WIMPs is fully speci�ed by Equations 3.3.6 and 3.3.9 up to four parameters:

the Galactic escape velocity vesc, the WIMP velocity dispersion �, the velocity

of the Earth ~v�, and the local WIMP number density n0. The escape veloc-

ity preferred by the direct-detection community has varied somewhat over the

past two decades. While Lewin and Smith use vesc = 600 km/s [588], a value

of 650 km/s is also common in the literature [374]. The best-�t value from the

study of high-velocity halo stars in [183] (see Section 2.2.1) has been used to
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quote several recent direct-detection results, and is likely to become the new

standard. Consequently, unless otherwise stated, I will use vesc = 544 km/s.

In any case, for a wide range of experimental conditions and WIMP masses,

detection rates are not very sensitive to the exact value of the escape veloc-

ity because the most probable WIMP velocity is substantially smaller. From

Equation 3.3.6, the most probable WIMP velocity is
p

2�, which for an isother-

mal sphere is equal to the asymptotic value of the circular velocity (see Equa-

tion 2.2.28). The standard value for the circular velocity is v� = 220 km/s [184],

such that � = v�=
p

2 ’ 156 km/s. To avoid confusing the velocity dispersion

� with the cross-section symbols I will use later in this section, all formulae

will be quoted in terms of v� from here on. Note that the term velocity dis-

persion is used somewhat loosely in the literature, typically referring to one

of three things: the one-dimensional (line-of-sight) rms velocity � ’ 156 km/s,

the three-dimensional rms velocity vrms =
p

3=2v� ’ 270 km/s, and the most

probable velocity v� ’ 220 km/s.

The velocity of the Earth relative to the nonrotating reference frame of the

WIMP distribution can be split into three parts:

~v� = ~v� + ~u� + ~u�; (3.3.11)

where ~v� is the velocity of the Galactic disc, ~u� is the velocity of the Sun

relative to the disc, and ~u� is the velocity of the Earth relative to the Sun. In

Galactic coordinates,3

~v� = (0; 220; 0) km/s (3.3.12)

is the circular velocity (same as above) common to all stars in the solar neigh-

borhood, and

~u� = (9; 12; 7) km/s (3.3.13)

represents the so-called \proper motion" of the Sun relative to disc [590]. The

full expression for ~u� is a bit complicated (see, e.g., Appendix B in [588]).

3The x direction in Galactic coordinates points toward the Galactic center, while the y
direction is the direction of Galactic rotation, and the z direction is perpendicular to the
previous two and points away from the plane of the disc toward the north Galactic pole.
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However, the y component of ~v� dominates the vector sum in Equation 3.3.11

such that the x and z components of ~u� and ~u� need not be considered. A

convenient form for the y component of ~u� is given by Equation 3.6 in [588]:

u�;y ’ 15 sin (2�t) km/s; (3.3.14)

where t is elapsed time (in years) relative to March 2nd. Ignoring the x and z

components, the relative WIMP-Earth velocity is therefore well approximated

by

v� ’ 232 + 15 cos

�
2�

t� 152:5

365:25

�
km/s; (3.3.15)

where t is now elapsed time (in days) since January 1st. The oscillatory part of

v� causes a few percent modulation in the (expected) WIMP-nucleus scattering

rate, referred to within the direct-direction community as \annual modulation."

If a direct-detection experiment manages to measure a nonzero rate of WIMP

interactions, observation of this annual modulation is a potentially powerful

method for con�rming that the signal is indeed due to WIMPs in the Milky

Way’s halo. Annual modulation will be discussed further in Section 3.3.5 with

regard to the DAMA/LIBRA experiment. In the absence of a signal, it is

customary to interpret direct-detection results relative to the average expected

WIMP detection rate, calculated using hv�i = 232 km/s.

The �nal parameter required to fully specify the standard halo is the mean

WIMP number density n0, usually expressed in terms of the WIMP mass

(which is allowed to vary) and the local WIMP matter density: n0 = �0=m�.

�0 depends on the total halo mass, and on how it is spatially distributed. As

discussed in the previous chapter (see Section 2.2.1), there is signi�cant un-

certainty in the mass of the halo. It is common to assume that the Galactic

mass (within a 100 kpc radius) is .1012M�, and that the luminous portions

constitute �10% of the total. This yields Mhalo(r < 100 kpc) . 9�1011M�,

which is roughly consistent with estimates in the literature [376]. To determine

the local halo density fromMhalo, a functional form for the density pro�le must

be chosen. The authors in [376] have constrained the halo density using the

general form given in Equation 3.2.1 for four choices of the exponents �, � and
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Figure 3.9: Allowed values of the Milky Way’s local halo density and halo-core
radius for four versions of the density pro�le given in Equation 3.2.1, and for
two values of the Sun’s galactocentric radius. The four models are: [�, �, 
] =
[2, 3, 0.2] (Ka); [2, 3, 0.4] (Kb); [1, 3, 1] (NFW); and [2, 2, 0] (Sp). The arrow
indicates �0 = 0:3 GeV/c2/cm3, the local halo density used in the standard
halo model. Figure adapted from [376].


. The results are shown in Figure 3.9 as a function of the halo-core radius for

two di�erent values of the Sun’s galactocentric radius, and indicate �0 ’ 0:2{

0:8 GeV/c2/cm3. The model most similar to the standard halo discussed here

is the softened isothermal sphere (labelled Sp in the �gure) with ar = 1, for

which �0 ’ 0:2{0.4 GeV/c2/cm3. The central value, �0 = 0:3 GeV/c2/cm3, is

the halo density used by the majority of the direct-detection community, and

is the value I will use throughout the remainder of this thesis. Although it is

likely that the Milky Way’s true halo-density pro�le resembles more closely one

of the cuspy models (for which larger values of �0 are probable), the standard

halo’s relatively small �0 is a conservative choice: assuming a smaller value of

�0 leads to a less constraining WIMP-nucleon upper limit. Adopting a conser-
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Table 3.1: Values of the standard-halo parameters and target-material proper-
ties assumed for calculating WIMP-nucleon di�erential scattering rates in this
thesis.

Symbol Description Value [reference]

Halo parameters

vesc Galactic Escape velocity 544 km/s [183]

v� =
p

2� Characteristic WIMP velocity 220 km/s [184]

hv�i Average Earth velocity 232 km/s [374]

�0 Local halo density 0.3 GeV/c2/cm3 [376]

Target properties

mN Average nucleon mass 0.9315 GeV/c2 [88]

AGe Average # of Ge nucleons 72.64 [88]

ASi Average # of Si Nucleons 28.0855 [88]

vative �0 helps ensure that the sensitivity of a direct-detection experiment is

not overstated. While not so critical for the intercomparison of direct-detection

experiments, it can a�ect comparison with indirect-detection and collider re-

sults. The standard-halo parameters used to interpret the results of this thesis

(described in Chapter 6) are summarized in Table 3.1.

WIMP-Nucleus Di�erential Scattering Rate

The rate at which WIMPs are expected to interact with a terrestrial detector

is proportional to the product of the WIMP-nucleus cross section, ��-T , and the

WIMP 
ux. The WIMP 
ux (relative to the target) is simply the product of

the WIMP number density and WIMP-Earth relative velocity. The scattering
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rate per unit target material is therefore

dR� =
NA

A
��-T dn� v; (3.3.16)

where NA is Avogadro’s number (number of atoms per mole) and A is the

average number of nucleons per atom of target material (number of grams per

mole). To obtain the absolute scattering rate due to Galactic WIMPs, one must

consider the dependence of the cross section on the energy transferred during

a scattering event (which depends on the WIMP velocity), and integrate over

all possible WIMP velocities.

The absolute scattering rate, however, is less interesting than the di�eren-

tial scattering rate dR�=dER (also referred to as a deposited-energy spectrum),

where the subscript R is an abbreviation for recoil (as in Equation 3.3.3) such

that ER denotes the energy transferred from a WIMP to a target nucleus|the

nuclear-recoil energy. Although dR�=dER is essentially a featureless exponen-

tial (as we will see shortly|see, e.g., Figure 3.11), it can di�er substantially

from the energy spectrum deposited by a source of background radiation. Con-

sequently, a statistical comparison of spectral shapes can be used to distinguish

WIMPs from backgrounds.

The di�erential scattering rate is the principle observable of (most) direct-

detection experiments. Combining Equations 3.3.6 and 3.3.16, it can be written

as
dR�

dER

=
NA�0

Akf m�

Z
d3vf(~v;~v�)v

d��-T

dER

; (3.3.17)

where the di�erential cross section, d��-T =dER, is a function of both ER and

v. It is customary to separate d��-T =dER into a (constant) point-like WIMP-

nucleus cross section, �0, and an energy-dependent nuclear form factor F (dis-

cussed further below) [374];

d��-T

dER

=
�0

Emax
R

F 2(q); (3.3.18)

where Emax
R is the maximum recoil energy for a given WIMP velocity, q �p

j~qj2 =
p

2mT ER is the momentum transferred during the scattering event,
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and mT is the nuclear mass. In the WIMP-nucleus center-of-mass frame, the

nuclear-recoil energy is given by

ER =
m2

r

mT

v2 (1� cos ��) ; (3.3.19)

where �� is the center-of-mass scattering angle, and

mr �
m�mT

m� + mT

(3.3.20)

is the WIMP-nucleus reduced mass. Clearly, Emax
R = 2m2

rv2=mT , such that

dR�

dER

=
NA�0�0mT

2Akfm�m2
r

F 2
�

q =
p

2mT ER

�Z vmax

vmin

d3v
f(~v;~v�)

v
; (3.3.21)

where vmax corresponds to the j~v + ~v�j � vesc requirement, and

vmin =
q

2mr

=

s
mT ER

2m2
r

(3.3.22)

is the minimum WIMP velocity that yields the given recoil energy ER.

Before quoting the expression for the fully general di�erential spectrum, it

is instructive to consider the limit in which ~v� = 0 and vesc !1. In this case,

the velocity integral in Equation 3.3.21 is isotropic in v and easily evaluated:

dR�

dER

����
~v�=0
vesc!1

=
2NA�0p
�Am�

�0v�
e�ER=E0rm

E0rm

F 2
�

q =
p

2mT ER

�
; (3.3.23)

where the limiting form k0 = (�v2
�)3=2 has been substituted for kf , E0 =

m�v2
�=2 is the most probable kinetic energy of a Galactic WIMP, and

rm �
4m2

r

m�mT

=
4m�mT

(m� + mT )2 (3.3.24)

is the dimensionless WIMP-nucleus reduced-mass parameter. If we consider

the case in which F 2 = 1, Equation 3.3.23 can be integrated over recoil energy

to yield the absolute WIMP-nucleus scattering rate

R0 �
Z 1

0

dER
dR�

dER

����~v�=0
vesc!1
F 2(q)=1

=
2NA�0p
�Am�

�0v�: (3.3.25)
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Rewriting Equation 3.3.23 in terms of R0 yields a simpli�ed form for the WIMP-

nucleus di�erential scattering rate:

dR�

dER

����
~v�=0
vesc!1

=
R0

E0rm

e�ER=E0rmF 2
�

q =
p

2mT ER

�
: (3.3.26)

This limiting case provides some useful insight into the expected WIMP signal

without having to resort to numerical calculations. As promised, the di�eren-

tial spectrum as a function of nuclear-recoil energy is essentially an exponen-

tial. The ability to detect small energy depositions is therefore critical to the

sensitivity of a direct-detection experiment; scattering events with the lowest

recoil energies are expected to be the most numerous. While a realistic form

factor, WIMP-Earth velocity and Galactic escape velocity are important con-

siderations, they (generally) cause only minor modi�cations to this exponential

behavior.

For nonzero ~v� and �nite vesc, the general expression for the di�erential

scattering rate is (Equations 3.12 and 3.13 in [588])4

dR�

dER

=
k0

kf

�
dR�

dER

����
vesc!1

� R0

E0rm

F 2 (q) e�v2
esc=v2

�

�
; (3.3.27)

where

dR�

dER

����
vesc!1

=
R0

E0rm

p
�v�

4v�

F 2 (q)

�
erf

�
vmin + v�

v�

�
� erf

�
vmin � v�

v�

��
;

(3.3.28)

and q =
p

2mT ER. Although not immediately apparent, the exponential be-

havior (as a function of ER) is hidden in the combination of error functions.

Use of these equations requires the following additional information:

4Note that while taking the vesc ! 1 limit of Equation 3.3.27 yields Equation 3.3.28,
simply setting v� = 0 in Equation 3.3.28 does not return the limiting form given in Equa-
tion 3.3.26. A quick application of L’Hôpital’s rule and the fundamental theorem of calculus
in the v� ! 0 limit, however, con�rms their consistency.
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� A target material, speci�ed by its atomic mass number A, must be chosen.

Picking a value for A also speci�es the nuclear mass mT = AmN . The

average nucleon mass, mN , is listed in Table 3.1 together with the values

of A for the two detector materials studied in this thesis. Some detectors

have a multi-element composition. It is common practice to compute the

di�erential rate separately for each element by evaluating Equation 3.3.27

for each A and reducing it by a (multiplicative) molecular-mass fraction

fA. The Cryogenic Rare Event Search with Superconducting Thermome-

ters (CRESST II) [591], for example, employs calcium tungstate crystals

(CaWO4) that are characterized by three target materials: calcium with

A = 40:1 and fCa ’ 0:14; tungsten with A = 183:8 and fW ’ 0:64; and

oxygen with A = 16 and fO ’ 0:22.

� The zero-momentum transfer WIMP-nucleus cross section, �0, and the

WIMP mass, m�, are the unknown quantities that direct-detection ex-

periments attempt to measure or constrain. Due to the variety of nuclei

used in di�erent experiments, the convention is to scale �0 down to the

WIMP-nucleon cross section according to [592]

�0 = A2 m2
r

m2
r

0

��-N ; (3.3.29)

where mr0 is the WIMP-nucleon reduced mass (obtained by replacing

mT with mN in Equation 3.3.20), and ��-N is the spin-independent (or

scalar) WIMP-nucleon cross section. In the case of neutralino dark

matter, the dominant scalar scattering channels (within the MSSM) in-

volve WIMP-quark scattering via exchange of a squark or neutral Higgs

scalar. Scalar neutralino-gluon elastic scattering is also possible, but only

through lower-rate Feynman diagrams involving quark and/or squark

loops (see, e.g., Appendix C in [2]). As is common practice in the �eld,

I have assumed that WIMPs have equal scalar couplings to protons and

neutrons. Because WIMPs are expected to scatter coherently from an en-

tire nucleus, the contribution from each nucleon is summed before squar-
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Figure 3.10: The Helm/Lewin-Smith nuclear form factor (squared) as a func-
tion of nuclear-recoil energy for several detector materials: Ge (dark/black
solid), Si (light/orange solid), W (dark red dotted), I (green dash-dotted), Ne
(dark/blue dashed), and Ar (light/gray dashed). Due to the quasi-exponential
nature of the WIMP-nucleus di�erential scattering rate, the energy range of
most interest for dark-matter direct detection is ER < 100.

ing the scattering amplitude, giving rise to the A2 coherence factor.5 By

factoring out the dependence on A, Equation 3.3.29 facilitates the com-

parison between experiments with di�erent detector materials. In the

absence of a WIMP signal, the di�erential scattering rate observed by a

direct-detection experiment is used to constrain ��-N as a function of m�

(see, e.g., Figures 2.18 and 2.19).

5WIMPs might also scatter from nuclei via a spin-dependent (or axial-vector) interaction,
in which case the A2 coherence factor in Equation 3.3.29 is not entirely appropriate. For
the spin-dependent case, I refer the interested reader to Section 2.2.2 in [592]. In this thesis
only the spin-independent WIMP-nucleon cross section is explored. For simplicity and unless
otherwise stated, any hereafter mention of the WIMP-nucleon cross section (or use of the
symbol ��-N ) is a reference to the WIMP-nucleon spin-independent elastic scattering cross
section.

199



CHAPTER 3. DARK MATTER DETECTION

� A nuclear form factor F (q) must be speci�ed. The form factor accounts

for the nonzero momentum transfer that occurs during a WIMP-nucleus

scattering event. If an incoming WIMP has a large enough momentum

relative to a target nucleus of su�cient size, the WIMP can start to

probe the structure of the nucleus, and the WIMP-nucleus scattering

coherence partially breaks down. F is a dimensionless measure of the loss

of coherence, varying from 0 to 1 depending on q and A, and normalized

such that F (q = 0) = 1. If the nuclear ground state is assumed to be

(roughly) spherical, the form factor can be approximated by the Fourier

transform of a spherically symmetric mass pro�le �T :

F (q) =
1

mT

Z
d3r�T (r)exp (�i~q � ~r) : (3.3.30)

Because it is di�cult to probe nuclear-mass distributions directly, �T is

typically modeled according to the distribution of electric charge in the

nucleus:

�T (r) =
mT

Ze
�+(r); (3.3.31)

where Z is the number of protons, e is the electric charge, and �+ is

the charge density. Accurate form factors derived from measurements of

�+ using electron-scattering data are available in the literature for several

nuclei [593]. The standard in the direct-detection community, however, is

to use the Helm form factor [594], an analytic form that works reasonably

well for any A:

F (q) = 3

�
sin(xq)� xqcos(xq)

x3
q

�
exp

�
�q2s2

T

2~2

�
; (3.3.32)

where xq � qrT =~ is a dimensionless quantity, rT is an e�ective nuclear

radius (a la Equation 3.3.2), and sT is the nuclear-skin thickness. Lewin

and Smith use muon scattering data from [595] to derive a general pa-

rameterization for rT :

rT =

r
c2

T +
7

3
�2a2

T � 5s2
T fm; (3.3.33)
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where aT = 0:52 fm, sT = 0:9 fm, and cT = (1:23A1=3 � 0:6) fm [588].

Equation 3.3.32 combined with Equation 3.3.33 is often referred to as the

Helm/Lewin-Smith form factor, and is plotted for several A in Figure 3.10

as a function of ER.

With the expression for dR�=dER given in Equation 3.3.27 (and accompanying

equations), the values in Table 3.1, and the Helm/Lewin-Smith form factor, the

standard framework used to calculate WIMP deposited-energy spectra (and de-

tection rates), for given values of ��-N and m�, is fully speci�ed. As an example,

the spectra resulting from 5 and 100 GeV/c2 WIMPs scattering from Ge and

Si targets are shown in Figure 3.11. The abrupt high-energy cut o� that each

distribution exhibits is due to the �nite value of the Galactic escape velocity.

Otherwise, the expected signal is essentially an exponential as a function of ER.

It is clear from the upper panel in Figure 3.11 that sensitivity to light WIMPs

necessitates a low threshold for detecting recoil energy.

It is useful to review a few numerical results to get a feel for how the de-

tectable event rate and average deposited energy depend on target material

and WIMP mass. In the limiting case of v� = 0 and vesc ! 1, the absolute

detectable event rate is given by R0, which can be written in the following

convenient form:

R0 =
387:5

Am�

�
�0

0:3 GeV/c2=cm3

� h �0

10�36 cm2

i � v�

220 km/s

�
kg�1 d�1; (3.3.34)

where A is in grams per mole and m� is in GeV/c2. Lets consider two of

the neutralino models from Figure 2.19 that just evade the CDMS II upper

limit: a light neutralino with m� = 7 GeV/c2 and ��-N ’ 7�10�41 cm2, and a

heavy neutralino with m� = 500 GeV/c2 and ��-N ’ 10�43 cm2. Using Equa-

tion 3.3.29 for a germanium target, �0 ’ 2�10�35 cm2 for the former and

�2�10�36 cm2 for the latter. With the values for �0 and v� from Table 3.1,

the approximate detectable event rate expected for the light (heavy) neutralino

is �15 kg�1 d�1 (�0.02 kg�1 d�1). It would seem at �rst glance that the light

neutralino ought to be much easier to detect. To understand why low-mass

WIMPs with relatively large cross sections continue to evade detection, con-
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Figure 3.11: Expected di�erential event rates for 5 GeV/c2 (upper panel) and
100 GeV/c2 (lower panel) WIMPs scattering from Ge (blue/solid lines) and Si
(red/dashed lines) targets within the standard direct-detection framework de-
scribed in the text, and for an arbitrarily chosen WIMP-nucleon cross section
of 1�10�41 cm2. Event rates are given in events per kilogram per keV per day,
a convenient unit for direct-detection experiments that is sometimes referred to
as the di�erential rate unit (dru) [588]. As indicated in the upper panel, sensi-
tivity to light WIMPs depends critically on an experiment’s energy detection
threshold. Figure taken from [596].

sider the (approximate) average energy deposition

E0rm =

�
m�

1 GeV=c2

� �
v�

220 km/s

�2
4m�mT

(m� + mT )2
� 0:27 keV: (3.3.35)

For a Ge target, the average energy deposited by a 7 GeV/c2 WIMP is�0.5 keV,

compared to �57 keV for a 500 GeV/c2 WIMP. A typical energy threshold for

a Ge-based experiment is 10{20 keV, which is the reason the higher-rate light-

neutralino model evades the CDMS II limit in Figure 2.19. A more accurate

average deposited-energy calculation is shown as a function of WIMP mass in

Figure 3.12 for a variety of target materials. Light nuclear targets provide a

better match to the mass of light WIMPs, making larger energy depositions
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Figure 3.12: Average deposited recoil energy, calculated with the standard
framework described in the text, for various nuclear targets as a function of
WIMP mass. Light nuclei have a distinct advantage (in terms of energy) for
detecting light WIMPs. While very heavy nuclei (such as Xe) bene�t (in terms
of rate) from larger coherence factors, their form factors (see, e.g., Figure 3.10)
cause a reduction in the average recoil energy that is particularly evident for
heavy WIMPs.

kinematically favorable. This advantage relative to heavier nuclei is countered

by the reduced event rate associated with a smaller coherence factor. Also note

that for very heavy targets (such as Xe), the form factor causes a nontrivial

reduction in the average recoil energy.

Experimental Considerations

There are a number of experimental considerations involving detector size

and performance that a�ect the sensitivity of a direct-detection experiment.

Without specifying a particular detector technology, I can describe these in

only a general sense here. I will elaborate further in Chapters 5 and 6 for the

speci�c experiment and analysis studied in this thesis.
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I have already alluded to the most important experimental consideration

with respect to low-mass WIMP sensitivity, the recoil-energy detection thresh-

old Eth. A threshold is (typically) established to prevent an overwhelming

event rate due to low-energy backgrounds. Although a large number of valid

WIMP scatters are expected to deposit small energies, they are of no use to

the experimentalist if they cannot be distinguished as such. In particular,

despite the common use of low-noise ampli�ers operated at low temperature,

all direct-detection experiments are subject to electronic noise of one form or

another|an inescapable reality of experimental physics. In most experiments,

noise manifests as a Gaussian distribution (with width �) centered at ER ’ 0.

Setting Eth many � above zero helps ensure a low probability for electronic-

noise events to be misidenti�ed as potential WIMP events. As mentioned

above, energy thresholds of �10{20 keV are common. In some cases, however,

a particular detector technology might enable a sub-keV threshold, or might

limit WIMP sensitivity by imposing a relatively large threshold. For example,

the CRESST collaboration achieved Eth = 0:6 keV with their sapphire (Al2O3)

crystals [597], while the Wimp ARgon Programme (WARP) strives for a 30 keV

threshold using a liquid-argon target [598].

Additionally, di�erential scattering rates depend on energy resolution. An

experiment’s energy resolution is a measure of how accurately it can measure a

given recoil energy. Spectra calculated with the framework described above are

idealized, perfect-resolution versions of what an experiment can actually mea-

sure. In reality, the observed spectrum will be \smeared" by an experiment’s

�nite energy resolution �E:

d eR�

dER

(ER) =
1p

2��2
E

Z
dR�

dER

(E
0

R) exp

"�
E

0

R � ER

�2

�2�2
E

#
dE

0

R; (3.3.36)

where d eR�=dER and dR�=dER denote the observed and ideal spectra, respec-

tively. Equation 3.3.36 is simply the prescription for a Gaussian convolution.

Because the ideal spectrum is essentially an exponential, smearing it with a

Gaussian causes only a minor change in the observed behavior as a function

of recoil energy. The most important e�ect has to do with the interplay be-
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tween resolution and threshold. Finite energy resolution near threshold causes

sub-threshold energy depositions to occasionally exceed Eth, and vice versa.

An important consequence is that an experiment with a given threshold will

have (some) sensitivity to a low-mass WIMP whose ideal spectrum cuts o�

just below Eth. With most modern detectors, �E is small enough that the

e�ect of �nite resolution is inconsequential when Eth & 5 keV, and need not

be considered. For thresholds of a few keV or less, however, resolution ef-

fects can become important, particularly regarding sensitivity to sub-10 GeV/c2

WIMPs.

Finally, when comparing the absolute number of events in an experimen-

tally observed spectrum to a particular WIMP model, the latter must be scaled

by the detection e�ciency and exposure of the former. The exposure is simply

the product of the detector size MD (in kilograms) and the duration of the

experiment �LT (in days). �LT is often referred to as the \live time," hence the

LT subscript. Multiplying d eR�=dER by the exposure converts the di�erential

spectrum from units of events kg�1 keV�1 d�1 to events per keV. The detection

e�ciency, " � "(ER), is a dimensionless function of ER that varies from 0 to 1.

In general, " accounts for any experimental e�ects that reduce WIMP sensitiv-

ity but do not depend on the precise nature of the WIMP-nucleus interaction.

For example, a reduced detection e�ciency (<100%) might arise because of

periods of poor data quaility (e�ectively reducing �LT ), or because part of the

detector does not work properly (e�ectively reducingMD). Average detection

e�ciencies as low as 40% and as high as 80% are not uncommon. After all is

said and done, the di�erential spectrum observed by a direct-detection exper-

iment is used to constrain a particular WIMP model by comparing the former

to
d eR�

dER

(ER) " (ER)MD�LT � (ER � Eth) ; (3.3.37)

where � is the step function (� = 1 for ER � Eth , and � = 0 for ER <

Eth).
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3.3.3 Backgrounds & Shielding

The standard framework outlined above provides the means to calculate the

expected rate of WIMP interactions with a terrestrial detector. Consider again

the low-mass WIMP model, for which m� = 7 GeV/c2 and ��-N = 7�10�41 cm2,

incident on a Ge target. For the sake of argument, lets assume h"i = 50% and

Eth = 1 keV. In this oversimpli�ed and somewhat optimistic scenario, the total

rate obtained by integrating Equation 3.3.37 is �4 events per kilogram per

day. For the 500 GeV/c2 neutralino considered above, the equivalent rate is

�0.01 events kg�1 d�1. In any case, it is fair to assume that the WIMP rate

will be no more than a few events per kilogram-day of exposure, and possibly

several orders of magnitude less.

A critical question is whether or not this low event rate can be distin-

guished (or isolated) from the much larger rate due to known forms of back-

ground radiation. Although most detectors have some means of di�erenti-

ating backgrounds from signal, consider for the moment that events due to

WIMPs and backgrounds are indistinguishable. Furthermore, consider an ex-

periment in which the number of interactions in the target can be measured,

but the magnitude of the energy depositions cannot|sensitivity to R� but

not dR�=dER. This is known as a counting experiment. In the absence of

background events (\background free") WIMP sensitivity scales linearly with

exposure (/MD�LT ). For example, if 0 events are observed (and ignoring ques-

tions of e�ciency and energy dependence), the 90% C.L. upper limit on the

WIMP-nucleus scattering rate is 2.3/MD�LT ;6 increasing the exposure probes

ever smaller WIMP-nucleon cross sections: ��-N / 1=MD�LT . Once a nonzero

event rate is observed, however, additional exposure no longer yields improve-

ment. With no ability to distinguish signal from background, the observed

rate cannot be attributed to WIMPs. The best one can do in this situation

62.3 is the one-sided 90% con�dence interval for a Poisson random variable given that
0 has been observed, i.e., 2.3 is the 90% C.L. error on 0. The principle observable of a
counting experiment|the number of observed counts (equal to the product of the rate and
exposure)|is a Poisson random variable. For a large number of events, the 1� Poisson error
is given by the square root of the counts. For further information see [88].
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is to count events until the statistical error on the observed rate is small com-

pared to the rate itself, at which point the WIMP-nucleus event rate is limited

to the measured background rate. The experiment is said to be \background

limited."

The obvious problem with the above counting experiment is that it could

never discover WIMPs. Consequently, a major part of the direct-detection ex-

perimental program is to gain a detailed knowledge of all possible backgrounds.

Utilizing independent information, the expected rate of backgrounds can be

predicted (e.g., via simulations), and a nonzero background rate can be sub-

tracted to improve WIMP sensitivity. In this scenario, the residual number of

observed events (following background subtraction) will increase by the square

root of the exposure (the Poisson error on the number of background events),

and the upper limit on the WIMP cross section will improve in proportion to

1/
pMD�LT .

Additionally, most direct-detection experiments have the ability to measure

recoil-energy spectra. Spectral-shape di�erences between the deposited-energy

distributions expected for backgrounds and WIMPs can be used to identify

recoil-energy ranges in which the number of background events is minimal

compared to the expected WIMP signal, leading to improved WIMP-nucleon

cross-section limits (with increased exposure) despite the occurrence of back-

ground events. One such technique is Yellin’s \optimum interval" method for

calculating upper limits [599]. Application of the optimum interval method will

be discussed further in Chapter 6.

Of course, the best thing is to remain background free such that WIMP sen-

sitivity scales in direct proportion to exposure. There are two general methods

employed to achieve a background-free environment for direct-detection exper-

iments: reduction and rejection. Some of the discrimination techniques used to

achieve the latter are described below in Section 3.3.4. Reduction involves the

identi�cation of background sources, and the application of appropriate types

of shielding. In this section I describe several of the main classes of background

radiation, and discuss the techniques most commonly used to shield against

them.
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Cosmic Rays

The most pervasive background is due to secondaries from cosmic rays inter-

acting in the Earth’s upper atmosphere. �90% of all cosmic rays are protons,

which collide inelastically with particles in the atmosphere to create charged

and neutral mesons. The mesons quickly decay to a mix of particles|muons,

electrons, positrons, photons, pions and neutrinos|that can reach the surface

of the Earth. Some cosmic-ray primaries also survive transport through the

atmosphere (albeit degraded in energy). I will focus on the muon 
ux here.

Excluding neutrinos (discussed below), the others are easily shielded with a rel-

atively modest thickness of material. The range of a 1 GeV proton in rock, for

example, is .1 m [88]. The 
ux of muons at the surface is equivalent to roughly

one per second passing through your hand if you were to hold it out palm up

(�1 min�1 cm�2 through a horizontal surface for E� & 1 GeV [88]). Such a

large rate would drown out any potential WIMP signal in a direct-detection

experiment conducted at sea level.

The primary defense against muons is to conduct experiments in under-

ground laboratories such that an overburden of rock moderates the muon 
ux

to a manageable level. The majority of the muons that reach sea level are

minimum ionizing, hE�i ’ 4 GeV [88], and can be characterized by an en-

ergy loss of &2.6 MeV cm2 g�1 (increasing with increasing E� due to radiative

losses) [600]. Furthermore, there is a nontrivial 
ux of muons at sea level

with TeV-scale energies. Underground laboratories must be many hundreds

of meters deep for the overburden to provide an e�ective shield against such

energetic and penetrating particles. Figure 3.13 shows the muon 
ux as a

function of depth for a compilation of 
ux measurements taken at labora-

tories across the globe. The depth is measured in meters water equivalent

(m.w.e.) to normalize di�erent rock compositions to a single standard. For

reference, a common density for rock is �2.5{3 g/cm3, while water has a den-

sity of almost exactly 1 g/cm3. For more information regarding the 
ux of

muons at sea level, underground and underwater, I refer the interested reader

to [601].
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Figure 3.13: Compilation of muon-
ux measurements from underground and
underwater laboratories across the globe, as a function of depth in kilometers
water equivalent (km.w.e.). The inset provides a zoomed in view of the muon
intensity for shallow depths (in meters water equivalent). For further informa-
tion regarding individual measurements and the 
ux models (solid and dashed
lines), see [601]. Figure taken from [601].

As is clear from Figure 3.13, it is impossible to completely escape the muon


ux using passive shielding techniques. Consequently, it is common practice

to surround a direct-detection experiment with an active shield that serves

as a \muon veto," tagging any muons that survive passage through a lab’s

overburden. Muon vetoes usually rely on conventional technologies for con-

verting ionization losses to scintillation (e.g., plastic or liquid scintillators) or

Cherenkov photons (e.g., water tanks) that are easily detected using photo-
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multiplier tubes. When a muon passes through the veto, its presence is used

to reject any activity in the main dark-matter target as potentially due to cos-

mogenics (and not WIMPs). Ideally, a muon veto provides full 360� coverage,

i.e., it is hermetic. However, at su�cient depth, the muon 
ux becomes pri-

marily vertical, and an umbrella of ionizing detectors can serve as an e�ective

veto.

The atmospheric-, solar- and cosmic-neutrino 
uxes cannot be moderated

by any amount of overburden. There is also a geo-neutrino 
ux resulting from

decays of radioisotopes distributed throughout the volume of the Earth, as well

as several sources of man-made neutrinos (e.g., nuclear reactors). Neutrinos can

scatter coherently from the nuclei in a direct-detection target, depositing keV-

scale nuclear-recoil energies if su�ciently energetic. Such a neutrino-nucleus

scattering event would be indistinguishable from a WIMP-nucleus interaction.

The 
ux of neutrinos arriving underground therefore represents an irreducible

background for direct-detection experiments. Fortunately, the neutrino back-

ground is not expected to become problematic until dark-matter experiments

achieve sensitivities equivalent to ��-N ’ 10�46 cm2, at which point a ton-year

exposure for a detector with Eth ’ 1 keV might result in tens of neutrino

events [602]. For further information on the prospect of using direct-detection

technology to detect neutrino-nucleus coherent scattering, I refer the interested

reader to [602, 603].

Radioactivity

Every direct-detection experiment is subject to a substantial 
ux of radia-

tion resulting from radioisotope decays. Sources include the rock from which

an underground laboratory is excavated, the materials used to construct an

experiment (e.g., mechanical supports and shielding materials), the target ma-

terial itself, and (worst of all) the very air we breath. In short, all materials

are radioactive at some level. The dominant forms of radiation associated with

terrestrial radioactivity can be divided into two classes: electrically charged

particles (and photons) that interact primarily with the electrons in a ma-
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terial, and neutral particles that interact with a material’s nuclei. The only

product of radioactivity that �ts the latter description is the neutron. Neutrons

are an important enough background to be discussed separately (see below).

Electrons, positrons, alpha particles, and photons comprise the other type of

radioactivity. These can be further classi�ed as either internal or external.

The former refers to radiation emitted by isotopes embedded in or near the

direct-detection target, while the latter refers to radiation incident from the

outside of the apparatus. Since electrons, positrons and alpha particles are

easily shielded, the only external background that needs to be considered is

the incident 
ux of photons. Furthermore, only those isotopes that emit the

most energetic gamma rays (\gammas") need be considered to understand how

much shielding is necessary to moderate all external photons to a manageable

level. The internal situation is more complicated, and is largely speci�c to

a particular experiment’s choice of materials. There are a few commonalities

that I brie
y review below.

For the external gamma-ray background, the most important isotopes are
238U, 232Th and 40K. All three have half-lives of billions of years and are com-

monly found at the level of a few parts per million (or less) in typical rock

(see, e.g., Table 4.5 in [604]). Bulk materials used to construct mechanical-

support structures (e.g., steel, aluminum and concrete) can also have signif-

icant concentrations of these isotopes. 40K usually decays to 40Ca via emis-

sion of an electron. However, it can also decay to 40Ar via electron cap-

ture, resulting in the emission of a 1.46 MeV gamma. Both 238U and 232Th

are the parents of long \decay chains" that involve the subsequent decay of

roughly a dozen isotopes before �nally arriving at stable isotopes of lead. Most

of the gamma-ray emission from the uranium chain is due to the beta de-

cay of 214Bi near the end of the decay sequence, with notable high-energy

lines at 2.2 and 2.45 MeV. The thorium chain’s gamma-ray emission is pre-

dominately from beta decays of 228Ac (near the beginning of the decay se-

quence) and 208Tl (at the end of the decay sequence), with notable lines at

911 keV from the former and 2.6 MeV from the latter. The 208Tl 2.6 MeV

line is the most energetic gamma emitted by the decay of a naturally oc-
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Figure 3.14: The 
ux of gamma rays (as a function of gamma-ray energy) emit-
ted by the walls and 
oor of an experimental hall in the Soudan Underground
Laboratory in northern Minnesota due to decays of 40K and various isotopes
in the 238U and 232Th decay chains. The isotopes responsible for the most
prominent lines are indicated. Figure adapted from [600].

curring radioisotope. As an example, the combined spectrum of gamma-ray

energies emitted by the rock and concrete in one of the experimental halls in

the Soudan Underground Laboratory is shown in Figure 3.14. For further in-

formation regarding particular isotopes and their decay channels, I refer the

interested reader to [412] (from which much of the above information was ob-

tained).

Shielding a dark-matter target against the external gamma-ray background

involves surrounding it with layers of one or more materials of su�cient thick-

ness to attenuate the most dangerous �2 MeV gammas. MeV-scale gammas

interact primarily via Compton scattering in low-Z materials, and also via the
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photoelectric e�ect and Rayleigh scattering in high-Z materials.7 The atten-

uation process (typically) occurs via successive Compton scatters followed by

photoelectric absorption. Unfortunately, the mean free path of gammas (in

most materials) is close to maximal for E
 & 1 MeV, and is characterized by

an absorption length of 15{25 g/cm2 (see, e.g., Figure 27.16 in [88]). Except

for the lowest-Z materials, this absorption length is largely independent of Z.

Consequently, for a given thickness, high-density materials provide the best

shielding. Osmium, platinum, and gold all have densities of �20 g/cm3, but

are rare and therefore prohibitively expensive. With a density of �11 g/cm3,

lead is easily the most dense material that is readily available and relatively

cheap. It is the most common material from which gamma shields are con-

structed. �10 cm of lead is su�cient to reduce the 
ux of dangerous gammas

to �1% of the incident intensity.

Another motivation for choosing lead is that is can be found with rela-

tively low levels of its own radioisotopes. Whenever materials are introduced

in close proximity to a direct-detection target (usually for the purpose of

shielding external radiation), one must consider their levels of radioactivity

(a form of internal radioactivity). Most freshly mined (\virgin") lead has neg-

ligible concentrations of dangerous isotopes. The exception is 210Pb. Nearly

all radioactivity associated with virgin lead can be traced back to this iso-

tope. The decays of 210Pb and its daughter isotopes result in the emission

of x rays, electrons and alphas (see [605] and references therein for further

details). Each of these forms of radiation are problematic due to their prox-

imity to the dark-matter target. Despite their extremely small mean free

path, the alphas are energetic enough to eject neutrons (discussed further

below). The x rays and electrons are commonly shielded by an extra layer

(internal to the main gamma shield) of even lower activity material. One op-

7Compton and Rayleigh scattering are similar processes that occur at di�erent energy
scales. In Compton scattering (1 keV . E
 . 100 MeV), gammas scatter incoherently from
individual electrons in a material, typically imparting enough energy to cause ionization or
even electron ejection. Ejected electrons are often referred to as \knock-on electrons" or
delta rays. In Rayleigh scattering (E
 . 10 keV), gammas scatter coherently from entire
atoms without causing ionization or excitation.
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tion is ancient lead that has been underground or underwater long enough

for the 210Pb half-life of �22 years to have reduced the isotope to an im-

measurable level. Unfortunately, ancient lead is rare, making it an expen-

sive option if available. Sources include shipwrecked European galleons that

have been underwater for several hundred years, and lead from ancient Ro-

man aqueducts. Another low-activity material is electroformed copper. The

density of copper is similar to lead, and it can be made extremely pure.

For a comparison of copper and lead activities see [606]. The balance be-

tween shielding needs and cost usually results in a direct-detection experi-

ment’s gamma shield being constructed primarily from virgin lead, with an

innermost layer of high-purity copper and possibly a thin layer of ancient lead

as well. If a gamma shield’s materials have been carefully screened to ensure

low levels of radioactivity, an underground di�erential event rate on the order

of 0.1{1 events/kg/keV/d is possible for ER < 100 keV (see, e.g., Figure 2

in [607]).

Perhaps the most di�cult background to protect against is radon gas. One

of the products of the 238U decay chain is 222Rn. Because of its �4 day half-

life, 222Rn readily di�uses through the Earth’s crust, and can accumulate in

dangerous concentrations in underground laboratories. The concentration of
210Pb in virgin lead is due to the di�usion of 222Rn into the lead ore before it is

mined. When the radon decays, 218Po gets embedded in the lead, and quickly

decays (successively) through 214Pb, 214Bi, and 214Po to 210Pb. Only lead that

has been isolated (in a concentrated form) underground or underwater for hun-

dreds of years is protected from its bulk being contaminated by this invasive
222Rn to 210Pb pathway. More troublesome is that the longest-lived product

of radon decay, 210Pb, easily attaches itself to aerosols, and thus pervades the

air in any laboratory environment. Unless particular care is taken to store

dark-matter targets in radioisotope-free environments (e.g., under a nitrogen

purge), contact with laboratory air (both underground and at the surface) can

lead to 210Pb surface contamination. Due to its invasive nature, radon gas is a

form of internal radioactivity that all direct-detection experiments struggle to

control.
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An experiment’s innermost shielding layers and dark-matter target can

also be contaminated by cosmogenically produced radioisotopes. This usu-

ally occurs when a material is unavoidably exposed to cosmic rays at sea level

during fabrication, testing and shipping. For example, when copper is ex-

posed to cosmic rays, long-lived cobalt isotopes (among others) can be pro-

duced via spallation. Spallation is a process in which a cosmic ray causes

several nucleons to be ejected from a nucleus, often transmuting it into a

lower-Z or -A radioactive isotope (see, e.g., Table III in [606] for a list of
63Cu spallation products). The isotopes produced in a dark-matter target

obviously depend on its composition. All naturally occurring Ge isotopes

(particularly 70Ge), for example, are subject to transmutation to 68Ge and
60Co [608]. 68Ge is particularly problematic because it is long lived (�271 day

half-life), and emits either 10.4 or 1.3 keV in x rays or Auger electrons when

it decays. Because it is embedded in the dark-matter target, these keV-

scale radiations are unshielded and result in energy depositions similar to

those expected for WIMPs. To minimize cosmogenic activation, dark-matter

targets and shielding materials are usually stored underground when not in

use. If necessary, materials can be produced (or grown) underground so as

to never expose them to the hadronic component of the sea-level cosmic-ray


ux.

Neutrons

Neutrons with MeV-scale kinetic energies will scatter from the nuclei in a

dark-matter target to produce keV-scale energy depositions that are indistin-

guishable (on an event-by-event basis) from WIMP-nucleus scattering events.

For this reason, �ssion neutrons from radioactive sources are an invaluable

tool for calibrating a dark-matter target’s response to nuclear-recoil energy

depositions (discussed further in Chapter 6 and Appendix E). Lower- and

higher-energy neutrons can also lead (albeit less directly) to keV-scale energy

depositions. Like neutrinos, neutrons are an irreducible background for which

there are several sources contributing to the 
ux in an underground laboratory.
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Unlike neutrinos, the neutron-nucleus interaction rate is too large to be ignored.

Fortunately, there are a variety of techniques available for characterizing and

shielding against this important background.

Neutrons are often classi�ed according to their kinetic energy (or tempera-

ture). The nuclear-power industry has nearly a dozen such categories based on

precise temperature delineations. For direct detection, however, neutrons natu-

rally fall into one of three classes according to how they interact with the nuclei

in a material: 1)thermal (or low-energy) neutrons will either scatter elastically

or be captured, but have insu�cient velocities to cause nuclear-recoil energies

(in a dark-matter target) over threshold; 2)medium-energy neutrons tend to

scatter elastically, and can cause energy depositions similar to those expected

from WIMPs; and 3)fast (or high-energy) neutrons are most likely to interact

inelastically, often causing the ejection of several lower-energy neutrons. Each

category has the potential to contribute sensitivity-limiting background levels

to a direct-detection experiment’s event rate.

Technically, thermal neutrons have energies that correspond to room

temperature|kT of tens of meV or T ’ 300 K. The direct-detection commu-

nity tends to use the term thermal (somewhat loosely) to refer to neutrons

with energies less than �10 keV. Low-energy neutron is perhaps a more ap-

propriate moniker. To understand the reason for the dividing line between

low- and medium-energy neutrons, consider the recoil energy imparted by a

neutron with energy En when it scatters elastically from a target with A nu-

cleons:

ER =
2A

(1 + A)2 En (1� cos ��) ; (3.3.38)

where �� is the center-of-mass scattering angle.8 Such an energy deposition

can be confused with a WIMP-nucleus scattering event only if ER > Eth.

The maximum recoil energy that can be imparted to the lightest possible

nuclear target (A = 1) is 10 keV for the above de�nition of thermal. Con-

sequently, thermal neutrons pose no (direct) danger to an experiement with

8Equation 3.3.38 is an approximation in which the neutron mass has been set equal to
the average nucleon mass. The mass of an unbound neutron is �1% larger than mN .
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a nominal 10 keV threshold. Furthermore, to take advantage of the A2 co-

herence factor, most direct-detection experiments employ large-A targets. A

0.5 keV threshold would be needed, for example, before energy depositions

from 10 keV neutrons could potentially be confused with WIMP events in a

Ge target. Note that 10 keV need not be considered a rigid dividing line be-

tween low- and medium-energy neutrons. An alternate de�nition of low en-

ergy might be any neutrons incapable of depositing an over-threshold ER, in

which case the de�nition depends on an experiment’s particular values of A

and Eth.

Although thermal neutrons cannot directly cause WIMP-like energy de-

positions, they can be captured by nuclei in or near a dark-matter target

to create radioactive isotopes. Neutron-capture cross sections for many nu-

clei compete with elastic scattering cross sections for En . 10 keV, and of-

ten exhibit prominent resonances. There are a series of resonances, for ex-

ample, in the 70Ge capture cross section for neutrons with 1{10 keV ener-

gies [609]. When a neutron is captured on 70Ge, 71Ge is created. 71Ge is

an unstable isotope that decays in the same manner as the cosmogenically

produced 68Ge (described above), but with a shorter half-life of �11 days.

The process of rendering a material radioactive through exposure to ther-

mal neutrons is called neutron activation. Care must be taken to prevent a

dark-matter target from becoming too activated (through overexposure) when

using a neutron source to calibrate its nuclear-recoil response. The conse-

quences of overexposure are explored further in the �nal two chapters of this

thesis.

The sources of low- and medium-energy neutrons are basically the same:

cosmic rays, muon capture, and radioactivity. As shown in Figure 3.15, cosmic

rays are the dominant source of neutrons at sea level. Note that the cosmic-

ray neutron 
ux has been divided into two categories here: thermal and fast.

Since a modest overburden of �10 m.w.e. is su�cient to reduce the 
ux of

cosmic-ray neutrons to trivial levels, they are a concern primarily with respect

to exposure of a dark-matter target during production, testing, and handling,

i.e., before the target can be moved underground. In this case, two categories
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Figure 3.15: Neutron 
ux subdivided according to source as a function of
depth. At sea level, the thermal and fast cosmic-ray neutron 
uxes (dark
red labels) are dominant. At depths &5 m.w.e., neutrons resulting from muon
interactions in the overburden (blue labels) are more prevalent, while the 
ux of
MeV-scale neutrons from natural radioactivity (green label) is roughly constant
as a function of depth, making it the dominant source of neutrons for depths
&100 m.w.e. Figure adapted from [604].

are su�cient to describe the danger to a material. Thermal neutrons can lead

to activation via neutron capture, while fast neutrons can cause transmutation

via spallation. Both processes often produce long-lived radioisotopes that will

limit an experiment’s sensitivity if e�orts are not taken to minimize sea-level

exposure.

For laboratories at intermediate depths (tens of m.w.e.), the dominant

source of neutrons is from the capture of slow, negatively charged muons on

nuclei in the overburden. When the soft component of the sea-level muon 
ux

ranges out in the overburden (sometimes referred to as \stopping muons"), the

positively charged fraction will decay as free muons (�+ �! e+ +�e + ���), while

the negative muons will very quickly (�10�13 s) become captured into bound
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states with nuclei in the rock [610]. Based on data derived from the study of

�� capture in noble-gas mixtures, the probability for capture on a particular

nucleus appears to scale in proportion to the product of its number density and

Z2=3 [611]. When a �� is captured, it orbits (as an electron would) for a short

time before it either decays (as a free muon would: �� �! e� + ��e + ��) or

cascades in toward the nucleus to convert a proton to a neutron [612]:

�� + p �! n + ��: (3.3.39)

Because the rate of the latter process competes with the free-decay rate, the

mean life of a captured muon is shorter than that of a free muon. Furthermore,

the more protons there are in a nucleus, the more likely it is that a captured

muon will interact with a proton before it can decay. For example, the mean life

of a muon captured by a hydrogen nucleus (�2195 ns) is only a few nanoseconds

shorter than for a free muon (�2197 ns), while for an iron nucleus it is an order

of magnitude smaller (�200 ns) [613]. The most common materials found in

rock are oxygen, silicon and aluminum, for which the captured-muon life times

are �1800 ns, �800 ns, and �900 ns, respectively. Consequently, a fair fraction

of negatively charged stopping muons result in the conversion of a proton to a

neutron.

The neutrons resulting from muon capture are often created with signi�cant

kinetic energy. The capturing nucleus dispels this energy in one of two ways,

depending on how deep into the nucleus the proton conversion occurred. In

less than a quarter of muon-capture proton conversions, the neutron is created

at the nuclear surface and is directly ejected. These neutrons are characterized

by an exponential di�erential number distribution with a 7{15 MeV decay con-

stant [604]. Consequently, a small fraction of muon captures result in the ejec-

tion of high-energy neutrons (En & 10 MeV). Most neutrons created through

muon capture, however, are generated inside the capturing nucleus where the

neutron’s energy is shared with the other nucleons. In this case, the nucleus

de-excites via neutron evaporation, a process in which several MeV-scale neu-

trons e�ectively boil o� the nucleus. Because this is the dominant production

mechanism, neutrons resulting from �� capture are primarily medium energy.
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At depths &100 m.w.e., natural radioactivity is the principle neutron source.

Neutrons are created when heavy elements undergo spontaneous �ssion (SF),

and in (�,n) reactions. The 238U and 232Th decay chains are the main sources

of both. The only naturally occurring elements that undergo SF at a su�cient

rate to be observed are 238U, 235U and 232Th. Their SF branching fractions are

incredibly small, and amount to the following half-lives [614]:

�1=2-SF

�
238U

�
= 8:2� 1015 years;

�1=2-SF

�
235U

�
= 1:03� 1019 years, and

�1=2-SF

�
232Th

�
= 1:2� 1021 years: (3.3.40)

238U is therefore the dominant (natural) source of �ssion neutrons. Each 238U

SF creates �2 free neutrons [615], such that 1 kg of natural uranium emits

�16 neutrons/s [604]. For rock (or shielding materials) with a 1 ppm uranium

impurity, this translates to a few neutrons per year per gram.

The other source of neutrons from radioactivity is less direct, but of greater

concern. In an (�,n) process, an energetic alpha particle (from the decay of

some isotope) interacts with a nearby nucleus to eject one or more neutrons

(usually no more than 2). For most nuclei found in rock, the threshold energy

for an (�,n) reaction to proceed is larger than the energy of the most ener-

getic alpha available from natural radioactivity|the decay of 212Po (near the

end of the thorium chain) produces an 8.8 MeV alpha. For example, the (�,n)

thresholds for 28Si and 16O are �11 and 15.5 MeV, respectively [616]. However,

some common elements have lower-energy thresholds (the 27Al threshold, e.g.,

is �3.8 MeV), and are thus susceptible to (�,n) reactions. The neutrons from

(�,n) reactions outnumber those from 238U SF by nearly an order of magni-

tude for some rock compositions (see, e.g., Table 4.5 in [604]). (�,n) neutrons

from an underground laboratory’s cavern walls are not the only concern. As

mentioned above, the presence of 210Pb on the surfaces of a dark-matter target

and its innermost shielding layers is di�cult to prevent due to the invasive na-

ture of radon gas. The 210Pb decay sequence includes the �5 MeV alpha decay

of 210Po. 5 MeV is su�cient to instigate (�,n) reactions on three of the �ve

naturally occurring isotopes in a Ge target.
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Neutrons from radioactivity and �� capture primarily fall into the medium-

energy category, and are therefore capable of causing over-threshold recoil en-

ergies in a direct-detection target. If left unshielded, these medium-energy neu-

trons would quickly limit an experiment’s WIMP sensitivity. Equation 3.3.38

holds the key to shielding this background. On average, a neutron loses

2A=(A + 1)2 of its initial energy following an elastic scattering event. Clearly,

energy loss is optimized by minimizing A. When neutrons elastically scatter

with hydrogen nuclei, for example, they lose half their energy (on average).

When they scatter from lead nuclei, on the other hand, the average energy

loss is .1%. Consequently, neutron shields are typically constructed from

materials rich in hydrogen (e.g., water and plastics). Consider, for example,

a polyethylene shield. Polyethylene is a high-density plastic created through

polymerization of ethylene (C2H4). It is relatively cheap, radiopure, hydrogen

rich, and easy to work with. The mean free path of a neutron in polyethylene

is

� =

�
�poly

NA

Methene

(nC�C + nH�H)

��1

; (3.3.41)

where nH = 4 (nC = 2) is the number of H (C) atoms in an ethylene molecule,

Methene = 14 g/mole is the molecular weight of ethylene, �poly ’ 1 g/cm3 is

the density of polyethylene, and �H (�C) is the cross section for neutrons to

scatter elastically from H (C). Since carbon is a much less e�ective moderator

than hydrogen, its contribution can be safely dropped from Equation 3.3.41

for our purposes here. The elastic scattering cross section for a 1 MeV neutron

on hydrogen is �4�10�24 cm2 [609]. The average distance a 1 MeV neutron

is likely to travel in polyethylene before encountering a hydrogen atom and

losing half its energy is therefore �3 cm. �H is �50% larger for a 500 keV

neutron, and twice as large for a 250 keV neutron. The neutron elastic scat-

tering cross section continues to increase as En decreases until it reaches a

value of 20�10�24 cm2 for En ’ 10 keV. Taking into account the corresponding

decrease in the mean free path, a 1 MeV neutron will scatter (on average) 7

times before its energy falls below 10 keV, during which time it will have pen-

etrated an avereage of �10 cm of polyethylene. Since the spectrum of neutron
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Figure 3.16: The 
ux of high-energy neutrons expected (from simulations) for
several underground laboratories of varying depth, as a function of neutron en-
ergy. Because the production of high-energy neutrons is tied to the muon 
ux,
which decreases with increasing overburden (see, e.g., Figure 3.13), the abso-
lute 
ux of high-energy neutrons in underground laboratories also decreases
with increasing depth. The depth of each underground facility is indicated in
m.w.e. in the legend. Figure adapted from [617].

energies from radioactivity extends to several MeV, a 20{30 cm-thick polyethy-

lene neutron shield (or slightly thicker water shield) is a common feature of a

direct-detection experiment.

The 
ux of high-energy neutrons is subdominant at all depths. However, no

practical amount of hydrogen-rich neutron shielding can protect an experiment

from this component of the neutron background. High-energy neutrons are a

product of hadronic and electromagnetic showers initiated by cosmic-ray muons

in a laboratory’s overburden, or in an experiment’s shielding materials. Those

created in shielding materials are easily tagged by a muon veto due to the pas-

sage of the parent muon. Many created in the rock just above an experiment

are also tagged by an active veto because they are often accompanied by electri-
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cally charged shower fragments. There remains an incident 
ux, however, that

can evade detection by active shielding elements. High-energy neutrons punch

through materials much like a rock thrown into a swimming pool. When they

interact, they tend to scatter inelastically and can cause the ejection of several

lower-energy neutrons from high-Z materials like lead. Consequently, high-

energy neutrons can penetrate an active muon veto undetected, punch through

an experiment’s passive neutron shielding, and generate dangerous MeV-scale

secondary neutrons (near the dark-matter target) when they �nally interact

with an experiment’s gamma shield. In this sense, the underground di�eren-

tial 
ux of high-energy neutrons shown in Figure 3.16 represents an irreducible

background. The �gure demonstrates the only practical reduction method: in-

crease the overburden by moving to a deeper laboratory. Fortunately, neutrons

tend to scatter multiple times in a dark-matter target, whereas WIMPs will

scatter only once. A segmented (or multi-module) detector therefore has a fair

chance of rejecting events induced by high-energy neutrons. Furthermore, by

simulating the ratio of single- to multiple-scatter neutron events expected for a

particular geometry, the singles rate can be measured from the multiples rate.

If a nonzero singles rate is observed, the neutron component can be subtracted

using the multiple-scatter event rate. The current sensitivity of direct-detection

experiments is such that a few thousand m.w.e. of overburden is su�cient to

reduce the high-energy neutron background to a negligible level. If the next

generation of experiments is to be background-free, however, they might have

to instrument their neutron shields to actively detect (and veto) neutron sec-

ondaries, thereby taking advantage of the tendency for high-energy neutrons

to create multiple secondaries that tend to multiple scatter.

3.3.4 Discrimination

Despite the best e�orts to shield direct-detection targets from the back-

grounds described above, some level of incident radiation is unavoidable. One

of the best shielded experiments ever conducted, for example, was the Hei-

delberg Dark Matter Search [618] (HDMS), in which a di�erential event rate
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.0.5 keV�1 kg�1 d�1 was observed (for ER & 10 keV) with a 73Ge enriched ion-

ization detector (see, e.g., Figure 10 in [619]). Most experiments are subject

to similar (or worse) event rates due to unshielded backgrounds. In the case

of HDMS, the observed spectrum|attributed to backgrounds|was modeled

and subtracted to improve the experiment’s WIMP sensitivity. Unfortunately,

background models are accompanied by systematic errors that eventually limit

the improvement gained through subtraction (despite increased exposure). To

continue to probe ever smaller WIMP-nucleon cross sections, an alternate ap-

proach to dealing with backgrounds is necessary; the passive and active shield-

ing techniques described above are inadequate if the WIMP-nucleus scattering

rate turns out to be less than about one event per kilogram-day of exposure.

Unlike WIMPs, most backgrounds|photons, alphas, electrons and

positrons|will scatter from a target’s electrons. Therein lies the key to reject-

ing them. To further reduce backgrounds, many experiments actively discrim-

inate nuclear recoils from electron recoils. The most common discrimination

techniques involve simultaneously measuring energy via two methods, at least

one of which behaves di�erently for electron and nuclear recoils. Two of the

following three are often measured in tandem:

� Phonons: Solid dark-matter targets usually exhibit a highly regular

crystalline structure as a result of their purity. When a particle interacts

with a target it causes vibrations, and in a crystal these vibrations occur

in quantized units known as phonons. Phonons can either be detected

directly when they interact with specialized electrodes at a detector’s

surfaces (discussed further in the next chapter), or indirectly with ther-

mometers when they thermalize and cause the temperature of the crystal

to increase. In either case, for a given amount of deposited energy, a

phonon (or heat) measurement provides an equal measure of the recoil

energy for electron and nuclear recoils.

� Ionization: A fraction of the energy deposited when a particle interacts

with a material goes into the creation of electron-hole pairs, or ionization.

If an electric �eld is applied across the detector, the electrons and holes
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can be drifted to opposite sides and detected with standard ionization

electrodes. Electron recoils cause more ionization than nuclear recoils for

a given amount of deposited energy. If a WIMP deposits 50 keV in a Ge

target, for example, it is expected to cause �1/3 the ionization signal a

50 keV x ray would cause.

� Scintillation: In certain materials, a small amount of the energy de-

posited during a scattering event goes into the generation of scintillation

light, which can be detected with standard photon detectors (e.g., pho-

tomultiplier tubes). Generally, for a given amount of deposited energy,

electron recoils result in more scintillation light than nuclear recoils.

Instrumenting a detector to measure any two of the above provides an ex-

periment with an event-by-event discrimination parameter. The CRESST II

experiment mentioned in Section 3.3.2, for example, simultaneously measures

a phonon and scintillation signal for each scattering event. The ratio of the

scintillation to phonon energies (\light yield") is larger for electrons recoils

than for nuclear recoils. In the light-yield versus recoil-energy plane, x-ray and

neutron calibration data can be used to construct electron- and nuclear-recoil

bands, respectively. Events due to WIMPs will enter into the nuclear-recoil

band, while events due to (most) backgrounds will enter into the electron-

recoil band. An example \discrimination plot" is shown in Figure 3.17 for

CRESST II calibration data. The separation between electron and nuclear

recoils is close to perfect. Through a combination of shielding and discrim-

ination, the expected number of background events in the WIMP signal re-

gion is nearly zero. Experiments that use discrimination can be e�ectively

background-free despite a nonzero 
ux of unshielded radiation incident upon

their targets.

Another promising method for discriminating backgrounds is to construct

a detector that is insensitive to electron recoils. This is sometimes referred to

as a threshold detector. The discrimination principle relies on the tendency for

nuclear recoils to deposit energy over shorter distances than electron recoils,

i.e., dE=dx for nuclear recoils is larger than for electron recoils. Some mate-
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Figure 3.17: An example electron- versus nuclear-recoil discrimination plot, in
which light yield (scintillation to phonon ratio) is plotted as a function of recoil
energy for calibration data (blue dots) from the CRESST II experiment. A
nuclear-recoil band (red/horizontal lines) indicates where 80% of nuclear-recoils
due to neutrons scattering from oxygen nuclei are expected. As indicated,
electron-recoil backgrounds are well separated from nuclear-recoil events by the
light-yield discrimination parameter. The vertical lines (green), together with
the nuclear-recoil band, indicate the low-energy region where WIMP events are
expected to occur. In the absence of a neutron source, this WIMP-signal region
is almost background-free. Figure adapted from [587].

rials can be tuned (via careful pressure, temperature, and/or volume control)

to be insensitive to particle interactions in which dE=dx is too small. The

superheated CF3I used by the Chicagoland Observatory for Underground Par-

ticle Physics [620] (COUPP) is one such compound. When a scattering event

with su�cient dE=dx occurs in the superheated 
uid, the recoiling nucleus

acts as a nucleation site for the growth of a bubble. Bubbles from potential

WIMP-nucleus scatters are recorded by monitoring the 
uid with video cameras

through a transparent container. In such a detector, photons and electrically

charged backgrounds need not be shielded because they cannot cause su�cient
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dE=dx to trigger bubble growth. A signi�cant overburden and neutron shield-

ing is still necessary to reduce the neutron background. Also, care must be

taken to avoid contamination of the target material with alpha-emitting ra-

dioisotopes. Energetic alpha decays can cause the daughter nucleus to recoil

with su�cient energy to cross the dE=dx threshold. There are currently three

experiments that use this discrimination technique to directly search for dark

matter. In addition to COUPP, there is a superheated C4F10 droplet detec-

tor called the Project In Canada to Search for Super-Symmetric Objects [621]

(PICASSO), and there is a C2ClF5 detector called the Superheated Instrument

for Massive Particle Experiments [622] (SIMPLE).

There are far too many direct-detection experiments and discrimination

techniques to present a comprehensive review here. However, they tend to fall

into one of three basic categories: liquid-noble targets, solid-state (crystalline)

detectors, and superheated droplet detectors. Most, though not all, use some

form of discrimination. A summary of several of the most sensitive discrimina-

tion technologies is given in Table 3.2. Experiments that do not use discrimi-

nation accept relatively large background rates (usually) in favor of low recoil-

energy thresholds, and the corresponding enhanced possibility of observing the

annual modulation expected in the WIMP-nucleus scattering rate due to the

Earth’s motion around the Sun (see, e.g., Section 3.3.5 below). Although such

an experiment is technically background-limited, the small modulated event

rate expected from WIMPs can still be discerned provided the backgrounds do

not also modulate.

Before moving on to the next section, it is worth noting a potentially pow-

erful method for unambiguously demonstrating the Galactic-WIMP origin of a

nuclear-recoil signal in the presence of a nonzero event rate due to backgrounds.

The technique involves measuring the direction of the recoiling nucleus follow-

ing a scattering event, thereby measuring the incoming direction of the incident

particle. Due to the Earth’s daily rotation with respect to the WIMP wind,

the rate of nuclei recoiling in certain directions (with respect to the Earth’s

equator) is expected to modulate by nearly an order of magnitude every 12

hours [641]. This is a much larger signal than the annual modulation, and
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Table 3.2: The discrimination techniques used by several of the world’s most
sensitive direct-detection experiments. \Charge" and \Light" are abbreviations
for ionization and scintillation, respectively. Sensitivities are quoted in terms
of the indicated 90% C.L. cross-section upper limit (in pb) at the indicated
WIMP mass (in GeV), and are grouped according to interaction type.

Experiment Target{Discrimination Sensitivity (pb, GeV)

Spin Independent, ��-N (nucleon)

CDMS II [623] Ge{Charge/Phonon 3.8�10�8, 70 [459]

COUPP [620] CF3I{dE=dx &1�10�7, 60 [624]

CRESST II [591] CaWO4{Light/Phonon �6�10�7, 40 [625]

EDELWEISS II [626] Ge{Charge/Heat 4.4�10�8, 85 [627]

WARP [598] Ar{Charge/Light �7�10�7, 90 [628]

XENON100 [629] Xe{Charge/Light 7.0�10�9, 50 [630]

ZEPLIN III [631] Xe{Charge/Light 8.1�10�8, 60 [632]

Spin Dependent, ��-p (proton)

COUPP [620] CF3I{dE=dx �5�10�3, 50 [624]

KIMS [633] CsI(Tl){Pulse Shape .2�10�1, 80 [634]

PICASSO [621] C4F10{dE=dx 1.6�10�1, 24 [635]

SIMPLE [622] C2ClF5{dE=dx 4.2�10�3, 35 [636]

Spin Dependent, ��-n (neutron)

CDMS II [623] Ge{Charge/Phonons .2�10�2, 50 [637]

XENON10 [638] Xe{Charge/Light �6�10�3, 30 [639]

ZEPLIN III [631] Xe{Charge/Light 1.9�10�2, 55 [640]
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there are no known backgrounds that can mimic it. Unfortunately, the abil-

ity to measure tracks caused by recoiling nuclei has yet to be proven feasible

on a scale that is competitive with other technologies. For a recent review of

directional dark-matter detection, I refer the interested reader to [642].

3.3.5 Low-mass WIMP Signals?

The direct-detection literature has been the focus of considerable debate

over the past few years. The excitement (or controversy) stems from data

recorded by two experiments that appear to be mutually consistent with a

Galactic-WIMP interpretation. Due to its low mass, the preferred WIMP

model (just) evades nearly all the experimental constraints listed in Table 3.2.

The favored �7 GeV/c2 mass is also consistent with the WIMP model proposed

by Hooper and Goodenough to explain an excess in the 
ux of gamma rays from

the Galactic center (see Section 3.2.2 above). Furthermore, the favored cross

section is roughly consistent with the lowest-mass neutralinos allowed by the

LNM framework described in Section 2.5.4 (see, e.g., Figure 2.19). Although

this con
uence of experimental data and theory is provocative, it appears that

most of the community is withholding judgment until a more sensitive experi-

ment can test the favored parameter space. This thesis is an attempt at such

a test. In the remainder of this section I describe the hunting ground by re-

viewing evidence for a low-mass WIMP from the DAMA/LIBRA and CoGeNT

direct-detection experiments.

The DAMA/LIBRA Annual Modulation

The �rst hint of a Galactic-WIMP direct detection actually goes back many

years to early data from one of the DArk MAtter (DAMA) group’s experiments

at the Laboratori Nazionali del Gran Sasso (LNGS). The DAMA group has

used a number of di�erent scintillation targets over the past two decades to

investigate dark matter [643, 644], �� decay [645, 646], and other rare-event

processes [647, 648]. The data from their 100 kg NaI(Tl) array [649] (com-

monly referred to as DAMA/NaI) was �rst analyzed in terms of an annual
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modulation in a 1998 publication [650]. The setup consisted of a dozen rect-

angular, high-purity NaI crystals doped with Tl to improve their scintillation-

photon yield for the low recoil energies expected from WIMP interactions [651].

Located �3000 m.w.e. underground, the crystals|monitored by two photo-

multiplier tubes each|were surrounded by an outer neutron shield (10 cm

of polyethylene around 1.5 mm of Cd) and an inner gamma shield (15 cm

Pb around 10 cm of Cu) to reduce the event rate due to backgrounds to

�1{2 events/kg/keV/d. Although their experimental strategy did not include

electron-recoil discrimination, it bene�ted from a large detector size and a rela-

tively low 2 keVee energy threshold. Note that 2 keVee is an electron-equivalent

recoil energy, and is not the same as the nuclear-recoil energy that a WIMP

would deposit. For a given energy deposition, electron recoils generate more

scintillation light than nuclear recoils. To convert to nuclear-recoil energy,

the number of keVee must be divided by the quenching factor for either Na

or I. Although there is some uncertainty in these numbers (see, e.g., Sec-

tion II in [652]), the most commonly used quenching factors are QNa = 0:3

and QI = 0:09 [649], corresponding to nuclear-recoil energy thresholds of

6.7 keV and 22.2 keV for Na and I, respectively.9 Their lowest-energy data

(2{12 keVee) from the �rst year of operations exhibits a marginal hint of a

modulation riding on top of their total event rate. This modulation was con-

�rmed with an additional year of exposure [653], and turns out to have the

phase expected for the Galactic-WIMP annual-modulation signature. The

two-year modulated event rate of �0.015�0.01 events/kg/keV/d (between 2

and 4 keVee), when interpreted in terms of WIMPs scattering from iodine

nuclei, favors m� ’ 60 GeV/c2 and ��-N ’ 7�10�6 pb (see, e.g., Figure 6

in [653]).

9Throughout Section 3.3 I have somewhat loosely interchanged the terms recoil energy

and nuclear-recoil energy, and quoted any related numerical values in units of keV. Up to
this point, there has been no need for further clari�cation because the intended quantity was
always nuclear-recoil energy. To clearly di�erentiate between nuclear-recoil and electron-
equivalent recoil energy, units of keVr (or keVnr) are often used for the former, while units
of keVee are used for the latter. In this thesis, unless otherwise stated or obvious from
context, units of keV are used for nuclear-recoil energy, while units of keVee are used for
electron-equivalent recoil energy.
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Figure 3.18: Annual-modulation �t to the DAMA/LIBRA residual event rate
for 2{6 keVee energy depositions occurring over a six-year period. The �t has
the phase expected for the Galactic-WIMP annual modulation signature, lead-
ing many to interpret the �0.01 events/kg/keV/d modulation amplitude as
evidence of the �rst dark-matter direct detection. Figure taken from [657].

Such a large cross section for a 60 GeV/c2 WIMP is in direct con
ict with

nearly all the spin-independent constraints listed in Table 3.2. To reconcile their

modulation signal with the null results of other experiments, the DAMA collab-

oration have explored alternate halo models, scattering from Na nuclei, spin-

dependent scattering, and ion channeling (see, e.g., [654] and [655]). In their

presentation of the �nal 7-year DAMA/NaI �108,000 kg d exposure, they in-

terpreted their �0.02 event/kg/keV/d modulation amplitude (in the 2-6 keVee

bin) under a wide variety of scenarios [656]. For spin-independent couplings,

they derived an allowed region in the m�{��-N plane that extends from 3�10�5

to 10�3 pb at m� = 4 GeV/c2, from 2�10�7 to 6�10�5 pb at m� = 30 GeV/c2,

and from 5�10�6 to 1.5�10�5 pb at m� = 500 GeV/c2 (Figure 9 in [656] shows

the full region). The low-mass portion of this allowed region is the most di�cult

to test, and continues to evade experimental constraints.

To con�rm and better measure their annual-modulation signal, the DAMA

collaboration constructed a larger detector called the Large sodium Iodide Bulk

for RAre processes [583] (usually referred to as DAMA/LIBRA). The new setup

makes use of the same shielding con�guration at the same deep-site installa-
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