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Project Goals

Test some Advanced TCP and see how they perform on
long distance

Understand the performance of each protocol
Evaluate the fairness of each protocol

Why evaluate Advanced TCP?
Super-computing & data-grid
bbcp, bbftp & GridFTP
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Advanced TCP Stacks

Parallel TCP Reno (P-TCP)

Scalable TCP (S-TCP)

Fast TCP

HighSpeed TCP (HS-TCP)

HighSpeed TCP Low Priority (HSTCP-LP)
Binary Increase Control TCP (Bic-TCP)
Hamilton TCP (H-TCP)
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Protocols excluded of the evaluation

XCP and Jumbo Frame

Dynamic Right Sizing

Sabul and Tsunami

ISCSI and Fiber Channel over IP

TCP protocols: Westwood TCP and GridDT
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Reno TCP

Slow-Start

Cong estion Avoidance: AIMD

a
Oldewnd

Wherea= 1,b= 05, c= 1.
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TCP Reno

Low performance on long distance
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P-TCP

TCP Reno with 16 streams
Over-aggressive and unfair
Base for the comparison

GNU/Linux 2.4: SACK & New Reno but use the standard
AIMD
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S-TCP

Use Exponential Increase
The Multiplicative Decrease factor bis set to 0.125
Introduced by Tom Kelly
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Fast TCP

Based in TCP Vegas
Use queuing delay and packet loss as congestion measures
Developed at Caltech by Steven Low
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HS-TCP

Behave like Reno for small values of cwnd

Above a chosen value of cwnd a more aggressive response
function is used

Use a table to indicate by how much the congestion window
should be increased when an ACK is received

Introduced by Sally Floyd
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HSTCP-LP

Use only the excess network bandwidth left unused by other
O WS

HSTCP-LP uses the RTT to backs-off early in the face of
congestion

HSTCP-LP = HS-TCP + TCP-LP
Developed at Rice University by Edward W. Knightly
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H-TCP

Similar approach than HS-TCP
But use an algorithm instead of a table
Introduced by Doug Leith at Hamilton Institute
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Bic-TCP

Combine
An additive increase used for large cwnd
A binary search increase used for small cwnd
Developed by Injong Rhee at NC State University
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Measurements

20 minutes tests

iperf's interval: 5 sec.

ping's interval: around 100 ms

2 month-test from SLAC over various real network paths
Use 3 machines at sender's side
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Networks

3 networks con gur ation:
short-distance: Caltech (RTT of 10ms)

middle-distance: UFL & DataTAG Chicago (RTT of 70ms)

long-distance: CERN & University of Manchester (RTT of
170ms)

Tests during night and weekend on production links
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Window size

iperf can set the maximum window size the congestion
window can reach

Used three different window sizes:
low window size

optimal window size, estimated by the bandwidth delay
product
oversized window
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RTT

Only P-TCP is unfair with the RTT (Round Trip Time)

P-TCP increase the RTT from 10ms to 200ms in
short-distance

On short-distance: P-TCP vs. Fast TCP
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txqueuelen

Regulate the size of the queue between the IP layer and the
Ethernet layer

Can increase the throughput if we nd an optimal value
But increase of duplicate ACKs
Only S-TCP has a txqueuelen's size of 2000 instead of 100

Our results show:

All perform better with a size of 100
Except S-TCP which is better with a size of 2000
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Throughput

Bandwidth average
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Sinusoidal UDP

Sinusoidal UDP stream with a period of 60 and 30 sec.

Our results show:

All protocols converge quickly and maintain a roughly constant
aggregate throughput

Especially for P-TCP and Bic-TCP
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Sinusoidal UDP example

Good and poor convergence
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Stability

De nition: Standard deviation normalized by the throughput
average

Our results show:

P-TCP, Bic-TCP and S-TCP are more stable than the other
protocols

S-TCP, like H-TCP, is more stable with the largest window
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Cross-traf®c

Important to understand how fair a protocol

We de ne the fairness for a single bottleneck:

2 different fairness:

Intra-protocol fairness
Inter-protocol fairness
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Intra-protocol fairness

All the protocols have a good intra-fairness (F 0:98)

Except HS-TCP (F  0:94) with window sizes greater than
the optimal due to some pseudo-sinusoidal variation of the
throughput

HS-TCP: F=0.934 vs. Fast TCP: F=0.999
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Inter-protocol fairness

We introduce, for the inter-protocol fairness, the asymmetry
between two throughputs:

.
A

1 2
A =
1+ X2

x
.

where X, and X, are the throughput average of the stream 1 and
2 In the cross-traf ¢
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Asymmetry

Reno - Bic TCP: A= 0.05 vs. Reno - Fast: A=0.91
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Inter-protocol fairness

Asymmetry on short-distance Asymmetry on middle-distance
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Reverse Traf®c

Causes queuing on the reverse path

ACKs being lost or coming back in bursts (compressed
ACKS)

Fast TCP throughput is 4 to 8 times less than the other
stacks
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Reverse Traf®c comparison

Fast TCP vs. Bic TCP (Reverse Traf c: P-TCP)
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Future Experiments

Tests with different RTTs on the same link

Tests multiple streams with more than one stream to see
how aggressive or gentle a protocol is on this case

Look at the performance of rate based protocol
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Conclusion

Summary:

TCP Reno single stream is low performance and unstable on
longer distances

P-TCP is too aggressive and it is very unfair with the RTT

HSTCP-LP is too gentle which can be important for some
application (e.g. scavenger service without running router
assistance) and, by design, backs-off too quickly otherwise it
performs well

Fast TCP performs as well as most others but it is very
handicaped by the reverse traf®c

S-TCP is very aggressive on long distances but performs well
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Conclusion

Summary:

HS-TCP is very gentle and, like H-TCP, has lower throughput
than other protocols

Bic-TCP performs very well in our tests

The needs can be different: le transfert, video conference,
surf on the web or scavenger service
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Main events

First Stage:
Read several books in Networking and Perl
Second Stage:

Understanding of each advanced protocol
Decision of how and where the different tests would be run

Third Stage:
Writing of several programs in Perl in order to run the tests
RedHat 9.0 was installed and con®gured in three machines

3500 lines in Perl and modi®cation of iperf
Validation of the sofware
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Main events

Fourth Stage:
Contact with kernel developers and networks administrators
Tests on various networks
Analyze the data gathered
Display the data on a website

Last Stage:
Writing a paper and report
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Dif®culties

Implementation:
Decision to run our own ping
Hardware and Software failure:
Motherboard failure
Kernels crash and panic with Fast TCP and H-TCP
Dif®culty with HSTCP-LP
Router panic
Kernel availability:

H-TCP, HSTCP-LP and BI-TCP in testing

Westwood TCP and GridDT were not available before our
deadline
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Dif®culties

Network dif culties:
Need of a second server at the receiver's side
No root access
Block of ICMP's traf®c

Problem with a router at Chicago
Change of the throughput of Caltech

Tests failure
Data management
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Skills

Great improvement in networking's knowledge

Setup and tuning skills of a GNU/Linux kernel were
developed

Perl programming skills were dramatically improved
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